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CHAPTER 1

INTRODUCTION

The Ada implementation described above was tested according to the
Ada Validation Procedures [Pro90] against the Ada Standard [Ada83]
using the current Ada Compiler Validation Capability (ACVC). This
Validation Summary Report (VSR) gives an account of the testing of
this Ada implementation. For any technical terms used in this
report, the reaCer is referred to (Pro90]. A detailed description
of the ACVC may be found in the current ACVC User's Guide [UG89].

1.1 USE OF THIS VALIDATION SUMMARY REPORT

Consistent with the national laws of the originating country, the
Ada Certification Body may make full and free public disclosure of
this report. In the United States, this is provided in accordance
with the "Freedom of Information Act" (5 U.S.C. #552). The results
of this validation apply only to the computers, operating systems,
and compiler versions identified in this report.

The organizations represented on the signature page of this report
do not represent or warrant that all statements set forth in this
report are accurate and complete, or that the subject
implementation has no nonconformities to the Ada Standard other
than those presented. Copies of this report are available to the
public from the AVF which performed this validation or from:

National Technical Information Service
5285 Port Royal Road
Springfield VA 22161

Questions regarding this report or the validation test results
should be directed to the AVF which performed this validation or
to:

Ada Validation Organization
Computer and Software Engineering Division
Institute for Defense Analyses
1801 North Beauregard Street
Alexandria VA 22311-1772

1.2 REFERENCES

[Ada83] Reference Manual for the Ada Programming LanQuaQe,
ANSQ1IL-STD-1815A, February 1983 and ISO 8652-1987.
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(Pro9O] Ada Compiler Validation Procedures, Version 2.1, Ada Joint
Program Office, August 1990.

[UG89] Ada Compiler Validation Capability User's Guide, 21 June
1989.

1.3 ACVC TEST CLASSES

Compliance of Ada implementations is tested by means of the ACVC.
The ACVC contains a collection of test programs structured into six
test classes: A, B, C, D, E, and L. The first letter of a test
name identifies the class to which it belongs. Class A, C, D, and
E tests are executable. Class B and class L tests are expected to
produce errors at compile time and link time, respectively.

The executable tests are written in a self-checking manner and
produce a PASSED, FAILED, or NOT APPLICABLE message indicating the
result when they are executed. Three Ada library units, the
packages REPORT and SPPRTI3, and the procedure CHECK FILE are used
for this purpose. The package REPORT also provides a set of
identity functions used to defeat some compiler optimizations
allowed by the Ada Standard that would circumvent a test objective.
The package SPPRT13 is used by many tests for Chapter 13 of the Ada
Standard. The procedure CHECK FILE is used to check the contents
of text files written by some of the Class C tests for Chapter 14
of the Ada Standard. The operation of REPORT and CHECKFILE is
checked by a set of executable tests. If these units are not
operating correctly, validation testing is discontinued.

Class B tests check that a compiler detects illegal language usage.
Class B tests are not executable. Each test in this class is
compiled and the resulting compilation listing is examined to
verify that all violations of the Ada Standard are detected. Some
of the class B tests contain legal Ada code which must not be
flagged illegal by the compiler. This behavior is also verified.

Class L tests check that an Ada implementation correctly detects
violation of the Ada Standard involving multiple, separately
compiled units. Errors are expected at link time, and execution is
attempted.

In some tests of the ACVC, certain macro strings have to be
replaced by implementation-specific values -- for example, the
largest integer. A list of the values used for this implementation
is provided in Appendix A. In addition to these anticipated test
modifications, additional changes may be required to remove
unforeseen conflicts between the tests and implementation-dependent
characteristics. The modifications required for this
inplementation are described in section 2.3.
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For each Ada implementation, a customized test suite is produced by
the AVF. This customization consists of making the modifications
described in the preceding paragraph, removing withdrawn tests (see
section 2.1) and, possibly some inapplicable tests (see Section 3.2
and [UG89]).

In order to pass an ACVC an Ada implementation must process each
test of the customized test suite according to the Ada Standard.

1.4 ZEFINITION OF TERMS

Ada Compiler The software and any needed hardware that
have to be added to a given host and
target computer system to allow
transformation of Ada programs into
executable form and execution thereof.

Ada Compiler The means for testing compliance of Ada
Validation implementations, Validation consisting of
Capability (ACVC) the test suite, the support programs, the

ACVC Capability user's guide and the
template for the validation summary (ACVC)
report.

Ada Implementation An Ada compiler with its host computer
system and its target computer system.

Ada Joint Program The part of the certification body which
Office (AJPO) provides policy and guidance for the Ada

certification Office system.

Ada Validation The part of the certification body which
Facility (AVF) carries out the procedures required to

establish the compliance of an Ada
implementation.

Ada Validation The part of the certification body that
Organization (AVO) provides technical guidance for operations

of the Ada certification system.

Compliance of an The ability of the implementation to pass
Ada Implementation an ACVC an Ada version.
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Computer System A functional unit, consisting of one or
more computers and associated software,
that uses common storage for all or part
of a program and also for all or part of
the data necessary for the execution of
the program; executes user- written or
user-designated programs; performs
user-designated data manipulation,
including arithmetic operations and logic
operations; and that can execute programs
that modify themselves during execution. A
computer system may be a stand-alone unit
or may consist of several inter-connected
units.

Conformity Fulfillment by a product, process or
service of all requirements specified.

Customer An individual or corporate entity who
enters into an agreement with an AVF which
specifies the terms and conditions for AVF
services (of any kind) to be performed.

Declaration of A formal statement from a customer
Conformance assuring that conformity is realized or

attainable on the Ada implementation for
which validation status is realized.

Host Computer A computer system where Ada source
System programs are transformed into executable

form.

Inapplicable Test A test that contains one or more test
objectives found to be irrelevant for the
given Ada implementation.

ISO International Organization for
Standardization.

LRM The Ada standard, or Language Reference
Manual, published as
ANSI/MIL-STD-1815A-1983 and ISO 8652-1987.
Citations from the LRM take the form
"<section>.<subsection>:<paragraph>."

Operating System Software that controls the execution of
programs and that provides services such
as resource allocation, scheduling,
input/output control, and data management.
Usually, operating systems are
predominantly software, but partial or
complete hardware implementations are
possible.
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Target Computer A computer system where the executable
System form of Ada programs are executed.

Validated Ada The compiler of a val.idated Ada
Compiler implementation.

Validated Ada An Ada implementation that has been
Implementation validated successfully either by AVF

testing or by registration [Pro90].

Validation The process of checking the conformity of
an Ada compiler to the Ada programming
language and of issuing a certificate for
this implementation.

Withdrawn Test A test found to be incorrect and not used
in conformity testing. A test may be
incorrect because it has an invalid test
objective, fails to meet its test
objective, or contains erroneous or
illegal use of the Ada programming
language.
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CHAPTER 2

IMPLEMENTATION DEPENDENCIES

2.1 WITHDRAWN TESTS

Some tests are withdrawn by the AVO from the ACVC because they do
not conform to the Ada Standard. The following 95 tests had been
withdrawn by the Ada Validation Organization (AVO) at the time of
validation testing. The rationale for withdrawing each test is
available from either the AVO or the AVF. The publication date for
this list of withdrawn tests is 91-08-02.

E28005C B28006C C32203A C34006D C35508I C35508J
C35508M C35508N C35702A C35702B B41308B C43004A
C45114A C45346A C45612A C45612B C45612C C45651A
C46022A B49008A B49008B A74006A C74308A B83022B
B83022H B83025B B83025D B83026B C83026A C83041A
B85001L C86001F C94021A C97116A C98003B BA2011A
CB7001A CB7001B CB7004A CC1223A BC1226A CC1226B
BC3009B BD1B02B BD1B06A AD1B08A BD2A02A CD2A21E
CD2A23E CD2A32A CD2A41A CD2A41E CD2A87A CD2Bl5C
BD3006A BD4008A CD4022A CD4022D CD4024B CD4024C
CD4024D CD4031A CD4051D CD5111A CD7004C ED7005D
CD7005E AD7006A CD7006E AD7201A AD7201E CD7204B
AD7206A BD8002A BD8004C CD9005A CD9005B CDA2O1E
CE2107I CE2117A CE2117B CE2119B CE2205B CE2405A
CE3111C CE3316A CE3118A CE3411B CE3412B CE3607B
CE3607C CE3607D CE3812A CE3814A CE3902B

2.2 INAPPLICABLE TESTS

A test is inapplicable if it contains test (bjectives which are
irrelevant for a given Ada implementation. The inapplicability
criteria for some tests are explained in documents issued by ISO
and the AJPO known as Ada Commentaries and commonly referenced in
the format AI-ddddd. For this implementation, the following tests
were determined to be inapplicable for the reasons indicated;
references to Ada Commentaries are included as appropriate.

The following 201 tests have floating-point type declarations
requiring more digits than SYSTEM.MAXDIGITS:

C24113L..Y (14 tests) C35705L..Y (14 tests)
C35706L..Y (14 tests) C35707L..Y (14 tests)
C35708L..Y (14 tests) C35802L..Z (15 tests)
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C45241L..Y (14 tests) C45321L?.Y (14 tests)
C45421L..Y (14 tests) C45521L..Z (15 tests)
C45524L..Z (15 tests) C45621L..Z (15 tests)
C45641L..Y (14 tests) C46012L..Z (15 tests)

The following 20 tests check for the predefined type LONG-INTEGER;
for this implementation, there is no such type:

C35404C C45231C C45304C C45411C C45412C
C45502C C45503C C45504C C45504F C45611C
C45613C C45614C C45631C C45632C B52004D
C55BO7A B55B09C B86001W C86006C CD7101F

C35713B, C45423B, B86001T, and C86006H check for the predefined
type SHORTFLOAT; for this implementation, there is no such type.

C35713D and B86001Z check for a predefined floating-point type with
a name other than FLOAT, LONGFLOAT, or SHORTFLOAT; for this
implementation, there is no such type.

C45531M..P and C45532M..P (8 tests) check fixed-point operations
for types that require a SYSTEM.MAX MANTISSA of 47 or greater; for
this implementation, MAX_MANTISSA is less than 47.

C45536A, C46013B, C46031B, C46033B, and C46034B contain length
clauses that specify values for small that are not powers of two or
ten; this implementation does not support such values for small.

C45624A..B (2 tests) check that the proper exception is raised if
MACHINE OVERFLOWS is FALSE for floating point types and the results
of various floating-point operations lie outside the range of the
base type; for this implementation, MACHINEOVERFLOWS is TRUE.

B86001Y uses the name of a predefined fixed-point type other than
type DURATION; for this implementation, there is no such type.

CD1O09C checks whether a length clause can specify a non-default
size for a floating-point type; this implementation does not
support such sizes.

CD2A53A check operations of a fixed-point type for which a length
clause specifies a power-of-ten TYPE'SMALL; this implementation
does not support decimal 'SMALLS. (See section 2.3.)

CD2A84A, CD2A84E, CD2A84I..J (2 tests), and CD2A840 use length
clauses to specify non-default sizes for access types; this
implementation does not support such sizes.

BD8001A, BD8003A, BD8004A..B (2 tests), and AD8011A use machine
code insertions; this implementation provides no package
MACHINECODE.

2-2



The 18 tests listed in the following table are not applicable
because the given file operations are supported for the given
combination of mode and file access method.

Test File Operation Mode File Access Method

CE2102E CREATE OUT FILE SEQUENTIAL_10
CE2102F CREATE INOUT FILE DIRECT 10
CE2102J CREATE OUT FILE DIRECT-10
CE2102N OPEN IN FILE SEQUENTIAL 10
CE21020 RESET IN FILE SEQUENTIAL_10
CE2102P OPEN OUT_ FILE SEQUENTIAL0IO
CE2102Q RESET OUT FILE SEQUENTIAL 10
CE2102R OPEN INOUT FILE DIRECT 10
CE2102S RESET INOUT FILE DIRECT 10
CE2102T OPEN IN FILE DIRECT-IO
CE2102U RESET IN FILE DIRECT 10
CE2102V OPEN OUT FILE DIRECT 10
CE2102W RESET OUT FILE DIRECT 10
CE3102F RESET Any Mode TEXT 13
CE3102G DELETE TEXT 10
CE3102I CREATE OUT FILE TEXT 10
CE3102J OPEN IN FILE TEXT 10
CE3102K OPEN OUTFILE TEXT-IO

The tests listed in the following table check the given file
operations for the given combination of mode and access method;
this implementation does not support these operations.

Test File Operation Mode File Access Method

CE2105A CREATE INFILE SEQUENTIAL 10
CE2105B CREATE IN FILE DIRECT 10
CE3109A CREATE INFILE TEXTI1

CE2401H, EE2401D, and EE2401G use instantiations of DIRECT 10 with
unconstrained array and record types; this implementation raises
USEERROR on the attempt to create a file of such types.

CE2203A checks that WRITE raises USEERROR if the capacity of an
external sequential file is exceeded; this implementation cannot
restrict file capacity.

CE2403A checks that WRITE raises USE ERROR if the capacity of an
external direct file is exceeded; this implementation cannot
restrict file capacity.

CE3202A expects that function NAME can be applied to the standard
input and output files; in this implementation these files have no
names, and USE ERROR is raised. (See section 2.3.)
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CE3304A checks that SET LINE LENGTH and SETPAGELENGTH raise
USE ERROR if they specify an inappropriate value for the external
file; there are no inappropriate values for this implementation.

CE3413B checks that PAGE raises LAYOUT ERROR when the value of the
page number exceeds COUNT'LAST. For this implementation, the value
of COUNT'LAST is greater than 150000, making the checking of this
objective impractical.

2.3 TEST MODIFICATIONS

Modifications (see section 1.3) were required for 23 tests.

The fo lowing tests were split into two or more tests because this
implementation did not report the violations of the Ada Standard in
the wa) expected by the original tests.

B23004A B24007A B24009A B28003A B32202A B32202B
B32202C B37004A B61012A B74401F B74401R B1004A
B95032A B95069A B95069B BA1I01B BC2001D 3C3009C

B85002A was graded passed by Evaluation Modification as directed by
the AVO. This test declares a record type REC2 whose sole
component is of an unconstrained record type with a size in excess
of 2**32 bytes; this implementation rejects the declaration of
REC2. Although a strict interpretation of the LRM requires that
this type declaration be accepted (an exception may be raised on
the elaboration of the type or an object declaration), the AVO
accepted this behavior in consideration that such early error
detection is expected to be allowed by the revised language
standard.

BA2001E was graded passed by Evaluation Modification as directed by
the AVO. The test expects that duplicate names of subunits with a
common ancestor will be detected as compilation errors; this
implementation detects the errors at link time, and the AVO ruled
that this behavior is acceptable.

EA3004D was gradeJ passed by Evaluation and Processing Modification
as directed by the AVO. The test requires that either pragma
INLINE is obeyed for a function call in each of three contexts and
that thus three library units are made obsolete by the
re-compilation of the inlined function's body, or else the pragma
is ignored completely. This implementation obeys the pragma except
when the call is within the package specification. When the test's
files are processed in the given order, only two units are made
obsolete; thus, the expected error at line 27 of file EA3004D6M is
not valid and is not flagged. To confirm that indeed the pragma is
rot obeyed in this one case, the test was also processed with the
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files re-ordered so that the re-compilation follows only the
package declaration (and thus the other library units will not be
made obsolete, as they are compiled later); a "NOT APPLICABLE"
result was produced, as expected. The revised order of files was
0-1-4-5-2-3-6.

CD2A53A was graded inapplicable by Evaluation Modification as
directed by the AVO. The test contains a specification of a
power-of-lO value as 'SMALL for a fixed-point type. The AVO ruled
that, under ACVC 1.11, support of decimal 'SMALLs may be omitted.

CE3202A was graded inapplicable by Evaluation Modification as
directed by the AVO. This test applies function NAME to the
standard input file, which in this implementation has no name;
USE ERROR is raised but not handled, so the test is aborted. The
AVO ruled that this behavior is acceptable pending any resolution
of the issue by the ARG.
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CHAPTER 3

PROCESSING INFORMATION

3.1 TESTING ENVIRONMENT

The Ada implementation tested in this validation effort is
described adequately by the information given in the initial pages
of this report.

For technical or sales information about this Ada implementation
system, see:

Mr. Steven G. Senz
GTE Government Systems
15000 Conference Center Drive
Chantilly, VA 22021-3808
Phone: (703) 818-4426
FAX: (703) 818-5484

Testing of this Ada implementation was conducted at the customer's

site by a validation team from the AVF.

3.2 SUMMARY OF TEST RESULTS

An Ada Implementation passes a given ACVC version if it processes
each test of the customized test suite in accordance with the Ada
Programming Language Standard, whether the test is applicable or
inapplicable; otherwise, the Ada Implementation fails the ACVC
[Pro90].

For all processed tests (inapplicable and applicable), a result was
obtained that conforms to the Ada Programming Language Standard.

The list of items below gives the number of ACVC tests in various
categories. All tests were processed, except those that were
withdrawn because of test errors (item b; see section 2.1), those
that require a floating-point precision that exceeds the
implementation's maximum precision (item e; see section 2.2), and
those that depend on the support of a file system -- if none is
supported (item d). All tests passed, except those that are listed
in sections 2.1 and 2.2 (counted in items b and f, below).

a) Total Number of Applicable Tests 3791
b) Total Number of Withdrawn Tests 95
c) Processed Inapplicable Tests 83
d) Non-Processed I/O Tests 0
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e) Non-Processed Floating-Point
Precision Tests 201

f) Total Number of Inapplicable Tests 284 (c+d+e)
g) Total Number of Tests for ACVC 1.11 4170 (a+b+f)

3.3 TEST EXECUTION

A magnetic tape containing the customized test suite (see section
1.3) was taken on-site by the validation team for processing. The
contents of the magnetic tape were loaded directly onto the host /
target computer.

After the test files were loaded onto the host / target computer,
the full set of tests was processed by the Ada implementation.

Testing was performed using command scripts provided by the
customer and reviewed by the validation team. See Appendix B for
a complete listing of the processing options for this
implementation.

The following options were explicitly invoked:

Switch Effect

-b Displays the short forms of compiler error messages.
(The default is to ditsplay the long forms.)

-e nnn Stops compilation after nnn errors; this Ada
validation effort set nnn = 999 (Example: -e 999).

-w Suppresses warning messages.

-B Produces an output listing.

-O Invokes the optimizer.

For the support files, the following options were explicitly

invoked:

-b -w -0

For the B, E28002A, E28002B, F28002D, EA3003B..D and all not
applicable TEST files, the following options were explicitly
invoked:

-e 999 -w -B
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For the A, C, D, E (with exceptions noted above- for the E test
files; note that EA3004D is compiled again in the order of
0-1-4-5-2-3-6) TEST files, the following options were explicitly
invoked:

-w

For the L TEST files, the following options were explicitly
invoked:

All default options were taken.

Test output, compiler and linker listings, and job logs were
captured on magnetic tape and archived at the AVF. The listings
examined on-site by the validation team were also archived.
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APPENDIX A

MACRO PARAMETERS

This appendix contains the macro parameters used for
customizing the ACVC. The meaning and purpose of these
parameters are explained in [UG89]. The parameter values are
presented in two tables. The first table lists the values
that are defined in terms of the maximum input-line length,
which is I the value for $MAX IN LEN--also listed here.
These values are expressed here as Ada string aggregates,
where "V" represents the maximum input-line length.

Macro Parameter Macro Value

$MAXINLEN 255

SBIGIDI (l..V-1 => 'A', V => 'I')

$BIGID2 (l..V-l => 'A', V => '2')

$BIGID3 (I..V/2 => 'A') & '3' & (1..V-I-V/2 => 'A')

$BIGID4 (I..V/2 => 'A') & '4' & (1..V-l-V/2 => 'A')

$BIGINTLIT (l..V-3 => '0') & 1129811

$BIGREALLIT (I..V-5 => '0') & "690.0"

$BIGSTRING1 '"' & (l..V/2 => 'A') & '"'

$BIGSTRING2 '' & (l..V-I-V/2 => 'A') & 'I' & '"'

$BLANKS (l..V-20 => '

$MAXLENINTBASEDLITERAL
"-- "2:" & (1..V-5 => '0') & "11 :"

$MAXLENREALBASEDLITERAL
"16:-" & (l..V-7 => '0') & "F.E:"

$MAXSTRINGLITERAL '"' & (l..V-2 => 'A') & '"'
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The following table contains the values for the remaining
macro parameters.

Macro Parameter Macro Value

$ACCSIZE 32

$ALIGNMEN~T 4

$COUNTLAST 2147483647

SDEFAULTMEM SIZE 2147483647

$DEFAULTSTORUNIT 8

SDEFAULTSYS NAME HP9000_PARISC

$DELTADOC 2#1.0#e-31

$ENTRYADDRESS ENTRY ADDR

$ENTRYADDRESS1 ENTRYADDR1

$ ENTRYADDRESS2 ENTRY ADDR2

$FIELDLAST 255

$FILETERMINATOR A, '

SFIXEDNAME NOSUCHFIXEDTYPE

$FLOATNAME NOSUCHFLOATTYPE

$FORMSTRING ll

$FORMSTRING2 "CANNOTRESTRICTFILECAPACITY"I

$GREATERTHANDURATION

100 000.00

$GREATERTHANDURATION BASE LAST

1oo0000000.0

$GREATERTHAN FLOATBASELAST
1.8014 1E+38

$GREATERTHAN FLOATSAFELARGE

1. 0E38
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$GREATERTHANSHORTFLOATSAFELARGE

1. 0E38

$HIGHPRIORITY 16

$ILLEGALEXTERNALFILENAMEl
not-there//not_there/*'

$ILLEGALEXTERNALFILENAME2
not-there/not_there/not_there/././not_there///

S INAPPROPRIATELINELENGTH
-1

$INAPPROPRIATE PAGELENGTH
-1

$INCLUDEPRAGMAl PRAGMA INCLUDE ("IA28006D1.TST"1)

$INCLUDEPRAGMA2 PRAGMA INCLUDE ("-B28006D1.ADAI")

$INTEGERFIRST -2147483648

$INTEGERLAST 2147483647

$INTEGERLASTPLUS_1 2147483648

$ INTERFACE-LANGUAGE C

$LESSTHANDURATION -100_000.0

$LESSTHANDURATION-BASE FIRST
-100_000_000.0

$LINETERMINATOR I I

$LOWPRIORITY 1

$MACHINECODESTATEMENT

NULL;

SMACHINE CODETYPE NOSUCHTYPE

$r4ANTISSADOC 31

$MAXDIGITS 15

$MAXINT 2147483647

$MAXINTPLUS_1 2147483648
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SMININT -2147483648

$NAME SHORTSHORTINTEGER

$NAMELIST HP9000_PARISC

SHAMESPECIFICATIONi
/alsys/qacommands/work/obj 11/ce/X2 120A

SHAMESPECIFICATION2
/alsys/qacomxnands/work/obj 11/ce/X2120B

$HAMESPECIFICATION3
/alsys/qaconimands/work/obj 11/ce/X3119A

SHEGBASEDINT 16#FFFFFFFD#

$NEWMEMSIZE 1048576

$NEWSTORUNIT 8

SNEWSYSNAME HP9000-PA-RISC

$PAGETERMINATOR ASCII.FF

SRECORDDEFINITION RECORD NULL; END RECORD;

$RECORD-NAME NO SUCH MACHINE CODE TYPE

$TASKSIZE 32

$TASKSTORAGESIZE 32768

$TICK 0.010

$VARIABLEADDRESS VARIABLEADDR;

SVARIABLEADDRESS1 VARIABLEADDR1;

$VARIABLEADDRESS2 VARIABLEADDR2;

$ YOURPRAGMA EXPORT-OBJECT
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APPENDIX B

COMPILATION SYSTEM OPTIONS

The compiler options of this Ada implementation, as described in
this Appendix, are provided by the customer. Unless specifically
noted otherwise, references in this appendix are to compiler
documentation and not to this report.
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NAME
ada - Ada compiler

SYNOPSIS
ada (options] [files] !ibraryname

Remarks:
This command requires installation of optional Ada software
(not included with the standard HP-UX operating system)
before it can be used.

DESCRIPTICN
ada is the HP-UX Ada compiler. It accepts several types of
riTe arguments:

(1) Arguments whose names end with .ad?, where ? is any
single alphanumeric character, are taken to be Ada
source files.

(2) The libraryname argument names an Ada library that must
have been previously created using the ada.mklib(l)
command. An Ada library is an HP-UX directory
containing files that are used by the various
components of the Ada compilation system. Theze is no
required or standard suffix on the name of an Ada
library.

The named source files are compiled and each
successfully compiled unit is placed in the specified
Ada library by the compiler. When binding, or binding
and linking, information is extracted from the Ada
library to perform the bind and/or link operation. The
Ada library must always be specified.

To ensure internal data structure integrity of the Ada
libraries, libraries are locked for the duration of any
operations being performed on them. During
compilation, libraryname is normally locked for
updating, and -ther Ada libraries can be locked for
reading. During binding/linking, Ada libraries are
only locked for reading.

If ada cannot obtain a lock after a suitable number of
retr-i-es, it displays an informational message and
terminates.

Users are strongly discouraged from placing any
additional files in Ada library directories. User
files in Ada libraries are subject to damage by, or
might interfere with, proper operation of ada and
related tools.

(3) All other file arguments, including those whose names
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end with .o or .a are passed on to the linker ld(l) to
be linked into the final program. It is not possible
to link-only with the ada(l) comnand.

(4) Although shown in the preferred order above, options,
files, and libraryname arglments can appear in any
order.

Environment Variables

The environment variable ADA PATH is associated with all
components of the Ada compilation system. It must be set
properly and exported before any component of the Ada
compilation system (including ada) can be used.

Normally this variable is defined and set in the system-wide
shell startup files /etc/profile (for sh(l) and ksh(l)) and
/etc/csh.login (for csh(1)). However,-it can be-s-et by a
user, either interacEt-ely or in a personal shell startup
file, .profile (for sh(l) and ksh(l)) or .cshrc (for
csh(l)).

ADA PATH must contain the path name of the directory in
which the Ada compiler components have been installed.

The value of this variable must be a rooted directory (that
is, it must begin with a /) and the directory specification
must not end with a /.

ADAOPTS
The environment variable ADAOPTS can be used to supply
conuonly used (or default) arguments to ada. ADAOPTS is
associated directly with ada, and is not--u-ed by any other
component of the Ada compilation system.

Arguments can be passed to ada through the ADAOPTS
environment variable, as weiT-as on the command line.
ada(l) picks up the value of ADAOPTS and places its contents
Bi!ore any arguments on the couuand line. For example (in
sh(l) notation),

$ ADAOPTS-"-v -e 10"
$ export ADAOPTS
$ ada -L source.ada test.lib

is equivalent to

$ ada -v -e 10 -L source.ada test.lib

Compiler Options
The following options are recognized:

-a string Store the supplied annotation string in the
library with the compilation unit. This
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string can later be displayed by the unit
manager. The maximum length of tnis string
is 80 characters. The default is no string.

-b Display abbreviated compiler error messages
(default is to display the long forms).

-c Suppress link phase and, if binding occurred,
preserve the object file produced by the
binder. This option only takes effect if
linking would normally occur. Linking
normally occurs when binding has been
requested.

Use of this option causes an informational
message to be displayed on standard error
indicating the format of the ld(l) command
that should be used to link tH- program. it
is recommended that the user supply
additional object (.o) and archive (.a) files
and additional library search paths (-lx)
only in the places specified by the
informational message.

If the -c option is given along with the -d
or -D option, the binder must assume the name
for the eventual executable file, in order to
determine what to name the debug/profiling
information file (see -d and -D). If no -o
option is given, the debug/profiling
information file will be named a.out.cui, and
you must make sure the eventual executable
file is named a.out. If a -o outfile option
is given, the debug/profiling information
file will be named outfile.cui, and you must
make sure the eventual executable file is
named outfile. If the executable is not
named as expected, neither ada.Drobe(l) nor
ada.tune(l) will work correctTy'

When ld is later used to actually link the
prograE, the following conditions must be
met:

1. The .o file generated by the binder
must be specified before any HP-UX
archive is specified (either
explicitly or with -1).

2. If -lc is specified when linking, any
.o file containing code that uses
stdio(3S) routines must be specified
E-iTe -ic is specified.
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-d Cause the compiler to store additional
information in the Ada library for the units
being compiled for use by the Ada debugger
(see ada.prpe(l)) or Ada profiler (see
ada.tu-ne(1T Only information required for

euTg-•-ng or profiling is saved; the source
is not saved (see -D).

Cause the binder to produce a debug/profiling
information file for the program being bound
so that the resulting program can be
manipulated by the Ada debugger. (Note: if
you intend to use the Ada profiler you should
use the binder option -W b,-p instead of
using -d at bind time.) The binder will
produce a debug/profiling information file
named a.out.cui (unless -o is used to specify
an alternate name). If the debug information
file name would be truncated by the file
system on which it would be created, an error
is reported.

Only sources compiled with the -d or -D
option contribute information to the
debug/profiling information file produced by
the binder. The default is not to produce
the debug/profiling information (see the Ada
Tools Manual for more details). See -c for
inF--rvation oE n i Ehe enteraction between the
-a, -d, -D, and -c options.

See the WARNINGS section for information
regarding debugging of optimized programs.

-e nnn Stop compilation after nnn errors (legal
range 0..32767, default-O).

-i Cause any pending or existing instantiations
of generic bodies in this Ada library, whose
actual generic bodies have been compiled or
recompiled in another Ada library, to be
compiled (or recompiled) in this Ada library.

This option is treated as a special "source"
file and the compilation is performed when
the option is encountered among the names of
any actual source files.

Any pending or existing instantiations in the
same Ada library into which the actual
generic body is compiled (or recompiled), do
not need this option. Such pending or
existing instantiations are automatically
compiled (or recompiled) when the actual
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generic body is compiled into the same Ada
library.

warning: Compilation (or recompilation) of
instantiations either automatically or by
using this option only affects instantiations
stored as separate units in the Ada library
(see -u). Existing instantiations which are
"in-line" in another unit are not
automatically compiled or recompiled by using
this option. Units containing such
instantiations must be explicitly recompiled
by the user if the actual generic body is
recompiled.

-k Cause the compiler to save an internal
representation of the source in the Ada
library for use by the Ada cross referencer
ada.xref(l). By default, the internal
representation is not saved.

-lx Cause the linker to search the HP-UX library
named either /lib/libx.a (tried first) cr
/isr/lib/libx.a (see Td(l)).

-m lnnn The supplied number is the size in Kbytes to
be allocated at compile time to manipulate
library information. The range is 500 to
32767. The default is 500. The default size
should work ir almost all cases. In some
extreme cases involving very large programs,
increasing this value will improve
compilation time.

-n Cause the output file frcm the linker to be
marked as shareable (see -N). Do not use the
option -n when also profiling with the option
-W b,-p. For details refer to chatr(l) and
ld(l).

-o outfile Name the output file from the linker outfile
instead of a.out. In addition, if used with
the -c option, name the object file output by
the binder outfile.o instead of a.out.o. if
debugging is enabled (with -d or -D), name
the debug information file output by the
binder outfile.cui instead of a.out.cui.

If -c is not specified, the temporary object
files used in the link operation are deleted,
whethez or not the link succeeded.

-q Cause the output file from the linker to be
marked as demand loadable (see -Q). For
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details refer to chatr(l) and ld(1).

-r nnn Set listing line length to nnn (legal range
60..255, default 79). This-option applies to
the listing produced by both the compiler and
the binder (see -B, -L, and -W b,-L).

-s Cause the output of the linker to be stripped
of symbol table information (see ld(l) and
strip(l)).

Use of this option prevents ada.probe(l) and
ada.tune(l) from functioning correctly.

-t c,name Substitute or insert subprocess c with name
where c is one or more of a set of
identifiers indicating the subprocess(es).
This option works in two modes: 1) if c is a
single identifier, name represents the-full
path name of the new subprocess; 2) if c is a
set of (more than one) identifiers, nane
represents a prefix to which the sta.iicid
suffixes are concatenated to co.nstr-uct the
full path name of the new subprocesses.

The possible values of c are the following:

b binder (standard suffix is adabind)
c compiler (standard suffix i-s adaon±p)

same as c
I linker (itandard suffix is id)

-u Cause instantiations of generic program unit
bodies to be stored as separate units in the
Ada library (see -i).

If -u is not specified and the actual generic
body has already been compiled when an
instantiation of the body is compiled, the
body generated by the instantiation is stored
"in-line" in the same unit as its
declaration.

If -u is specified or the actual generic body
has not already been compiled when an
instantiation of the body is compiled, the
body generated by the instantiation is stored
as a separate unit in the Ada library.

The -u option may be needed if a large number
of generic instantiations within a given unit
result in the overflow of a compiler internal
table.
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Specifying -u reduces the amunnt of table
space needed, permitting the compiler to
complete. However it also increases the
number of units used within the Ada library,
and also introduces a small amount of
overhead at execution time in units which
instantiate generics.

-v Enable verbose mode, producing a step-by-step
description of the compilation, binding, and
linking process on standard error.

-w Suppress warning messages.

-x Perform syntactic checking only. The
librayniame argument must be supplied,
although the Ada library is not modified (see
-X and -G).

-B Causes the compiler to produce a compilation
listing, suppressing page headers and the
error stmmary at the end of the compilation
listing. This is useful for evoiding
mismatches caused by page headers when
comparing a compilation listing with a
previous compilation listing of the same
program. This option cannot be specified in
conjunction with the -L option.

-C Suppress runtime checks except for stack
overflow. Use of this option may result in
erroneous (in the Ada sense) program
behavior. In addition, some checks (such as
those automatically provided by hardware)
might not be suppressed (see -R).

If a generic body, or a procedure or function
that may be included "inline" (see the -0 i
and -I options), is compiled with this option
in effect, this option setting is
"remembered". When the generic is
instantiated, or the procedure or function is
included "inline", the compiler will produce
code for that instantiation or inlining that
is consistent with the "remembered" option
again being in effect (i.e. the runtime
checking level specified to the compiler
which is compiling the instatiation or
inlined procedure or function is ignored for
the duration of the instantiation or inlining
and the runtime checking level specified when
the generic body or orignal procedure or
function was compiled is used instead).
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See the Users Guide for more information.

-D Cause the compiler to store additional
information in the Ada library for the units
being compiled, for use by the Ada debugger
(see ada.probe(l)) or Ada profiler (see
ada.tu•ne(-T7 In addition to saving
Ti'o-iiation required for debugging and
profiling, an internal representation of the
actual source is saved. This permits
accurate source level debugging and profiling
at the expense of a larger Ada library if the
actual source file changes after it is
compiled (see -d). By default, neither
debug/profiling information nor source
information is stored.

Cause the binder to produce a debug/profiling
information file for the program being bound
so that the resulting program can be
manipulated by the Ada debugger (Note: if you
intend to use the Ada profiler you should use
the binder option -W b,-p instead of using -D
at bind time). The binder wil produce a
debug profiling information file named
a.out.cui (unless -o is used to specify an
alternite name). If the debug information
file name would be truncated by the file
system on which it is to be created, an error
is reported.

only sources compiled with the -d or -D
option contribute information to the
debug/profiling information file produced by
the binder. The default is not to produce
the debug/profiling information (see the Ada
Tools Manual for more details). See -c for
info-rnvia-tion the interaction between the
-o, -d, -D, ai-A -c options.

See the WARNINGS section for information
regarding debugging of optimized programs.

-G Generate code but do not update the library.
This is primarily intended to allow one to
get an assembly listing (with -S) without
changing the library. The libraryname
argument must be supplied, although e Ada
library is not modified (see -x and -X).

-H Causes the compiler to produce informational
messages of interest to users of the
INTERRUPT MANAGER package (which is described
by the appropriate Reference Manual for the
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Ada Programming L_ g, A ndix F). Three

types of messages are produced:

1. information that an Ada runtime system
routine will be called from the
generated code for the indicated
constrLuct. The name of the Ada
runtime system routine will be
indicated.

2. Information that an Ada type support
subprogram (TSS) will be called from
the generated code for the indicated
construct. The name of the Ada type
that the TSS supports will be
indicated.

3. Information indicating the size in
bytes of the parameter block, for a
task entry for which an address clause
has been specified.

The first two kinds of messages are of
interest when compiling the bodies of signal
handlers for use with the INTERRUPT MANAGER
package. The third kind of message is of
interest when compiling the specifications of
tasks which contain entries which will be
called by the INTERRUPTMANAGER package.

If you generate a complete compiler listing
with the -B or -L options, the informational
messages appear in the compiler listing at
the appropriate source lines. If you do not
generate a complete compiler listing, only
the source lints that apply to the
informational message appear with the
informational message. The information
normally produced by -H will be suppressed if
-b is also specified.

-I Suppress all inlining. No procedures or
functions are expanded inline and pragma
inline is ignored. This also prevent: units
compiled in the future (without this option
in effect) from inlining any units compiled
with this option in effect.

-L Write a program listing with error
diagnostics to standard output. This option
cannot be specified in conjunction with the
-B option.
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-M main Invoke the binder after all source files
named in the command line (if any) have been
successfully compiled. The argument main
specifies the entry point of the Ada program;
main must be the name of a parameterless
U-library-level procedure.

The library-level procedure main must have
been successfully compiled int-o(or linked
into) the named Ada library, either by this
invocation of ada or by a previous invocation
of ada (or ada.-mgr(1)).

The binder produces an object file named
a.out.o (unless -o is used to specify an
alternate name), only if the option -c is
also specified. The object file produced by
the binder is deleted unless the option -c is
specified. Note that the alternate name is
truncated, if necessary, prior to appending
.0.

-N Cause the output file from the linker to be
marked as unshareable (see -n). For details
refer to chatr(1) and ld(l).

-O Invoke the optimizer with full optimizations.
See the description of +0 under the
DEPENDENCIES section for more information.

See the WARNINGS section for information
regarding debugging of optimized programs.

-P nnn Set listing page length to nnn lines (legal
range 10..32767 or 0 to indTEite no page
breaks, default 66). This length is the
total number of lines listed per listing
page. It includes the heading, header and
trailer blank lines, listed program lines,
and error message lines. This option applies
to the listing produced by both the compiler
and the binder (see -L and -W b,-L).

Cause the output file from the linker to be
marked as not demand-loadable (see -q). For
details refer to chatr(l) and ld(l).

-R Suppress all run-time checks. However, some
checks (such as those automatically provided
by hardware) might not be suppressed. Use of
this option may result in erroneous (in the
Ada sense) program behavior (see -C ).

If a generic body, or a procedure or function
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that may be included "inline" (see the +0 i
and -I options), is compiled with this option
in effect, this option setting is
"remembered". When the generic is
instantiated, or the procedure or function is
included "inline", the compiler will produce
code for that instantiation or inlining that
is consistent with the "remembered" option
again being in effect (i.e. the runtime
checking level specified to the compiler
which is compiling the instatiation or
inlined procedure or function is ignored for
the duration of the instantiation or inlining
and the runtime checking level specified when
the generic body or orignal procedure or
function was compiled is used instead).

-S Write an assembly listing of the code
generated to standard output. This output is
not in a form suitable for processing with
as(l).

-W c,arql[,arg2,...,2rrjNJ
Cause argl through argN to be handed off to
subprocess c. Each a is of the form
-Iaoption[.argvalue, where argoption is the
name of an option recognized b the
subprocess and arqvalue is a separate
argument to argoption where necessary. The
values that c can assume are those listed
under the -t-option as well as d (driver
program).

To pass the -r (preserve relocation
information) option to the linker, use:

-W l,-r

The following sends the options -m 10 -s 2 to

the binder:

-w b,-m,10,-s,2

Note that all the binder options can be
supplied with one -4w, (more than one -w can
also be used) and that any embedded spaces
must be replaced with commas. Note that -W b
is the only way to specify binder options.

The -W d option specification allows
additional implementation-specific options to
be recognized and passed through the compiler
driver to the appropriate subprocess. For
example,
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-W d,-O, eo

sends the option -0 eo to the driver, which
sends it to the compiler so that the e and o
optimizations are performed. Furthermore, a
shorthand notation for this mechanism can be
used by inserting + in front of tho option as
follows.

+0 eo

This is equivalent to -W d,-O,eo. Note that
for simplicity this shorthand is applied to
each implementation-specific option
individually, and that the argvalue (if any)
is separated from the shorthand argoption
with white space instead of a comma.

-X Perform syntactic and semantic checking. The
libraryname argument must be supplied,
althou-ghthe Ada library is not modified (see
-x and -G ).

Binder Options
The following options can be passed to the binder using
-W b....

-W b,-b At execution time, the Ada STANDARD INPUT and
STANDARD OUTPUT files will block if-data is
not available (STANDARD INPUT) or if data
cannot currently be written (STANDARD OUTPUT)
or if the data to be read or written Ties in
a locked region. All tasks will be suspended
when an I/O operation on one of these
standard files blocks. This option is the
default if the program contains no tasks (see
-W b,-B for more details).

-W b,-k Keep uncalled subprograms when binding. The
default is to remove them.

-W b,-m,nnn Series 300/400: Set the initial program stack
size to nnn units of 1024 bytes (legal range
1..32767,--efault 10 units 1 10 * 1024 bytes
- 10240 bytes).

Series 600/700/800: Set the maximum stack
limit of the program stack to nnn units of
1024 bytes (legal range 512..3 M7, defaults
to a system-defined limit).

-W b,-p Cause the binder to link the program in the
special manner required by ada.tune(l) and to
place additional informatioin--n--H
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debug/profiling information file for use
ada.tune(1). Note that neither -d nor -D
-•i-eds-to be specified when binding if this
option is specified, as this option causes
the same binder action as -d and -D plus the
additional actions noted above.

If you specify the -c option when binding,
you will need to specify special options and
object files when linking with ld(l) in order
for ada.tune(l) to function correctly. When
you s-•cT!--c, the ld(l) command you need to
use will be displaye3-as an informational
message by the binder. Consult the Ada Tools
Manual for your implementation for fu-rthe-r
informtion.

-W b,-s,nnn Cause round-robin scheduling to be used for
tasking programs. Set the time slice to nnn
tens of milliseconds (legal range 1..32767-Yr
0 to turn off time slicing). By default.
round-robin scheduling is enabled with a time
slice of I second (nnn - 100).

The time slice granularity is specified under
the DEPENDENCIES section.

-W b,-t,nnn Set the total task 'STORAGE SIZE to nnn units
of 1024 bytes for each task-which doe--not
have a length clause.

Cause this amount of space to be allocated
for the total task data area which includes
both the task stack and the overhead for the
Ada runtime system.

Series 300/400: The Ada runtime system
overhead is approximately 3600 bytes, so the
minimum usable value of nnn is 4. The
default is 32 units, equia--to 32 * 1024 bytes
- 32768 bytes, less 3600 bytes leaves 29168
bytes for the task stack.

Series 600/700/800: The Ada runtime system
overhead is approximately 5400 bytes, so the
minimum usable value of nnn is 6. The
default is 32 units, equal-to 32 * 1024 bytes
- 32768 bytes, less 5400 bytes leaves 27368
bytes for the task stack.

If insufficient space is allocated either
TASKING ERROR or STORAGE ERROR will occur
during task elaboration or activation.
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The legal range is 1..32767 units.

-W b,-w Suppress warning messages from the binder.

-W b,-x Perform consistency checks without producing
an object file, and suppress linking. The
-W b,-L option can be used to obtain binder
listing information when this option is
specified (see -W b,-L below).

-W b,-B At execution time, the Ada STANDARD INPUT and
STANDARD OUTPUT files will not block if data
is not available (STANDARD INPUT) or if data
cannot currently be written (STANDARD OUTPUT)
or if the data to be read or written Ties in
a locked region. The task attempting the I/O
operation that cannot currently be completed
will be suspended (and the I/O operation
retried later), but other tasks will continue
to run as appropriate. This option is the
default if the program contains tasks (see
-W b,-b for more details).

-w b,-L Write a binder listing with warning/error
diagnostics to standard error.

-W b,-s,t Specifies which HP-UX timer should be used to
implement task time-slicing. If time-slicing
is not also enabled, this option has no
effect.

The argument t is a single character that
specifies whiEh timer to use. The legal
values of t and their meanings are:

a or A-: Use the timer which generates
SIGALTU4 for time-slicing.

p or P : Use the timer which generates
SIGPROF for time-slicing.

v or V : Use the timer which generates
SIGVTrLRM for time-slicing.

The default is to use the timer which
generates SIGVTALPJ for time-slicing.

-W b,-T Suppress procedure traceback in response to
runtime errors and unhandled exceptions.
This also causes traceback tables to be
excluded from the final executable file.

Locks
To ensure the integrity of their internal data structures,
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Ada libraries and families are locked for the duration of
operations that are performed on them. Normally Ada
families are locked for only a short time when libraries
within them are manipulated. However, multiple Ada
libraries might need to be locked for longer periods during
a single operation. If more than one library is locked, ada
places an exclusive lock on one library so it can be
updated, and a shared lock on the other(s) so that they can
remain open for read-only purposes.

An Ada family or library locked for updating cannot be
accessed in any way by any part of the Ada compilation
system except by the part that holds the lock. An Ada
family or library locked for reading can be accessed by any
part of the Ada compilation system desiring to read from the
Ada family or library.

If ada cannot obtain a lock after a suitable number of
ret-_is, it displays an informational message and
terminates.

Under some circumstances, an Ada family or Ada library might
be locked, but the locking program(s) might have terminated
(for example, due to system crash or network failure). If
you determine that the Ada family or Ada library is locked
but should not be locked, you can remove the lock.

Use ada.unlock(l) to unlock an Ada library and
ada.ful o to unlock an Ada family. However, unlocking
s-Fouldbe done with care. If an Ada family or Ada library
is actually locked by a tool, unlocking it will permit
access by other tools that might find the contents invalid
or that might damage the Ada family or Ada library.

EXTERNAL INFLUENCES

International Code Set Support
Single-byte character code sets are supported within file
names.

DIAG40STICS
The diagnostics produced by ada are intended to be self-
explanatory. occasional messages might be produced by the
linker.

If a program listing (-B or -L) and/or generated code
listing (-S) is requested from the compiler, this listing as
well as compiler error messages are written to standard
output.

If neither a program listing nor a generated code listing is
requested from the compiler, erroneous source lines and
compiler error messages are written to standard error.
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If a binder listing is requested from the binder (with
-W b,-L), the binder listing as well as binder error
messages are written to standard error.

If a binder listing is not requested from the binder, binder
error messages are written to standard error.

Errors detected during conmmand line processing or during
scheduling of the compiler, binder, or linker, are written
to standard error. If any compiler, binder, or linker
errors occur, ada writes a one-line sumaary to standard
error immediate-y before terminating.

WARNINGS
Options not recognized by ada are not passed on to the
linker. The option -W l,a- can also be used to pass
options to the linker explicitly.

ada does not generate an error or warning if both
oZptimization and debugging are requested. However,
ada.probe is only capable of limited debugging of optimized
coe. Certain ada.probe cozmmands may give misleading or
unexpected resuIlEt. For example, object values may be
stored in registers; therefore the value displayed from
memory may be incorrect. For this reason, the ability to
examine or modify objects and expressions may be impaired.
Dead-code elimination or code motion may affect single step
execution or prevent breakpoints from being set on specific
source lines.

DEPENDENCIES
Series 300/400

The compiler option -H is not supported on the Series
300/400.

The binder option -W b,-m behaves differently on the
Series 300/400 versus the Series 600/700/800. See the
section Binder Options for more information.

The time slice granularity for round-robin scheduling
is 20 milliseconds.

The following options are specific to the Series
300/400:

+0 what Selectively invoke optimizationt. The iifac
argument must be specified, and indicates
which optimizations should be performed.
Note that the option -O is equivalent to
+0 eioE.

The what argument can be a combination of
the le-tters e, i, o, p, E, and P. Either e
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or p, but not both, can be specified.
Similarly, either E or P, but not both, can
be specified. All other combinations are
permitted, but only one of each letter, at
most, can be specified.

e Same as p (below).

i Permit procedures and functions
not declared with pragma inline to
be expanded inline at the
compiler's discretion. Only
procedures and functions in the
current source file are
considered.

Procedures and functions declared
with pragma inline are always
considered candidates for inline
expansion unless -I is specified;
this optimization only causes
additional procedures and
functions to be considered.

o Peephole optimizations are
performed on the final object
code.

p Optimizations are performed to
remove unnecessary checks,
optimize loops, and remove dead
code.

E Same as P (below).

P Optimizations are performed on
comon subexpressions and register
allocation.

+h t Bind/link the program to use the specified
t_•p of hardware floating-point assist for
user code floating-point operations (see
+H). The two type currently supported are
68881 (the MC 8881 math coprocessor,' and
68882 (the MC 68882 math coprocessor). The
code generated is the same for either type.
This is the default if the host system
provides a MC 68881 or a MC 68882
coprocessor. This option is ignored if
floating point operations were compiled
inline with the +i LxT option.

+i C Compile the program to inline the specified
of hardware floating-point assist for
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user code floating-point operations (see
+I). The two types currently supported are
68881 (the MC M81 math coprocessor) and
68882 (the MC 68882 math coprocessor). The
code generated is the same for either ty.
This is the default if the host system
provides a MC 68881 or a MC 68882
coprocessor. Once inlined with this
option, the bind/link options +h tp and
+H are ignored.

+H Bind/link the program to use software
floating-point rcutines for user code
floating-point operations (see +h). This
is the default if the host system does not
provide a MC 68881 or a MC 68882
coprocessor. This option is ignored if
floating point operations were compiled
inline with the +i type option.

+I Compile the program to make calls to a math
library for user code floating point
operations (see +i). The ÷h or ÷H options
are then used at bind/link time to specify
whether hardware or software is used for
floating point operations. This is the
default if the host system does not provide
a MC 68881 or a MC 68882 coprocessor.

Unlike other Series 300/400 compilers, it is not
possible to link-only using the ada(l) command. If
separate linking is desired, use--Re ld(l) command.

A successful bind produces a (non-executable) .o file.
The .o file is normally deleted unless the option -c is
specified.

Series 600/700/800

The binder option -W b,-m behaves differently on the
Series 300/400 versus the Series 600/700/800. See the
section Binder Options for more information.

The time slice granularity for round-robin scheduling
is 10 milliseconds.

The following options are specific to the Series
600/700/800:

+MDarchitecture
Generate code for the architecture
specified. architecture is required. The
default code generated for the Series 800
is PA RISC_1.0. The default code generated
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for the Series 700 is PA RISC_1.1. The
default code generation may be overriden
using the ADAOPTS environment variable or
the command line option +DA. Defined
values for architecture are:

1.0 Precision Architecture RISC,
version 1.0.

1.1 Precision Architecture RISC,
version i.I.

The compiler determines the target
architecture using the following
precedence:

1. Cozmmand line specification of +DA.
2. Specification of +DA in the ADAOPTS

environment variable.
3. The default as mentioned above.

+DSarchitecture
Use the instruction scheduler tuned to the
architecture specified. architecture is
required. If this option is not used, the
compiler uses the instruction scheduler for
the architecture on which the program is
compiled. Defined values for architecture
are:

1.0 Precision Architecture RISC,
version 1.0.

1.1 Precision Architecture RISC,
version 1.1, general scheduling
for the series 700.

l.la Scheduling for specific models of
Precision Architecture RISC,
version 1.1.

+0 what Selectively invoke optimizations. The what
argument must be specified, and indicates
which optimizations should be performed.
Note that the option -O is equivalent to
+0 eilE.

The what argument can be a combination of
the let-ters e, i, C, 1, p, E, and P.
Either e or p, but not both, can be
specified. Similarly, either E or P, but
not both, can be specified. Similarly,
either 0 or 1, but not both, can be
specified. All other combinations are
permitted, but only one of each letter, at
most, can be specified.
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e Same as p (below).

i Permit procedures and functions not
declared with pragma inline to be
expanded in-line at the compiler's
discretion. only procedures and
functions in the current source
file are considered.

Procedures and functions declared
with pragma inline are always
considered candidates for inline
expansion unless -I is specified;
this optimization only causes
additional procedures and functions
to be considered.

0 The code generator performs no
optimizations.

1 The code generator performs level 1
optimizations.

p Optimizations are performed to
remove unnecessary checks, optimize
loops, and remove dead code.

E Same as P (below).

P Optimizations are performed on
common subexp,?ssions and register
allocation.

+T Suppress the generation of traceback
information at compile time. In addition
to suppressing traceback of the current
compilation unit at run time, this also
reduces the size of the object file in the
ada library.

Unlike other Series 600/700/800 compilers, it is not
possible to link-only using the ada(l) command. If
separate linking is desired, use--3(l).

A successful bind produces a (non-executable) .o file.
The .o file is normally deleted unless the option -c is
specified.

AUTHOR
Ada was developed by HP and Alsys.

FILES
file.ad? input file (Ada source file).
libraryname user Ada library (created using
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ada.mklib(l)) in which compiled
units are placed by a successful
compilation and from which the
binder extracts the units
necessary to build a relocatable
file for ld(l). Temporary files
generated-By the compiler are also
created in this directory and are
automatically deleted on
successful completion. Users are
strongly discouraged from placing
any additional files in Ada
library directories. User files
in Ada libraries are subject to
damage by, or may interfere with
proper operation of ada and
related tools.

file.o binder-generated object file or
user-specified object file
relocated at link time.

a.out linked executable output file.
file. cui binder-generated debug/profiling

information file.
SADAPATH/ada Ada compilation driver program.
$ADAPATH/adacomp Ada compiler.
SADA PATH/adabind Ada binder.
$ADA-PATH/ada environ Ada environment description file.
SADAPATH/adaargu Ada argument formatter.
SADA-PATH/alternate Ada predefined library, sequential

version.
SADA PATH/installation Ada installation family.
SADA-PATH/public Ada public family.
$ADA PATH/err_tpl Ada compiler/bindpr error message

files.
$ADAPATH/predeflib Ada predefined library, tasking

version.
$ADAPATH/libada.a Ada run-time HP-UX library.

Series 600/700/800 only.
$ADA_PATH/libada020.a Ada run-time FP-UX library

(MC68020). Series 300/400 only.
$ADAPATH/libada88l.a Ada run-time HP-UX library

(MC68881). Series 300/400 only.
/lib/crt0.o C run-time startup.
/lib/libc.a HP-UX C library.
/lib/libm.a HP-UX math library

SEE ALSO
ada.cplib(l), ada.fmgr(l), ada.format(l), ada.funlock(l),
ada.lmgr(l),
ada.lsfam(l), ada.lslib(l), ada.make(1), ada.mkfam(l),
ada. mklib(l),
ada.mnvfam(l), ada.mvlib(l), ada.probe(l), ada.protect(l),
ada. rmfam(l),
ada.rmlib(l), ada.tune(l), ada.umgr(l), ada.unlock(l),

B-22



CQMPILATICW SYSTEM OPTICNS

ada.xref(1),

Ada User's Guide for Ada/300,

Ada User's Guide - HP 9000 Series 600/700/800,

Ada Tools Manual for Ada/300,

Ada Tools Manual - HP 9000 Series 600/700/800,

Reference Manual for the Ada Proqraming Language
(ANSIIXI L-ST------I--,

Reference Manual for the Ada Programming ;an e

Reference Manual for the Ada Prn Lguage,
e 0 s-" 60017001800.
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LINKE OPTIONS

The linker options of this Ada implementation, as described in this
Appendix, are provided by the customer. Unless specifically noted
otherwise, references in this appendix are to linker documentation and not
to this report.
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NAME
id - link editor

SYNOPSIS
id [-bdmnqrstvxzEZI [-a search] ... [-e e ]psym f-h
S~m ) ... [-o outfilel [-u symbol! ... [-A name] [-B
bind] [-L dir] .. T.T[-Roffset [-V numi] [-X nim-T-lxT I f i ' l e . .-I..

DESCRIPTION
id takes one or more object files or libraries as input and

-mbines them to produce a single (usually executable) file.
In doing so it resolves references to external symbols,
assigns final addresses to procedures and variables, revises
code and data to reflect new addresses (a process called
"relocation"), and updates symbolic debug information (when
present in the file). By default, ld produces an executable
file that can be run by the HP-UX loader exec(2).
Alternatively, the linker can generate a re--catable file
that is suitable for further processing by Id (see -r
below). It can also generate a shared libri-y (see -b
below). The linker marks the output file non-executable if
any unresolved external references remain. ld may or may
not generate an output file if any other errors occur during
its operation; see DEPqI•ECIES. Id recognizes three kinds
of input files: object files crcatiR by the compilers,
assembler, or linker (also known as ".o'' files), shared
libraries created by the linker, and archives of object
files (called archive libraries). An archive library
contains an index of all the externally-visible symbols from
its component object files. (The archiver command ar(l)
creates and maintains this index.) id uses this tabI-e to
resolve references to external symbols.

1d processes files in the same order as they appear on the
command line. It includes code and data from an archive
library element if and only if that object module provides a
definition for a currently unresolved reference within the
user's program. It is common practice to list libraries
following the names of all simple object files on the
comnand line.

Code from shared libraries is never copied into an
executable program, and data is copied only if referenced
directly by the program. The dynamic loader /lib/dld.sl is
invoked at startup time by /lib/crtO.o if a program usies

shared libraries. The dynamic loader attaches each required
library to the process and resolves all symbolic references
between the program and its libraries. The text segment of
a shared library is shared among all processes that use the
library.
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Environment Variables
Arguments can be passed to the linker through the LDOPTS
environment variable as well as on the command line. The
linker picks up the value of LDOPTS and places its contents
before any arguments on the command line.

The LD PXDB environment variable defines the full execution
path for the debug preprocessor px2_. The default value is
/Usr/bin/pxdb. Id invokes pxdb on its output file if that
file is executable and contains debug information. To defer
invocation of pxdb until the first debug session, set
LDPXDB to /dev/null.

Options
ld recognizes the following options:

-a search Specify whether shared or archive
libraries are searched with the -1
option. The value of search should be
one of archive, shared, o-r-efault.
This option can appear more than once,
interspersed among -1 options, to
control the searching for each library.
The default is to use the shared version
of a library if one is available, or the
archive version if not. If either
archive or shared is active, only the
specified library type is accepted.

-b Create a shared library rather than a
normal executable file. Object files
processed with this option should
contain position independent code (PIC).
See the discussion 0fUPIC in cc-T),
f77(l), pc(l), and as(l).

-d Forces definition of "common'' storage;
i.e., assign addresses and sizes, for -r
output.

-e epsym Set the default entry point address for
the output file to be that of the symbol
eps_. (This option only applies to
executable files.)

-h symbol Prior to writing the symbol table to the
output file, mark this name as "'local''
so that it is no longer externally
visible. This ensures that this
particular entry will not clash with a
definition in anctJzAzr file during future
processing by ld. (Of course, this only
makes sense witi the -r option.) More
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than one symbol can be specified, but -h
must preceideeach one.

-lx Search a library libx.a or libx.sl,
where x is one or more characters. The
currenýt state of the -a option
determines whether the archive (.a) or
shared (.sl) version of a library is
searched. Because a library is searched
when its name is encountered, the
placement of a -1 is significant. By
default, libraries are located in /lib
and /usr/lib. If the environment
variable LPATH is present in the user's
environment, it should contain a colon-
separated list of directories to search.
These directories are searched instead
of the default directories, but -L
options can still be used. If a program
uses shared libraries, the dynamic
loader /lib/dld.sl will attempt to load
each library from the same directory in
which it was found at link time.

-m Produce a load map on the standard
output.

-n Generate an (executable) output file
with code to be shared by all users.
Compare with -N.

-o outfile Produce an output object file by the
name outfile (default name is a.out).

-q Generate an (executable) output file
tFiat is demand-loadable. Compare with
-Q.

-r Retain relocation information in the
output file for subsequent re-linking.
The id command does not report undefined
symbo-s. The -r option is incompatible
with -A and -b.

-s Strip the output file of all symbol
table, relocation, and debug support
information. This might impair or
prevent the use of a symbolic debugger
on the resulting program. This option
is incompatible with -r. (The strip(l)
command also removes this information.)

-t Print a trace (to standard output) of

each input file as ld processes it.
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-u § Enter symbol as an undefined symbol in
the symbol table. The resulting
unresolved reference is useful for
linking a program solely from object
files in a library. More than one

bl can be specified, but each must
ceded by -u.

-v Display verbose messages during linking.
For each library module that is loaded,
the linker indicates which symbol caused
that module to be loaded.

-x Partially strip the output file; that
is, leave out local symbols. The
intention is to reduce the size of the
output file without impairing the
effectiveness of object file utilities.
Note: use of -x might affect the use of
a debugger.

-z Arrange for run-time dereferencing of
null pointers to produce a SIGSEGV
signal. (This is the complement of the
-Z option.)

-A name This option specifies incremental
loading. Linking is arranged so that
the resulting object can be read into an
already executing program. The argument
name specifies a file whose symbol table
provides the basis for defining
additional symbols. Only newly linked
material is entered into the text and
data portions of a.out, but the new
symbol table reflects all symbols
defined before and after the incremental
load. Also, the -R option can be used
in conjunction with -A, which allows the
newly linked segment to commence at the
corresponding address. The default
starting address is the old value of
end. The -A option is incompatible

with -r and -b.

-B bind Select run-time binding behavior of a
program using shared libraries. The
value of bind must be one of immediate
or deferri -. The default is deferred,
which tells the dynamic loader
/lib/dld.sl to resolve procedure calls
on sit-E reference rather than at
program start-up time.
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-E mark all symbols defined by a program
for export to shared libraries. By
default, ld can mark only those symbols
that are a-ctually referenced by a shared
library.

-L dir Change the algorithm of searching for
libx.a or libx.sl to look in dir before
loosing in de-fault locations. more than
one directory can be specified, but each
•unst be preceded by -L. The -L option
is effective only if it precedes the -1
option on the command line.

-N Generate an (executable) output file
that cannot be shared. This option also
causes the data to be placed immediately
following the text, and makes the text
writable.

-Q Generate an (executable) output file
that is not demand-loadable. (This is
the complement of the -q option.)

-R offset Set the origin (in hexadecimal) for the
text (i.e., code) segment.

-V num Use num as a decimal version stamp
ideniti-ying the a.out file that is
produced. This is not the same as the
version information reported by the SCCS
what (1) commnand, nor is it the same as
Ue--vesion information recorded for
shared library use.

-x num Define the initial size for the linker's
global symbol table. This reduces link
time for very large programs, especially
those with a large number of external
symbols.

-Z Arrange to allow run-time dereferencing
of null pointers> See the discussions of
-z and pointers in cc(l). (This is the
complement WoFthe -z--option.)

Defaults

Unless otherwise directed, ld names its output a.out. The
-o option overrides this. xecutable output files can be
shared. The default state of -a is to search shared
libraries if available, archive libraries otherwise. The
default bind behavior is deferred.
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EXTRNAL INFLUENCES

Environment Variables
LANM determines the language in which messages are displayed
(Series 700/800 only).

If LANG is not specified or is set to the empty string, a
default of "C" (see lanq(5)) is used instead of LANG.

If any internationalization variable contains an invalid
setting, id behaves as if all internationalization variables
are set to "C". See environ(5).

DIAGNOSTICS
id returns zero when the link is successful. A non-zero
return code indicates that an error occurred.

EXAMPLES
The following command line links part of a C program for
later processing by Id. It also specifies a version numbe.
of 2 for the output Ti3 le. (Note the .o suffix for the
output object file. This is an HP-UX convention for
indicating a linkable object file.)

Id -V 2 -r filel.o file2.o -o prog.o

The next example links a simple FORTRAN program for use with
the cdb(l) symbolic debugger. The output file name will be
a.out since there is no -o option in the command line.
(Note: the particular options shown here are for a Series
300/400 system.)

id -e start /lib/frt0.o ftn.o -1177 -IF7" -1rv -ic

/usr/l ib/end .o

This example creates a shared library.

ld -b -o libfunc.sl funcl.o func2.o func3.o

Link a program with libfunc.sl but use the archive version
of the C library:

ld /lib/crt0.o program.o -L . -lfunc -a archive
-lc

Link a Pascal program on a Series 300/400 system:

ld /lib/crt0.o main.o -lpc -lm -lc

WARNINGS
Id recognizes several names as having special meanings. The
symbol end is reserved by the linker to refer to the first
address-beyond the end of the program's address space.

B-30



COMPILATION SYSTEM OPTIoNS

Similarly, the symbol edata refers to the first address
beyond the initialized-data, and the symbol etext refers to
the first address beyond the program text. 11he linker
treats a user definition of any of these symbols as an
error. The symbols end, edata, and etext are also defined
by the linker, but only if the program contains a reference
to these symbols and does not define them (see end(3C) for
details).

Through its options, the link editor gives users great
flexibility. However, those who invoke the linker directly
must assume some added responsibilities. Input options
should ensure the following properties for programs:

0 When the link editor is called through cc(l), a
start-up routine is linked with the user-'s program.
This routine calls exit(2) after execution of the
main program. If users call id directly, they must
ensure that the program always--calls exit() rather
than falling through the end of the entry routine.

* When linking for use with the symbolic debugger cdb,
the user must ensure that the program contains a
routine called main. Also, the user must link in
the file iusr/lib/end.o as the last file named on
the command line.

There is no guarantee that the linker will pick up files
from archive libraries and include them in the final program
in the same relative order that they occur within the
library.

DEPENDENCIES
Series 300/400

The default entry point is taken to be text location
OxO (which is also the default origin of the program
text) if shared libraries are not used. Otherwise, the
entry point is taken to be the first text location
after the extension header placed at the beginning of
the text segment by ld for use by /lib/dld.sl. This
corresponds to the first procedure TnhtH--fTrst input
file that the linker reads. If the C startup routine
/lib/crt0.o is the first object file on the command

line, the label start denotes the entry point. Use the
-e option to select a different entry point.

The version number specified with the -V option must be
in the range 0 through 32767. Use of this option is
not recommended because this field is used by several
HP-UX commands that expect particular values here.
Consult the C Programmer's Guide for more details on
the version field.
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The placement of -L options relative to -1 is not
significant.

The Series 300/400 linker does not support the
following options: -m, -z, and -Z.

On Series 300/400 systems, the compilers place an
underscore at the beginning of all external names.
Thus, the symbol _end appears to the linker as __end.

ld does not generate an output file if any other errors
occur during its operation.

Series 700/800
The linker searches for the symbol $START$ as the
program entry point. This symbol is defined in the
file /lib/crtO.o, which should be the first file loaded
for all programs regardless of source language. Use
the -e option to select a different entry point.

When invoking ld directly to link a C program whose
main procedure&s located in a library, the -u main
option should be used to force the linker to load main
from the library, since this symbol is not actually
referenced until the start routine is loaded from the
C library. When using cc(l) to link the program, the
compiler automatically passes this option to the
linker. Because of this behavior, do not use cc to
link a program containing a FORTRAN or Pascal main
program; use f77 or pc instead.

Nonsharable, executable files generated with the -N
option cannot be executed via exec(2). Typically, -N
is used when rebuilding the ker--ne or when preparing an
image for dynamic loading.

When the -A option is used to do an incremental link,
the linker generates extra code where a procedure call
crosses a quadrant boundary (a quadrant is one
gigabyte, or one fourth of the addressing space). On
Series 700/800 systems, text is normally in the first
quadrant and data is in the second quadrant. When an
object file is intended to be read into an already-
executing program, both its code and data must be
placed in the second quadrant, since the first quadrant
is set to read-only. Procedure calls from one quadrant
to the other require the extra code, called inter-space
calling stubs. The linker generates an "export" stub
for the entry point designated in the incremental link,
and "import" stubs for each procedure in the basis
program that is called by the new object file. The
import stubs require the existence of a routine in the
basis program called _sr4export, which is supplied in
/lib/crt0.o. If a procedure in the basis program is
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called indirectly by the new object file, the linker
cannot detect the crossing of the quadrant boundary,
and therefore will not generate the needed stub. A
special version of $$dyncall placed in /lib/dyncall.o
is provided for handling the inter-quadrant branch.
This routine should be linked in when the -A option is
in effect.

The Series 700/800 linker does not support the -V
option.

The following options are specific to the Series
700/800 linker:

-y symbol Indicate each file in which symbol
appears. Many such options canTbe
given to trace many symbols, but -y
must precede each one.

-Cn Set the maxim=m parameter-checking
level to n. The default maximum is
3. See tIe language manuals for the
meanings of the parameter-checking
level.

-D offset Set the origin (in hexadecimal) for
the data space. The default value
for offset is 0x40001000.

-G Strip all unloadable data from the
output file. This option is
typically used to strip debug
information.

-S Generate an Initial Program Loader
(IPL) auxiliary header for the output
file, instead of the default HP-UX
auxiliary header.

-T Save the load data and relocation
information in temporary files
instead of memory during linking.
This option reduces the virtual
memory requirements of the linker.
If the TMPDIR environment variable is
set, the temporary files are created
in the specified directory, rather
than in /tmp.

id treats both duplicate symbols and unresolved symbols
in- the same manner: an output file is generated and
marked as non-executable if errors occur during its
operation.
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AUTHOR
Id was developed by AT&T, the University of California,
9rkeley, and HP.

FILES
/lib/libx.a archive libraries
/usr/libýlibx. a archive libraries
/lib/libx.sl- shared libraries
/usr/lib7libx.sl shared libraries
a.out output file
/lib/dld.sl dynamic loader

Series 300/400
/lib/crtO.o run-time start-up for C and Pascal
/lib/mcrt0.o run-time start-up for C and Pascal

with profiling (see prof(l))
/lib/gcrto.o run-time start-up for C and Pascal

with profiling (see qprof(l))
/lib/frt0.o run-time start-up for FORTRAN
/Iib/mfrt0.o run-time start-up for FORTRAN with

profiling (see prof(l))
,r'ib/gfrtO.o run-time start-upfor FORTRAN with

profiling (see _pro(l))
/usr/lib/end.o for use with cdb/fdb/b( 1)

Series 700/800
/lib/crt0.o run-time start-up
/lib/dyncall.o used with -A-option links
/lib/mcrt0.o run-time start-up with profiling (seeprof(l))
/lib/milli.a maIicode library automatically searched

by id
/lib/gcrt0.o run-t ime start-up with profiling (see

rof(l))
/usr/lib/xdbend.o or use with xdb(l)
/usr/lib/nls/$LANG/ld. cat

message catalog
/tmp/ld* temporary files

SEE ALSO
ar(l), cc(l), cdb(l), f77(l), gprof(l), nm(l), pc(l),
prof(l), strip(l), exec(2), crt0(3), end(3C), a.out(4),
ar(4), dld.sl(5).

Frogramm.ing on HP-UX manual.

STANDARDS COtFORMANCE
id: SVID2, XPG2
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APPENDIX C

APPENDIX F OF THE Ada STANDARD

The only allowed implementation dependencies correspond to
implementation-dependent pragmas, to certain machine-dependent
conventions as mentioned in Chapter 13 of the Ada Standard, and to
certain allowed restrictions on representation clauses. The
implementation-dependent characteristics of this Ada implementation,
as described in this Appendix, are provided by the customer. Unless
specifically noted otherwise, references in this Appendix are to
compiler documentation and not to this report.
Implementation-specific portions of the package STANDARD, which are
not a part of Appendix F, are:

package STANDARD is

type SHORTSHORTINTEGER is range -128 .. 127;

type SHORTINTEGER is range -32768 .. 32767;

type INTEGER is range -2147483648 .. 2147483647;

type FLOAT is digits 6 range -3.402823E+38 .. 3.402823E+38;

type LONG FLOAT is digits 15 range
-1.797693134862315E+308 .. 1.797693134862315E+308;

type DURATION is delta 2#0.00000000000001# range
-86400.0 .. 86400.0;

end STANDARD;
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Pr face
This manual describes the implementation-dependent characteristics of the
HP Ada Development System on the HP 9000 Precision Architecture RISC
(PA-RISC) machines. The PA-RISC family includes the HP 9000 Series 600,
700, and 800 systems. In this manual, the term -Ada" refers to the Ada
Development System running on any Series 600. 700, or 800 computer system.
This compiler has been validated using the Ada Compiler Vadidation Capability
(ACVC) test suite from the Ada Joint Program Office.

This manual provides information on machine dependencies as stipulated in the
Reference Alanual for the .4da Programming Language (Ada RM). This manual
describes the following:

"* HP implementation-dependent pragmas and attributes.

* Specifications of the packages SYSTEM and STANDARD.

"m InstructionE on using type representation clauses to fully specify the layout of
data objects in memory.

"* Restrictions on unchecked type conversions.

"* Implementation-dependent characteristics of input/output packages.

"* Information about HP-UX signals and the Ada runtime environment.

"* hIstructions and example,, on calling external subprograms written in
Precision Architecture RISC Assembly Language. HP C, HP FORTRAN 77.
and HP Pascal.
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The following manuals provide additional information about the topics
indicated (Hewlett-Packard part numbers are listed in parentheses):

Ada

" Reference Manual for the Ada Programming Language
United States Department of Defense
ANSI/MIL-STD- 1815A- 1983
Order Number 008-000-00394-7
U.S. Government Printing Office, Washington DC 20402
(97055-90610)

"a Ada User's Guide
(B2425-90002)

"• Ada Tools Manual
(B2425-9000-5)

HP-UX Operating System

"• HP- UX Reference: RP 9000 Computers, 3 Volumes
(B2355-90004)

"* Programming on HP-U.V
(B2355-90010)

"* Devtce I/0: User's Guide
(B 1S62-90002)

"* HP-UN Portability Guide
(B I564-90006)

"a Terminal Control: User's Guide
(B 1 _•62-90013)
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Precision Architecture RISC Procedure Calling Convention

a PA-RISC Architecture Procedure Calling Convention Reference Manual
(09740-90015)

Precision Architecture RISC Assembly Language

"• Assembly Language Reference Manual
(92432-90001)

"* ADB Tutorial
(92432-90005)

C Language

"* HP C/HP-(UX Reference Manual
(92453-90024)

"* HP C Programmer,,: Guide
(92434-90002)

HP FORTRAN 77

a HP FORTRA.N 77/HIfP-UN Reference Manual
(92430-9000.5)

a HP FORTRAN 77/HP-UX Programmer's Reference
(02430-90004 i
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HP Pascal

"* HP Pascal/HP-UX Reference Manual
(92431-90005)

"* HP Pascal/HP- UX Programmer's Guide
(92431-90006)

"* HP Pascal/HP-UX Quick Reference Guide
(92431-90007)

NFS®5 Systems

"* Using NFS Services
(B1013-90000)

"* Installing and Administering NFS Services
(BI013-90001)

NFS® is a trademark of SUN Microsystems, Inc.
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Conventions
lowercase nonbold In syntax. represents literals; items are to be entered

exactly as shown.

lowercase boldface In syntax, represents Ada language reserved words.

italics Represents parameters which must be replaced by a
user-supplied variable.

[ ] Specifies that an element inside brackets is optional.

I When several elements are separated vertically by bars
in a syvntax statement, the user must select one of these
elements. For example:

A IB I C

User must select A or B or C.

underlining In a syntax statement. when several elements are
separated by bars, underling indicates the default value.
For example.

ALL I CURRENT

CURRENT is the default value.

A horizon~taJ ellipsis in a syntax statement indirates
that a previous element can be repeated. For example:

[itemnanme...

Within examples. ellipsis indicate when portions of the

example are omitted.
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F 1. Implementation Supported Pragmas

This section describes the predefined language pragmas and the Ada
implementation-specific pragmas. Table 1-1 lists these pragmas.

Table 1-1. Ada Pragmas
Action Pragnia Name

Interface with subprograms written in other INTERFACE
languages INTERFACE- NAME

Support text processing tools INDENT
LIST
PAGE

Determint, th, layout of array and record types PACK
in memor' MPROVE

Direct the compiler to generate different code ELABORATE
than what is normaill generated INLINE

SUPPRESS

Affect tasking program.s PRIOR:TY
SSHARED

Allows Ada code and data objects to e ! EXPORT
r~eren,_P4 F% a non-Ad;t ?xlernal subprocram EXTERNALNAME

See section "F 1-6 Praginas Not Implenieited" for a list of predefined prama;i-
not implement.(d in Ada.
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F 1.1 Interfacing the Ada Language with Other Languages
Your Ada programs can call subprograms written in other languages when you
use the predefined pragmas INTERFACE and INTERFACE-NAME. Ada supports
subprograms written in these languages:

"* PA-RISC Assembly Language.
", HP C.
"* HP Pascal.
"• HP FORTRAN 77 for HP 9000 Series 600, 700, and 800 computers.

Compiler products from vendors other than Hewlett-Packard may no. conform
to the parameter passing conventions given below. See section "F 11. Calling
External Subprograms from Ada� for detailed information, instructions. and
examples for interfacing your Ada programs with the above languages.

In addition, data objects declared in other languages can be made accessible
to Ada by using the 'IMPORT attribute of the SYSTEM.ADDRESS type (see
"F 2.2 Attribute SYSTEM.ADDRESSIMPORT" in Chapter 2). Data
objects declared in a global Ada scope can be referenced by a non-Ada
external subprogram when you use the predefined pragma EXPORT. Alternative
names for a global Ada data object can be defined when you use the pragma
EXTERNAL-NAME.
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F 1.1.1 Pragma INTERFACE

The pragma INTERFACE (Ado RM, section 13.9) informs the compiler that
a non-Ada external subprogram will be supplied when the Ada program is
linked. Pragma INTERFACE specifies the programming language used in the
external subprogram and the name of the Ada interfaced subprogram. The
corresponding parameter calling convention to be used in the interface is
implicitly defined in the language specification.

Syntax

pragma INTERFACE (Language.name, Adaosubprogram.name);

Parameter Description

Languaqgename is one of ASSEMBLER, C. PASCAL, or FORTRAN.

.4da-stbprogram-name is the iiame used within the Ada program when
referring to the interfaced external subprogram.

It is possible to supply a pragma INTERFACE to a library-level subprogram.
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F 1.1.2 Pragma INTERFACE-NAME

Ada provides the implementation -defined pragma INTERFACE-.NAME to associate
an alternative name with a non-Ada external subprogram that has been
specified to the Ada program by the pragrna INTERFACE.

Syntax

pragma INTERFACE-.NANE (A da..subp rogram.. name,

"11Ezternal-subprogram.. name");

Parameter Description

.4 da-subprogram- name is the name when referring to the interfaced external
subprogram.

ErierInaLsiibprogram..aname is the external name used outside the Ada program.

You must use pragma INTERFACE-NAME whenever the interfaced subprogram
narn' contains characters not acceptable within Ada identifiers or when the
interfaced subprogram name contains uppercase letter(s). You can also Ilse
a pragma INTERFACE-..NAME if you want your Ada subprogram name to
different than the- external subprogram name.

If a pragrna INTE?':.FACE...NAME is not supplied, the external subprogramn name Is
the name of the Ada subprogram specified in the pragma INTERFACE. with all
alphabetic characters shifted to lowercase letters.

The compiler truncates the namne to 255 characters if necessary.

Pragma 1NIWERFA C-7-NAME is allowed at the same places in an Ada program as
prarmna INTERFACE (see Ada RI!1. section 13.9.) Pragma INTERFACE..NAME
must follow the corresponding pragma INTEFFACE. If the pragmia INTERFACE
appears in a declarative part. thc pragnia INTERF ACE-N AMEE must appear
within the same declarative part, although it need not imrmediately follow the
pragrnia INTER7ACE-. If the pragnia INTERFACE appears outside of any program
unit, as; it does whben b~eing applied to a library-level subprogram. i le pragma
INTERFACE-NAME must appear after the pragrna INTERFACE and before any
subsequent compilation unit.
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F 1.1.3 Example of INTERFACE and INTERFACENAME

The following example illustrates the INTERFACE and INTERFACE-NAME
pragmas.

package SAMPLELIB is

function SAMPLE-DEVICE (X INTEGER) return INTEGER;
function PROCESS-SAMPLE (X INTEGER) return INTEGER;

private

pragma INTERFACE (ASSEMBLER, SAMPLE-DEVICE );
pragma INTERFACE (C, PROCESS-SAMPLE );

pragma INTERFACE-NAME (SAMPLE-DEVICE, "Dev1O" );
pragma INTERFACE-NAME (PROCESS-_SAMPLE, "DoSample" );

end SAMPLELIB;

This example deflues two Ada subprograms that are known in Ada code as
SAMPLEDEVICE and PROCESSSAMPLE. When a call to SAMPLE-DEVICE is
executed. the program generates a call to the externally supplied assembly
function Devio. Likewise. when a call to PROCESS-SAMPLE is executed,
the program will generate a call to the externally supplied HP C function
DoSample.

By using the pragma INTERFACE-NAME. the names for the external subprograms
to associate with the Ada subprogram are explicitly identified. If pragma
INTERFACE-NAME had not been used. the external names referenced would be
sample.device and process.-sample.
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F 1.1.4 Additional Information on INTERFACE and
INTERFACE.NAME

Either an object file or an object library that defines the external subprograms
must be provided as a command line parameter to the Ada binder. The
command line parameter must be provided to the linker ld(1) if you call
the linker separately. If you do not provide an object file that contains the
definition for the external subprogram, the HP-UX linker, ld(1), will issue an
error message.

To avoid conflicts with the Ada Runtime System, the names of interfaced
external routines should not begin with the letters "alsy" or "A-" because the
Ada runtime system prefixes its internal routines with these prefixes.

When you want to call an HP-CX system call from Ada code, you should use
a pragma INTERFACE with C as the language name. You might need to use a
pragma INTERFACE-NAME to explicitly supply the external name. This external
name must be the same as the name of the system call that you want to call.
(See section 2 of the HP-UX Reference for details.) In this case it is not
necessary to provide the C object file to the binder, because it will be found
automatically when the linker searches the system library.

When you want to call an HP-UX library function from Ada code. you should
use a pragma INTERFACE with C as the languaae name. You should use pragma
INTERFACE-NAME to explicitly supply the external name. This external name
must be exactly the same as the name of the library function. (See section 3 of
the HP-LX RefErence for details. ) If your library function is located in either
the Standard C Library or the Math Library, it is not necessary to provide the
object library to the binder because the binder always requests that the linker
search these two libraries. If your library function is located in any of the other
standard libraries, you must provide the appropriate -1x option to the binder.
The binder will pass this information onto the linker as a request to search the
specified library.
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Caution All array and record type paramete-s are passed by reference
from Ada code to non-Ada interfaced code. In particular,
arrays and records occupying 64 bits or less of storage are
passed by reference and are not passed by copy, as is the
standard PA-RISC calling convention. Therefore, non-Ada
code expecting to receive such array or record parameters
must expect to receive them by reference, not by copy. C
should declare such parameters to be appropriate pointer types:
Pascal should declare such parameters to be VAR parameters:
FORTRAN always expects explicit parameters by reference.
Note that array and record type parameters occupying more
than 64 bits of storage are passed by reference. both by Ada
and by the standard PA-RISC calling convention, and require
no special precautions.

See section "F 11. Calling External Subprograms From Ada" for additional
information on using pragma INTERFACE and pragma INTERFACEN.AME.
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F 1.1.5 Pragma EXPORT

The pragma EXPORT allows for data objects and subprograms declared in
a global Ada scope to be referenced by a non-Ada external subprogram.
Pragma EXPORT specifies the programming language and the name of the
Ada data object or subprogram. The default nanme for the externally visible
svrrbol is the name of the Ada object in all lowercase letters. The pragma
EXTERNAL-.NAME (described in section "F 1.1.6 Pragma EXTERNAL-NAME")
can be used to change this default.

Syntax

pragma EXPORT (Language-name, .4da~norn);

Parainetter Description

Langiuage-narne is one of ASSEMNBLER. C ?ASCAL. or FORTRAN.

Ada-untme is the simple name of the~ Ada data object or Ada
sub~rogram that is to bcý made -.isible to a non-Ada
subprogram-

The pracnia EXPORT, must occu.r ;:I a declarative pd;and applle.- Only to data
objects or subprograms d-clared An the sani# !e~clarat;v:e part: thiat, is. generic
instantiated objects or renamed objects are e.xchiided. In addition. if an Ada
subprogram name is specified to pragnia EXPORT. ,here must b'2 a unique Ada
suLpro gram "Ltith that name -that is. thie Ada subprogram riame must not be
overloaded).

Thie pragma EXPO?.? can on'ý be u,ýed for da'a dJ~~' -:t: dct allocatio
mode (objects are allocated with indi*rect allocatilon mode !f theýy are dynamic
or have a significant si17e: soe secl:on -F 4-9 Data Vin'carlon'*. for details1) anid
for ýubproqra!:, L it ca ire d-ci a7-c` i a it lir)a ix a or m a inta cs1 .h
ii, t rnatol tileY d inii !:r pacNag'e. TF. Fira z not be fo 1; a dn a
0t '?c, or su DDr-"311*a _ ni dc1c6 ned ano !t, hpo a n I. nor art it

e) used For a i:.r e.ý- el sribproq-ain Wiicii air-,;icý to an Ada su bprogrtrn,
tr.- pra2ma EXPORT i~ addionllyrsrce to o 1i , ei::a 5pecified iin a libraryv
pacrkage specification.
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The pragma EXPORT cannot be used for a subprogram that:

"* has an IN OUT or OUT parameter
"* has an unconstrained array parameter
"• has a task type parameter
"* is a function with an array result type
"* is a function with a record result type
"• is a function with a task type result type
"* has a pragma INTERFACE also specified
"- has a pragma INLINE also specified

When using pragma EXPORT with one or more Ada subprograms, the main
program unit must be an Ada procedure. This Ada procedure can call routines
ill other languages that themselve- call Ada. but the main procedure itself must
be in Ada.

Caution Tile name of anly exported subprogram (either the default name
or the name specified by pragnma EXTERNAL.NAME) is a linker
symbol visible to all components of the application. If this
name happens to be the same as an HP-UX system call. it
causes program failure in unexpected situations. For example.
if the name of your exported routine is close, it intercepts all
calls to the system routine clcse(2). This causes failure of the
Ada I/0 system.

For this reason. make sure that the name you choose is unique.
and not either a system cal! or iin use Oy some other part of
your application.

Following is an example of pragma EXPORT applied to an Ada subprograrn
and pragma INTERFACE applied to a C subprogram. 1t consist< of t;u files.
callback.c and calltack.ada. and compilation directions.
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The callback.c file is as follows:

extern void hi-there 0;

/* procedure GOTOC gets called from Ada MAIN. adds 5 to
argument, and calls Ada routine HITHERE */

void goto.c (c-arg)
int c.arg;

{
hi-there (c.arg * 5);}

The callback.ada file is as follows:

with TEXTIO;
package FROMC is

-- Declaration of Ada routine HI.THERE, to be called
-- from C. This must be in a library package.
procedure HITHERE (ADA-ARG: in INTEGER);

pragma EXPORT (C, HITHERE);

end FROMC;

package body FROMC is

procedure HITHERE (ADA-ARG: in INTEGER) is
-- This procedure called from C. It will write a
-- message including the value passed into ADAARG.

begin
TEXT.IO.PUTLINE ("Nov in Ada, called from C'");
TEXT-I0.?UTLINE

("in:eger passed Was" & INTEGER'IMAIE (ADA.ARG));
end HIJHE-E;

end FROMC;
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with FROMC; -- --- , WITH IS NECESSARY SO FROM.C GETS

-- ***a INCLUDED IN PROGRAM
procedure MAIN is

-- This is an Ada main procedure. It will call a C routine
-- called GOTOC. passing the value 5 to that routine.

-- GOTO.C will call the Ada routine HITHERE to demonstrate
-- callbacks.

-- The C routine that will call Ada:
procedure GO.TO.C (CARG: in INTEGER);
pragma INTERFACE (C, G0_T0_C);

begin

-- Call C. C will then call Ada.
GOTOC (5);

end MAIN;

To compile and run the example. invoke the C compiler to compile callback.c
and produce callback.o:

cc -c callback.c

Now invoke the Ada compiler to compile callback.ada: bind and link it Nith
the file callback.o.

ada callback.ada ada-library-name -M main callback.o

N ow run the result:

a. out
Now :n Ada, called from C!
intger passed was 10
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F 1.1.6 Pragma EXTERNAL-NAME

The pragma EXTERNALNAME is used to supply an alternate externally visible
name for a global Ada data object or Ada subprogram that has been exported
using a pragma EXPORT. The pragma EXTERNAL.NAME can be used anywhere
in an Ada program where the pragma EXPORT is allowed. The pragma
EXTERNAL-NAME must occur after the corresponding pragma EXPORT and within
the same library package as the corresponding pragma EXPORT.

Syntax

pragma EXTERNALNAME (Ada-name, "Ezternalnoame");

Parameter = Description

Adaj,ame is the simple name of the Ada data object or Ada
subprogram that is to be made visible to a non-Ada
subprogram.

Ezternal_,ame is the externally visible name that is to be accessed in
the non-Ada subprogram.

"You must us- '.he praama EXTERNALNAME whene~er the externally visible
name contain'; characters not acceptable within Ada identifiers or when the
externally visi'le name contains an uppercase letter or letters. You can also
use the pragrna EXTERNAL.NAME if you want your Ada data object name or Ada
subprogram ndrnc to be different than the externally visible name.

If a pragma EXTEERNALNAME is not supplied, the externally visible name is the
:mlne of the -\da data object or subprogram specified in the pragma EXPORT.
with all alphabetic characters shifted to lowercase letters.

The compiler trt•icatfs tie name to 255 characters if necessary.
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F 1.1.7 Example of EXPORT and EXTERNAL-NAME

The following example illustrates the EXPORT and EXTERNAL-NAME pragmas.

package ADAGLOBALS is

MYINT : INTEGER;
MY-CHAR : CHARACTER;

procedure MYPROC (X: INTEGER);
function MYIFUN (A: CHARACTER; B: SHORT-INTEGER)

return INTEGER;
function MYFUNC (Z: BOOLEAN) return LONG-FLOAT;

private

pragma EXPORT (ASSEMBLER, MYINT);
pragma EXPORT (C, MYCHAR);
pragma EXPORT (C, MYPROC);
pragma EXPORT (C, MYIFUN);
pragma EXPORT (C, MYFUNC);

pragma EXTERNALNAME (MYINT, "Int-from.Ada");
pragma EXTERNALNAME (MY-CHAR, "Char-fromAda");
pragma EXTERNAL-NAME (MYPROC, "Proc-fromAda");
pragma EXTERNALNAME (MY TIFUN, "Ifun-fromAda");
pragma EXTERNALNAME (MYFUNC, "Func-fromAda");

end ADA.GLOBALS;

This example defines two Ada data object-, that. are known in Ada code as
MYINT and MY-CHAR aid three Ada subprograms that are known in Ada code
as MYPROC. MYIFUNJ. and MYFUNC. The externally visible symbols for the
data rob 'cwt are. re-ec'i\ely. IntfromAda and Char-fronAda and for
subproqr;,nis. Proc-fromAda. Ifun.fromAda. and Func-fromAda.

B\ uzing rh-, pragna EXTERNAL-NAME. the names of the external svmboks a;e
explicitl\ lde,ýiified. If pragnia EXTERNALNAME had not been used. the exlv: nal

naines %ouid be my-in,. my-char. my-proc. my-ifun. and my-runc
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F 1.1.8 Pragma EXPORT Applied to Ada Subprograms

In this section, the term "exported Ada subprogram" refers to an Ada
subprogram to which the pragma EXPORT has been applied. An exported Ada
subprogram can be called from Ada code as usual; the subprogram will not
behave any differently just because the pragma EXPORT has been specified.

F 1.1.8.1 Calling an Ada Subprogram from Non-Ada Code

An exported Ada subprogram must not be called from non-Ada code before
the body of the exported Ada subprogram has been elaborated. If non-Ada
code calls an expcrted Ada subprogram prior to the elaboration of the Ada
subprogram body, the results are unpredictable and could lead to program
failure.

When calling an exported Ada subprogram from non-Ada code. the parameters
passed to Ada from non-Ada code must be compatible with the data types and
sizes of the parameters that the exported Ada subprogram is expecting.

Exported Ada subprograms can only have parameters of mode IN. All record
and array parameters must be passed by non-Ada code to Ada by reference.

If an exported Ada subprogram has default parameter values, these values
are ignored when the exported Ada subprogram is called from non-Ada code.
Non- Ada code must always pass all parameters explicitly to Ada code.

With respect to parameter type compatibility, the action of calling an
exported Ada subprogram from non-Ada code is very similar to calling
non-Ada code (via pragma INTERFACE) from Ada code. Section "F 11. Calling
External Subprograms From Ada", describes the correspondences. or lack
of correspondences. between Ada types and non-Ada types and should be
consulted for information on which non-Ada objects are compatible with which
Ada objects.
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Caution All array and record type parameters are expected to be passed
by reference from non-Ada code to exported Ada code. In
particular, arrays and records occupying 64 bits or less of
storage must be passed by reference and must not be passed
by copy\, as is the standard PA-RISC calling convention.
Therefore, non-Ada code expecting to pass such array or
record type parameters to Ada must pass such parameters
by reference not by copy. C must pass the addresses of such
parameters cast to appropriate pointer types: Pascal must
declare such parameters to be VAR parameters in the EXTERNAL
declaration: FORTRAN always passes explicit parameters
by reference. Note that array and record type parameters
occupying more that 64 bits of storage are passed by reference.
both by Ada and by the standard PS-RISC calling convention.
and require no special precautions.

The next sections describe general conditions and constraints that apply to
Ada being called from Assembly, C. FORTRAN, and Pascal.

Assembler

Ada expects any parameter passed. except LONGFLOAT by value, to be
passed as a 4 byte quantity, sign extended as necessary. in the location (registe.:
or rnemorv) appropriate for its parameter t,. pe and position in t he paramnetec
list (LONG_FLOAT by vajue is expected to be passed as a S byte quantity).

C

Ada expects any parameter passed. except LONG-FLOAT bh value, to be
passed as a 4 byte quantitx. sign extended av necessary, in the iocation iregister
or memory, appropriate for its parameter z' %ne and position in the parameter
list (LONGFLOAT bv value is expected to be passed as a S byte quanitvj.

If an exported Ada subprogram is called from C. and C is operatini iln
non-ANSI nmod. or it is opwratin• in A, NSI mode. bu? lacks a fulnIctioIn
proTotyp,? for tlie called function. C will convert all ."oat value; to dcubLe
when passing them as "•arameters. Therefo",,. passinig parameters from C
to Ada whet Ada is expecting a parameter of type FLOAT requires that C be
operating in ANSI mode mith a function pioror.pe for the Ada subprogram.
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FORTRAN

The exported Ada subprogram parameters that correspond to parameters
passed explicitly from FORTRAN must all be of an access type or of type
SYSTEM.ADDRESS as FORTRAN passes such parameters by reference.
The exported Ada subprogram parameters that correspond to parameters
passed implicitly from FORTRAN (such as the length of a FORTRAN string
parameter; see 'F 11.4.4 String Types and HP FORTRAN 77 Subprograms"
in Chapter 11) must be of an appropriate scalar type (not an access type nor
SYSTEM.ADDRESS). This type is usually INTEGER.

Pascal

Ada expects any parameter passed. except LONG_FLOAT by value, to
be passed as a 4 byte quantity, sign extended as necessary, in the locationl
(register or memory) appropriate for its parameter type and position in the
parameter list (LONGFLOAT by value is expected to be passed as a S byte
quanitity). The exported Ada subprogramn parameters that correspond to
Pascal VAR parameters must all be of the appropriate access type or of type
SYSTEM.ADDRESS as Pascal passes such parameters by reference. Non-scalar
parameters can only be passed to Ada using Pascal VAR parameters, they may
not be passed using Pascal value parameters. The exported Ada subprogram
parameters that correspond to Pascal value parameters must all be of an
appropriate scalar, access, or SYSTEM.ADDRESS type as Pascal passes such
parameters by value.
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The following example shows C calling the exported Ada subprograms
MY.PROC, MYIFUN, and MY.FUNC which are declared in the ADA.GLOBALS
example given in "F 1.1.7 Example of EXPORT and EXTERNALNAME":

extern void Proc-from.Ada 0);
extern int Ifun-from.Ada 0;
extern void Func.fromAda 0);

call-ada (i, flag)
short i; int flag;
{

double dres;
int ires;
short temp;

Proc-fromAda (i * 28);

ires = Ifun.from.Ada C'!', i);

Proc.fromAda (ires);

"• Note the conversion of 'flag' to the appropriate Ada Boo'ea.n
"* value.
0/

dres = Func-from.Ada (flag ? 1 : 0);

F.1.1.8.2 Exceptions

An exported .-\da subprogram must not allow an exception to propagate ou" of
it-elf if it wa- called b\ a non-Ada caller. If an Pxception is p:opagated bAhrk
to a non-Ada caher. the behavior of the Ada runtinit, is unpredictable ard :,:av
result in progara failure. If the exported Ada subprogram wj's called 1w Ada
code and the Ada subprogram is aware of that fact. it can safriv propagate
exceptions cut of itself.
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F.1.1.8.3 Obtaining the Non-Ada Call Address in Ada at Runtime

When pragma EXPORT (and optionally pragma EXTERNAL-NAME) is applied
to an Ada subprogram, an externally visible name is created such that the
Ada subprogram can be called directly by that externally visible name from
non-Ada code. However, the ,da code may need to obtain the address of
an exported Ada subprogram at run time. For example, it might pass such
an address as a parameter to non-Ada code so that the non-Ada code can
use the address to call an Ada subprogram (a "callback" situation). The
function EXPORTED.-SUBPROGRAM is supplied in the package SYSTEM to obtain
the "non-Ada call address" of an exported Ada subprogram. The function
SYSTEM.EXPORTEDSUBPROGRAM is passed a single parameter. the 'ADDRESS
value of an exported Ada subprogram, and it re:urns the address which
non-Ada code must call to invoke that Ada subprogram. See section "F 3.1
The Package SYSTEM". for more information.

Caution The value oi 'ADDRESS of an evported Ada subprogram is
not the address thdt non-Ada code should call to invoke
the exported Ada subprogram. The address that non-Ada
code must call to invoke an ? la 'ubprogram is obtained asc
the result of passing the 'ADDP.ESS value of the exported Ada
subprogram to SYSTEM.EXPORTEDSUBPROGRAM: the function
result value is the address that tl,, non-Ada code must call. If
non-Ada code attempts to call an exported Ada subprogram
using the 'ADDRESS value for that subprogram, the result is
unpredictable and will most likely result in program failure.
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F.1.1.8.4 Bind-Time Issues

To ensure that the desired exported Ada subprograms are present in the
executable program produced by the binder, the Ada library level packages
that contain those exported subprograms must be "withed" into at least one
Ada progra.m unit that will be present in the executable program. No special
action is needed if the Ada program already uses any of the facilities from a
library level package that contains exported Ada subprograms because that
package will, of necessity. already be "withed" somewhere in the program.
Only if the Ada program does not use any of the facilities from a library level
package that contains exported Ada subprograms (for example, if that package
only contains exported Ada subprograms that are called directly from non-Ada
code), will it be necessary to take extra action to ensure the presence of the
exported Ada subprograms in the executable program. If no obvious place to
".with" such a package exists. the package can always be "withed' into the
main program procedure.

Note The Ada binder supports a mechanism to eliminate uncalled
subprograms. Wi'thin Ada compilation units, subprograms
that are never called (or have their 'ADDRESS taken'r can
be eiiminated from the executable program produced by the
binder- Because exported .Ada subprograms legitimately might
nPxer be called by Ada code for example. if they are only
called by non- Ada code). the', are automatically protected from
un,-alled subprogram elimination. Therefore, if your program

w4ithed" a library level package that declares on,', or more
exported Ada subprogram'. those subprograms wvill always be
present in the executable file produced by the binder (even if
they are also not called from non-Ada code). In addition, if any
of the exported Ada suhpiograms call othe2r Ada subprogram-s.
those other Ada subprograms ;and in tur:i, repeatedly, any Ada
subprograms The.y call) will also be present in the executable
pr,,grain. Therefore. care nohi t be Taken with respect to the
pl;,ce-meit of exported Ada subprograms in packages arid
th,, "'-'ithing' of those pa,:raas it your prograr to a;oid

iichuding iii vour executabi" file the code for Ada subprogramsn
th;i your program does not call (either from Ada or from
noi-.Ada code).
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F.1.1.8.5 HP-UX Signal Handlers in Ada

Although possible, it is not recommended that you apply the pragma EXPORT
to an Ada subprogram so that the Ada subprogram can be specified as an
HP-UX signal handler. If you do so, the Ada subprogram that is to act as a

signal handler must be compiled with checks off (using the -R option) and it
must not call any Ada runtime system routines. The Ada subprogram must
not call HP-UX routines or other non-Ada code, either via pragma INTERFACE
or via a binding. If the Ada subprogram calls another Ada subprogram, the
called subprogram must follow the same constraints.

Using the interrupt entry mechanism to provide Ada subprograms as a signal
handlers is preferred. This is described iii section "F 12. Interrupt Entries".
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F 1.2 Using Text Processing Tools
The pragma INDENT is a formatting command that affects the HP supplied
formatter, ada.fo rma (1). This pragma does not affect the compilation listing
output of the compiler. The pragmas LIST and PAGE are formatting commands
that affect the compilation listing output of the compiler.

F 1.2.1 Pragma INDENT

Ada provides the implementation-defined pragma INDENT to assist in
formatting Ada source code. You can place these pragmas in the source code
to control tie actions of ada.fo rmat(1).

Syntax

pragma INDENT ( ON I OFF );

Parameter Description

OFF ada.fornat does not modify the source lines after th' pragma

ON ada.format resumes !t! action after the pragma.

The default for pragnia INDENT is ON,.
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F 1.2.2 Pragma LIST

The pragma LIST affects only the compilation listing output of the compiler.
It specifies that the listing of the compilation is to be continued or suspended
until a LIST pragma with the opposite argument is given within the same
compilation. The pragma itself is always listed if the compiler is producing a
listing. The compilation listing feature of the compiler is enabled by issuing
one of the compiler options -L or -B to the ada(1) command.

Syntax

pragma LIST ( ON I OFF );

Paranseter Description

OFF The listing of the compilation is suspended after the pragma

ON The listing of the compilation is resumed and the pragma is listed.

The default for pragma LIST is ON.

F 1.2.3 Pragma PAGE

The pragnia PAGE affects the compilation listing output of the compiler. It
specifies that the program text which follows the pragma should start on a new
page (if the compiler is currently producing a listing).

Syntax

pragma PAGE;
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F 1.3 Affecting the Layout of Array and Record Types
The pragmas PACK and IMPROVE affect the layout of array and record types in
memory.

F 1.3.1 Pragma PACK

The pragma PACK takes the simple name of an array type as its only argument.
The allowed positions for this pragma and the restrictions on the named type
are governed by the same rules as for a representation clause. The pragina
specifies that storage minimization should be the main criterion when selecting
the representation of the given type.

Syntax

pragma PACK (array-type-name);

The pragma PACK is not implemented for record types on Ada. You cani use a
record representation clause to minimize the storage requirements for a record
type.

The pragma PACK is discussed further in section "F 4.7 Array Types."

F 1.3.2 Pragma IMPROVE

The pragma IMPROVE, an implementation-defined pragma. suppresses implicir
components in a record type.

Syntax

pragma IMPROVE ( TIME I SPACE , [ON =>] r(rord._typfnu,,f_)

The default for pragma IMPROVE is TIME. This pragnha is discussed fui:her iII
section -F 4.8 Record Types."
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F 1.4 Generating Code
The pragmas ELABORATE, INLINE, and SUPPRESS direct the compiler to
generate different code than would have been normally generated. These
pragmas can change the run time behavior of an Ada program unit.

F 1.4.1 Pragma ELABORATE

The pragma ELABORATE is used when a dependency upon elaboration order
exists. Normally the Ada compiler is given the freedom to elaborate library
units in any order. This pragma specifies that the bodies for each of the library
units named in the pragma must be elaborated before the current compilation
unit. If the current compilation unit is a subunit, the bodies of the named
library units must be elaborated before the body of the parent of the current
subunit.

Syntax

pragma ELABORATE (library- unit-.name C, librnry- uniL name) ...

This pragma takes as its arguments one or more simple names. each of which
denotes a library unit. This pragma is only allowed immediately after the
context clause of a compilation unit (before the subsequent library unit or
secondary unit 1. Each argument must be the simple name of a library unit
that was identified by the context clause. (See the Ada RM, section 10.5. for
additional information on elaboration of library units .)
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F 1.4.2 Pragma INLINE

The pragma INLINE specifies that the subprogram bodies should be expanded
inline at each call whenever possible; in the case of a generic subprogram,
the pragma applies to calls of its instantiations. If the subprogram name
is overloaded, the pragma applies to every overloaded subprogram. Note
that pragma INLINE has no effect on function calls appearing inside package
specifications.

Syntax

pragma INLINE (.ubprograrn..naome (.subprograinLname) ...

This pragma takes as its arguments one or more names, each of which is either
the name of a subprogram or the name of a generic subprogram. This pragula
is only allowed at the place of a declarative item in a declarative part or
package specification, or after a library unit in a compilation, but before any
subsequent compilation unit. See the Ada RM. section 6.3.2, for additional
information on inline expansion of subprograms.

This pragma can be suppressed at compile time by issuing the compiler option
-I to the ada(l) command.
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F 1.4.3 Pragma SUPPRESS

The pragma SUPPRESS allows the compiler to omit the given check from the
place of the pragma to the end of the declarative region associated with the
innermost enclosing block statement or program unit. For a pragma given in
a package specification, the permission extends to the end of the scope of the
named entity.

Syntax

pragma SUPPRESS (check-ldentipier E. [ON =-> name] );

The pragma SUPPRESS takes as arguments the identifier of a check and
optionally the name of either an object. a type or subtype, a subprogram, a
task unit, or a generic unit. This pragma is only allowed at the place of a
declarative item in a declarative part or a package specification.

If the pragma includes a name, the permission to omit the given check is
further restricted: it is given only for operations on the named object or
on all objects of the base type of a named type or subtype; for calls of a
named subprogram: for activations of tasks of the named task type; or for
instantiations of the given generic unit. (See the Ada RM. section 11.7, for
additional information on suppressing run time checks.)

The compiler can be directed to suppress all run time checks by issuing the
compiler option -R to the ada(1) command. The compiler can also be directed
to suppress all run time checks except for stack checks by issuing the compiler
option -C to the ada(1) command.

1-26 F 1. Implementation Supported Pragmas



11

F 1.5 Affecting Run Time Behavior
The pragmas PRIORITY and SHARED affect the run time behavior of a tasking
program.

F 1.5.1 Pragma PRIORITY

The pragma PRIORITY specifies the priority to be used for the task or tasks of
the task type. When the pragma is applied within the outermost declarative
part of the main subprogram. it specifies the priority to be used for the
environment task, which is the task that encloses the main subprogram. If a
pragma PRIORITY is applied to a subprogram that is not the main subprogram.
it is ignoied.

Syntax

pragma PRIORITY (static.ezpression);

The pragma PRIORITY takes as its argument a static expression of the
predefined integer subtype PRIORITY. For Ada. The range of the subtype
PRIORITY is 1 to 16. Note that durina an erntrv call invoked by an interrupt
handler. the priority of a task is temporarily raiced to a value higher than
PRIORITY'LAST. The priority vadue i5 specifi'd when the interrupt handler is
installed: see section "-F 12.6 Associating an Ada Handler with an HP-UX
Signal". for details.

The PRIORITY prasma is only allowed within the specification of a task unit or
within the outermost declarative part of th,., main subprogram.

These task priorities are only relative to other Ada tasks that are concurrently
executing wvith the environment task. This prnima does not change the
priority of at, .Ad. ta4;k or the Ada environitnewt task relative to other HP-UX
processes. All the Ada tasks execute withiln a izingie }IP-UX process. This
HP-UX proces.2 executes together with oticwr HI'-UX processes and i5 -cheduled
by the 1lP-T'X kernal. To chatige the priority of an HP-UX process. s',, the
command nice(1). See the Ada RMI. section 9.. for additional information on
task priorities.
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F 1.5.2 Pragma SHARED

The pragma. SHARED specifies that every read or update of the variable is
a synchronization point for that variable. The type for the variable object
is limited to scalar or access types because each read or update must be
implemented as an indivisible operation.

The effect of pragma SHARED on a variable object is to suppress the promotion
of this object to a register by the compiler. The compiler suppresses this
optimization and ensures that any reference to the variable always retrieves the
value stored by the most recent update operation.

Syntax

pragma SHARED (variable-simple. name);

The pragina SHARED takes as its argument a simple name of a variable. This
pragma is only allowed for a variabie declared by an object declaration and
whose type is a scalar or access type; the variable declaration and the pragma
must both occur (in this order) within the same declarative part or package
specification.

See the Ad& RM, section 9.11, for additional information on shared variables.
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F 1.6 Pragmas Not Implemented
The following predefined language pragmas are not implemented and will issue
a warning at compile time:

pragma CONTROLLED (access- type-.simple. name);

pragma MEMORY.SIZE (nurneric-literal);

pragma OPTIMIZE (TIME I SPACE);

pragma STORAGE-UNIT (numericiliteral);

pragma SYSTEM-NAME (enumeration.literal);

See the Ada RM. Appendix B, for additional information on these predefined
language pragmas.
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F 2. Implementation-Dependent Attributes

In addition to the representation attributes discussed in the Ado RM,
section 13.7.2, there are five implementation-defined representation attributes:

'OFFSET
'RECORD-SIZE
'VARIANT.INDEX
'ARRAY-DESCRIPTOR
'RECORD-DESCRIPTOR

These implementation-defined attributes are only used to refer to implicit
components of record types inside a record representation clause. Using these
attributes outside of a record representation clause will cause a compiler error
message. For additional information, see section "F 4.8 Record Types'".
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* F 2.1 Limitation of the Attribute 'ADDRESS
The attribute 'ADDRESS is implemented for all entities that have meaningful
addresses. The compiler will issue the following warning message when the
prefix for the attribute 'ADDRESS refers to an object that has a meaningless
address:

The prefix of the 'ADDRESS attribute denotes a program unit that
has no meaningful address: the result of such an evaluation is
SYSTEM. NULL.ADDRESS.

The following entities do not have meaningful addresses and will cause the
above compilation warning if used as a prefix to 'ADDRESS:

"* A constant that is implemented as an immediate value (that is, a constant
that does not have any space allocated for it).

"* A package identifier that is not a library unit or a subunit.

"* A function that renames an enumeration literal.

Additionally, the atti bute ' ADDRESS, when applied to a task or task type.
returns different values depending on the elaboration status of the task body.
In particular, the value returned by the attribute 'ADDRESS changes after
the elaboration of the task body. Therefore. the attribute task ' ADDRESS
or task-_type'ADDRESS should be used only after the body" of the task is
elaborated.
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F 2.2 Attribute SYSTEM.ADDRESS'IMPORT 21
This implementation of Ada defines an additional attribute for the type
SYSTEM. ADDRESS. The attribute ' IMPORT can be applied to the type
SYSTEM.ADDRESS. This attribute is a function with two parameters: the
parameters are described in the table below.

Syntax

SYSTEM. ADDRESS' IMPO'T (" Language-name", "ezternaLsynmboL name");

Parameter Description

Languagc_.name Specifies the language. This parameter is a static Ada
string constant that must be either C. ASSEMBLER,
PASCAL. or FORTRAN The characters used in the
language specification can be uppercase or lowercase
letters.

ezternaLsymboL name Specifies the name of an external data objt-ct. This
I parameter is a static Ada string constant.

The result is a value of the type SYSTEM. ADDRESS that can be used to denote

this object in ani address clause (see section "F 6. Address Clauses" for
details.)
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The following example shows the use of SYSTEM.ADDRESS'IIPORT in Ada
address clauses to provide Ada access to global data objects declared in C.

C code:

1* This C code declares a variety of globally visible data
objects that can be accessed from an Ada program that uses
SYSTEM ADDRESS 'IMPORT.

extern int errno;

struct {
short fl;
short f2;

} ada.info = (-123, -456};

static int ada.data(IO] a (12, S, 55, 7, 31, 45, 4. 2. 88, 0};

int *ada.data.ptr = {ada-data};

struct (
int *aI;

short a2;
} ada.info.with.ptr z (ada.data, -789};

The sample Ada program follows.
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Ada code:

with SYSTeM, UNCHECKED-CONVERSION;
package IMPORT.EXAMPLE is

-- Import a simple C scalar variable, in this case errno.

ERRNO: INTEGER;
for ERRNO use at SYSTEM.ADDRESS'IMPORT ("C", "errno");

-- Import a C struct which contains no pointer values as
-- an Ada record (see below for importing records which
-- contain pointer fields). gote that a representation
-- specification is used to guarantee that Ada allocates
-- the record fields the same jay C allocates the struct
-- fields.

type ADA-INFO is
record

fl: SHORT.INTEGER;
f2: SHORT.INTEGER;

end record;

for ADA.INFO use
record

fI at 0 range 0.. 15;
f2 at 2 range 0..15;

end record;

AI : ADA-2NFO;

for AI use at SYSTEM ADDRESS'IMPORT ("C". "ada-info");
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-- Import a C pointer object as an Ada access type. If
-- such a pointer was imported directly as an Ada access
-- type value (in a manner similar to ERRNO above), the
-- elaboration code for this declaration section would
-- initialize the Ada access type value to null, modifying
-- the C pointer object. The technique of renaming the
-- dereferenced result of an unchecked conversion prevents
-- Ada from initializing the Ada access type value and
-- leaves the value that C initialized the pointer object
-- with, intact. Of course if you do want Ada to initialize
-- a non-Ada pointer object to null, import it directly
-- similarly to the manner in which ERRNO is imported.

type ADA-DATA is array (0..10) of INTEGER;
type ADADATAACCESS is access ADADATA;
type ADA.DATA.ACCESS.ACCESS is access ADA.DATA.ACCESS;

function ADDRESS.TO.ADADATA.ACCESSACCESS is new
UNCHECKED-CONVERSION

(SYSTEM.ADDRESS, ADA.DATA.ACCESS.ACCEcS);

ADA ADA.DATA.ACCESS renames
ADDRESSTO.ADA.DATA.ACCESS.ACCESS

(SYSTE!MADDRESS'IMPORT
("C", "adaFdatanptr")).all;
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-- Import a C struct which contains a pointer value as an
-- Ada record. Note that a representation specification is
-- used to guarantee that Ada allocates the record fields
-- the same way C allocates the struct fields. If such a
-- record was imported directly as an Ada record type (in a
-- manner similar to ADA.INFO above), the elaboration code
-- for this declaration section would initialize the Ada
-- access type field of the record to null, modifying the
-- C record object. The technique of renaming the result of
-- an unchecked conversion prevents Ada from initializing
-- the Ada access type field and leaves the value that C
-- initialized the record object with, intact. A similar
-- set of declarations can be used to import any arbitrary
-- record as protection against initializing any access value
-- fields it may have (which could be nested at any depth
-- in the record such that they might be accidentally be
-- overlooked). Of course if you do want Ada to initialize

-- pointer fields or elements of a non-Ada record or array
-- to null. import the record or array directly, similarly
-- to the manner in which ADA-INFO is imported.

type ADAINFO.WITH.PTR is
record

al: ADA.DATA.ACCESS;
a2: SHORT.INTEGER;

end record;
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for ADAINFOWITH.PTR use
record

al at 0 range 0..31;
a2 at 4 range 0..15;

end record;

type ADA.INFO.WITH.PTR.ACCESS is access ADA.INFO.WITH.PTR;

function ADDRESS.TO.ADAINFO.WITHPTRACCESS is now
UNCHECKED.CONVERSION

(SYSTEM.ADDRESS, ADA.INFO.WITH.PTR-ACCESS);

AIWP : ADA.INFO.WITH.PTR renames
ADDRESS_.TO.-ADA. INFO-.WITH..PTRACCESS

(SYSTEM. ADDRESS' IMPORT
("C", "ada.-info.ith.-ptr")) -all;

end IMPORT.EXAMPLE;

with IMPORT-EXAMPLE;
procedure USE-IMPORT (N: INTEGER) is

begin -- USE-IMPORT

if N < 1 or else N > 10 then
-- Change errno to a value from the imported record.

IMPORTEXAMPLE.ERRNO :- INTEGER (IMPORT.EXAMPLE.AI.F2);

2.8 F 2. Implementation-Dependent Attributes



-- Change what the C pointer points at (note that this
-- does not change the contents of the ada.data array in
-- C, it changes the array that the C ada.data.ptr
-- points at).

IMPORTEXAMPLE.ADA := new IMPORT.EXAMPLE.ADADATA;

-- Fill in the new array

for I in 1..10 loop
IMPORTEXAMPLE.ADA (I) : I;

end loop;
else

-- Change errno to a value from the imported pointed
-- to array.

IMPORTEXAMPLE.ERRN0 := IMPORT.EXAMPLE.ADA (N);

-- Change that element of the currently pointed to array.

IMPORTEXAMPLE.ADA (N) :a INTEGER(IMPORT.EXAMPLE.AIWP.A2);
end if;

end USE-IMPORT;
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F 3. The SYSTEM and STANDARD Packages

This section contains a complete listing of the two predefined library packages:
SYSTEM and STANDARD. These packages both contain implementation-dependent
specifications.

F 3.1 The Package SYSTEM
The specification of tlhe predefined library package SYSTEM follows:

package SYSTEM is

type NAME is (HP9000DPA.-RISC);

SYSTEM-NAME : constant NAME : HPSOOO.PA.RISC;

STORAGEUNIT : constant := 8;

MEMORY.SIZE : constant :- 2"'31-1;

MIN.INT : constant : - (2**31);

MAXINT : constant : 2,,31 - I;

MAXD:GITS : constant : 15;

MAX.MANTISSA : constant :u 31;
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FINE.DELTA : constant := 2#1.0E-31;

TICK : constant : 0.010; -- 10 milliseconds

3 subtype PRIORITY is INTEGER range 1 .. 16;

type ADDRESS is private;
NULL-ADDRESS : constant ADDRESS; -- set to NULL

-- The functions TO.INTEGER and TO.ADDRESS are provided for
-- backwards compatibility with Ada/800 04.35

function TO-INTEGER (LEFT : ADDRESS) return INTEGER;

-- Converts an ADDRESS to and INTEGER.

function TO.ADDRESS (LEFT : INTEGER) return ADDRESS;

-- Converts and IN',EGER to an ADDRESS.

function VALUE (LEFT : in STRING) return ADDRESS;

-- Converts a string to an address. The string can represent
-- either an unsigned address (i.e. "16#XXXXXXXXS" where
-- XXXXXXXX is in the range O..FFFFFFFF) or a signed address
-- (i.e. "-16IXXXXXXXX#" where XXXXXXXX is in the
-- range O..7FFFFFFF). Leading blanks are ignored. The
-- exception CONSTPRAINT.ERROR is raised if the string has
-- not the proper syntax.
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ADDRESS.WIDTH : constant := 3 + 8 + 1;
subtype ADDRESS.STRING is STRING(1.. ADDRESS_ WIDTH);

function IMAGE (LEFT : in ADDRESS) return ADDP.ESS.STRING;- -- - - - - - - - - - - - - - - - - - - - - - - - - - ---- 3 m

-- Converts an address to a string. The returned string has

-- the unsigned representation described for the VALUE

-- function.

type OFFSET is range -2.*31 .. 2**31-1;

-- This type is used to measure a number of storage units
-- (bytes). The type is an Ada integer type.

function SAME.SPACEID
(LEFT, RIGHT : in ADDRESS) return BOOLEAN;

-- This function returns true if the two addresses have the
-- same space id.

ADDRESS-ERROR : exception;

-- This exception is raised by 1<11, $<=, ">", ">z", and ...
-- (with two ADDRESS operands) if the two addresses do not
-- have the same space id. The exception CONSTRAINT-ERROR
-- can be raised by "+" and "-.. if the result of ADDRESS does

-- not have the same space id as the ADDRESS operand.
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function '1" (LEFT : in ADDRESS; RIGHT : in OFFSET)
return ADDRESS;

function "÷+" (LEFT in OFFSET; RIGHT : in ADDRESS)
return ADDRESS;

3 function "-" (LEFT in ADDRESS; RIGHT : in OFFSET)

return ADDRESS;

-- These routines provide support for address computations.

-- The meaning of the "+" and "-" operators is architecture
-- dependent. For the HP 9000/PA-RISC consider the ADDRESS

-- parameter to be the address of the first byte, of an array
-- of contiguous bytes, that grows from lower tovard higher
-- (in an unsigned sense) memory addresses.

-- The "+" function returns the address of the byte at offset
-- OFFSET in the ADDRESS array. In C syntax it returns:
-- &(((char *) ADDRESS)[OFFSET])

-- The ..-.. function returns the address of the byte at offset
-- -OFFSET in the ADDRESS array. In C syntax it returns:
-- kC((char -) ADDRESS)[-OFFSET])

function "-" (LEFT : in ADDRESS; RIGHT :in ADDRESS)
return OFFSET;

-- Returns the distance between the given addresses. The

-- result is signed.
--------------------------------------------------------------
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function "(,, (LEFT, RIGHT in ADDRESS) return BOOLEAN;
function "C" (LEFT, RIGHT in ADDRESS) return BOOLEAN;

function ">=" (LEFT. RIGHT in ADDRESS) return BOOLEAN;

function ">" (LEFT, RIGHT in ADDRESS) return BOOLEAN;

-- Perform a comparison on addresses. The comparison

-- is unsigned.

function "mod" (LEFT : in ADDRESS; RIGHT :in POSITIVE)
return NATURAL;

-- Returns the offset of LEFT relative to the memory block
-- immediately below it starting at a multiple of RIGHT

-- storage units.

type ROUND-DIRECTION is (DOWN, UP);

function ROUND (VALUE - in ADDRESS;

DIRECTION in ROUND.-DIRECTION;
MCDULUS in POSITIVE) return ADDRESS;

-- Returns the given address rounded to a specific value.
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-- The functions ALIGN, ALIGN and IS-ALIGNED are provided for
-- backwards compatibility with Ada/800 04.35

function ALIGN (LEFT : ADDRESS) return ADDRESS;

-- Align the given address up to four bytes boundary
-- (equivalent to SYSTEM.ROUND (LEFT. SYSTEM.UP. 4);)

function ALIGN (LEFT : ADDRESS; ALIGNMENT : INTEGER)
return ADDRESS;

-- Align the given address up to the alignment boundary if the
-- alignment is positive (equivalent to
-- SYSTEM.ROUND (LEFT, SYSTEM.UP, POSITIVE (ALIGNMENT));).
-- Align the given address down to the alignment boundary it

-- the alignment is negative (equivalent to
-- SYSTEM.ROUND (LEFT, SYSTEM.DOWN, POSITIVE (-ALIGNMENT));).

function IS.ALIGNED (LEFT : ADDRESS; ALIGNMENT : POSITIVE)

return BOOLEAN;

-- Returns TRUE if the LEFT is aligned at the ALIGNMENT

-- boundary (equivalent to
-- SYSTEM."mod" (LEFT, ALIGNMENT) = 0).
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generic
type TARGET is private;

function FETCH.-FROM.ADDRESS (A : in ADDRESS)
return TARGET;

-- Return the bit pattern stored at address A, as a value of
-- the specified TARGET type.

-- WARNING: These routines may give unexpected results if used
-- vith unconstrained types.

generic
type TARGET is private;

procedure ASSIGNTOADDRESS
(A :in ADDRESS; T : in TARGET);

-- Store the bit pattern representing the value of the
-- specified TARGET object, into address A.

-- WARNING: These routines may give unexpected results if used
-- with unconstrained types.

type OBJECT-LENGTH is rangeO .. 2*s31 -1;

-- This type is used to designate the size of an object in
-- storage units.
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procedure MOVE (TO in ADDRESS;
FROM in ADDRESS;
LENGTH :in OBJECT.LENGTH);

3 -- Copies LENGTH storage units starting at the address FROM
-- to the address TO. The source and destination may overlap.
-- Use of this procedure in optimized code may lead to
-- unexpected results.

-- Exported subprogram types, exceptions, and functions.

type EXPORTED.-SUBPROGRAM -ADDRESS is new INTEGER;

NOT. EXPORTED. SUBPROGRAM : exception;

function EXPORTED-.SUBPROGRAM (ADA.ADDRESS : in ADDRESS)
return EXPORTED._SUBPROGRAM.ADDRESS;
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-- When the parameter ADA-ADDRESS is passed the 'ADDRESS of
-- an Ada subprogram which has been exported via pragma EXPORT,
-- the function returns as a result, the "address" which must
-- be called by non-Ada code to invoke that Ada subprogram. 3
-- Note that the address provided by 'ADDRESS must NOT be
-- called directly by non-Ada code to invoke an exported Ada

-- subprogram (the result of doing so is unpredictable and will
-- most probably result in program failure). The result of
-- this function must always be used as the address to be
-- called by non-Ada code. If ADA.ADDRESS is not the
-- 'ADDRESS of an exported Ada subprogram, the function will
-- raise the exception NOT.EXPORTEDSUBPROGRAM.

private

-- private part of package SYSTEM

end SYSTEM;
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F 3.2 The Package STANDARD
The specification of the predefined library package STANDARD follows:

package STANDARD is

-- The operators that are predefined for the types declared
-- in this package are given in comments since they are
-- implicitly declared. Italics are used for pseudo-names
-- of anonymous types (such as universal.real,
-- universal.integer, and universal-fixed) and for undefined
-- information (such as any.fixed.point..typ.).

-- Predefined type BOOLEAN
type BOOLEAN is (FALSE, TRUE);

-- The predefined relational operators for this type are
-- as follows (these are implicitly declared):

-- function "=" (LEFT. RIGHT BOOLEAN) return BOOLEAN;
-- function (/" CLEFT. RIGHT : BOOLEAN) return BOOLEAN;
-- function "<" (,.EFT, R:GHT : BOOLEAN) return BOOLEAN;

-- function "<=" (LEFT. RIGHT : BOOLEAN) return BOOLEAN;
-- function ">" (LEFT, RIGHT : BOOLEAN) return BOOLEAN;
-- function ">=" (LEFT, RIGHT BOOLEAN) return BOOLEAN;

-- The predefined logical operands and the predefined
-- logical negation operator are as follows (these are
-- implicitly declared):

-- function "and" (LEFT, RIGHT : BOOLEAN) return BOOLEAN;
-- function "or" (LEFT, FIGHT : BOOLEAN) return BOOLEAN;

-- function "xor" (LEFT. P.GHT : BOOLEAN) return BOOLEAN;

function "not" (RIGHT : BOOLEAN) return BOOLEAN;
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-- Predefined universal types

-- type universal.integer is predefined;

-- The predefined operators for the type universal-integer
-- are as follows (these are implicitly declared):
-- function "w" (LEFT, RIGHT : universal-integer)
-- return BOOLEAN;
-- function "/=" (LEFT, RIGHT : universal- integer)
-- return BOOLEAN;
-- function "V" (LEFT, RIGHT : universal -integer)

-- return BOOLEAN;
-- function "<=" (LEFT, RIGHT universal- integer)
-- return BOOLEAN;
-- function ">" (LEFT, RIGHT : universal- integer)
-- return BOOLEAN;
-- function ">=" (LEFT, RIGHT tuniversal.-integer)

return BOOLEAN;

-- function "+" (RIGHT : universal-integer)
-- return universal- integer;
-- function "-" (RIGHT : universal-integer)
-- return universal. integer ;
-- function "abs" (RIGHT : universal.-integer)
-- return universal -integer;

-- function "+" (LEFT, RIGHT : universal-integer)
-- return universal-integer;
-- function "-" (LEFT. RIGHT : universal-integer)
-- return universal_ integer;
-- function "*" (LEFT, RIGHT : universal-integer)
-- return ur-iversalin:eger;
-- function 'I" (LEFT. RIGHT: universal-integer)

-- return universal- integer;
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-- function "rem" (LEFT, RIGHT : universal-integer)
-- return universal -integer;
-- function "mod" (LEFT, RIGHT : universal-integer)
-- return universal-.integer;

3 -- function "**" (LEFT : universal-integer;
-- RIGHT INTEGER) return universal.-integer;

-- type universal.real is predefined;

-- The predefined operators for the type universal-real
-- are as follovs (these are implicitly declared):
-- function "-" (LEFT, RIGHT : universal.-integer)
-- return BOOLEAN;

function "/=" (LEFT, RIGHT : universal-integer)
-- return BOOLEAN;

-- function "<" (LEFT. RIGHT : universal-integer)
-- return BOOLEAN;
-- function "<=" (LEFT, RIGHT : universal-integer)
-- return BOOLEAN;
-- function ">" (LEFT, RIGHT : universal!_integer)
-- return BOOLEAN;
-- function ">=" (LEFT, RIGHT : universal-integer)
-- return BOOLEAN;

-- function "+" (RIGHT : universal.integer)
-- return unive:sal.-integer;
-- function "-" (RIGHT : universal-integer)
-- return universal!_integer;
-- function "abs" (RIGHT : universal- integer)
-- return universalinteger;
-- function "+" (LEFT, RIGHT : universal-integer)

-- return universal- integer;
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-- function "-" (LEFT, RIGHT : universal.integer)

-- return universal- integer;
-- function 1*" (LEFT. RIGHT : universal-integer)

-- return universal-integer;
-- function "1/"1 (LEFT, RIGHT : universal-integer) 3

-- return universal-integer;

-- function "*W" (LEFT : universal.real;
-- RIGHT : INTEGER) return universal.rea.l;

-- In addition, the following operators are

-- predefined for universal types:

-- function *"* (LEFT : universal~integer;

-- RIGHT : universal-real)

-- return universal.real

-- function "*" (LEFT : universal-real;

-- RIGHT : universal.integer)

-- return universal- real;

-- function "/" (LEFT : universal.real;

-- RIGHT : universal.integer)

-- return universal.real;

-- type universal..fixed is predefined;

-- The only operators declared for this type are:

-- function "*" (LEFT : anyfixed.point.type;

-- RIGHT : any.fixed.point.type)

-- return universal-fixed;

-- function "/" (LEFT : any-fixed.point.type;

-- RIGHT : anyfixed.point.type)

-- return universal..fixed;
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-- Predefined and additional integer types

type SHORT-_SHORT-_INTEGERis range-128 .. 127; -- 8 bits long
-- This is equivalent to -(2*-7) .. (2**7)-1

3 -- The predefined operators for this type are as follows
-- (these are implicitly declared):
-- function "a" (LEFT, RIGHT : SHORT.SHORT.INTEGER)
-- return BOOLEAN;
-- function "/a" (LEFT, RIGHT : SHORTSHORT..INTEGER)
-- return BOOLEAN;
-- function ""' (LEFT, RIGHT : SHORT.SHORT.INTEGER)
-- return BOOLEAN;
-- function "<=" (LEFT, RIGHT : SHORTSHORT-INTEGER)
-- return BOOLEAN;
-- function ">" (LEFT, RIGHT SHORT._SHORT_-INTEGER)
-- return BOOLEAN;
-- function ">=" (LEFT. RIGHT SHORT.-SHORT.INTEGER)

-- return BOOLEAN;

-- function "+" (RIGHT : SHORT.SHORT.INTEGER)
-- return SHORT.-SHORT. INTEGER;
-- function "-" (RIGHT : SHORTSHORT.INTEGER)
-- return SHORTSHORT_.INTEGER;
-- function "abs" (RIGHT : SHORT.SHORTINTEGER)

-- return SHORT.SHORTLINTEGER;
-- function "*" (LEFT,RIGHT: SHORT.SHORTINTEGER)
-- return SHORTS1j!t -INTEGER;
-- function "-. (LEFT,RIGHT: SHORT.SHORT.INTEGER)
-- return SHORT.SHORT._INTEGER;
-- function "*" (LEFT,RIGHT: SHORT.SHORTINTEGER)
-- return SHORTSHORT.INTEGER;
-- function "/" (LEFT,RIGHT: SHORTSHORTINTEGER)

-- return SHORT.SHORT._INTEGER;
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-- function "rea" (LEFT,RIGHT: SHORT.SHORT_ INTEGER)

-- return SHORT.SHORT.-INTEGER;
-- function "mod" (LEFT.RIGHT: SHORT.SHORT.INTEGER)
-- return SHORT.-SHORT_ INTEGER;

3
-- function "**" (LEFT : SHORT-_SHORT-_INTEGER;
-- RIGHT : INTEGER) return SHORT_-SHORT.-INTEGER;

type SHORT.INTEGER is range -32-768 .. 32-767; -- 16 bits long

-- This is equivalent to -(2-*15) (2.-1S)-i
-- The predefined operators for this type are as follous
-- (these are implicitly declared):
-- function '=" (LEFT, RIGHT SHORT-INTEGER) return BOOLEAN;
-- function "/=" (LEFT, RIGHT SHORT-INTEGER) return BOOLEAN;

-- function "V" (LEFT, RIGHT SHORTINTEGER) return BOOLEAN;
-- function "1<" (LEFT, RIGHT SHORT.INTEGER) return BOOLEAN;
-- function >'>" (LEFT, RIGHT SHORT.INTEGER) return BOOLEAN;
-- function " U=" (LELT, RIGHT : SHORT-INTEGER) return BOOLEAN;

-- function "." (RIGHT : SHORT.INTEGER) return SHCRT.INTEGER;
-- function .. " (RIGHT SHORT.INTEGER) return SHORTINTEGER;
-- function "abs"(RIGHT : SHORT.INTEGER) return SHORTINTEGER;
-- function "+" (LEFT, RIGHT : SHORT-INTEGER)
-- return SHORT- INTEGER;
-- function "-" (LEFT, RIGHT SHORT-INTEGER)

-- return SHORT-INTEGER;
-- function "'*" (LEFT, RIGHT : SHORT.INTEGER)
-- return SHORT.INTEGER;

-- function "P" (LEFT, RIGHT : SHORT-INTEGER)
-- return SHORT.-INTEGER;
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-- function "rem" (LEFT. RIGHT : SHORT.INTEGE.)

-- return SHORT.INTEGER;
-- function "mod" (LEFT, RIGHT : SHORT.INTEGER)
-- return SHORT.INTEGER;

-- function "*," (LEFT : SHORT.INTEGER;
-- RIGHT : INTEGER) return SHORT_INTEGER;

type INTEGER is range -2.147.483.648 2.147.483.647;
-- type INTEGER is 32 bits long

-- This is equivalent to -(2**31) (2*.31)-1
-- The predefined operators for this type are as follows
-- (these are implicitly declared):
-- function "a" (LEFT, RIGHT INTEGER) return BOOLEAN;
-- function "/" (LEFT, RIGHT INTEGER) return BOOLEAN;
-- function "c" (LEFT. RIGHT : INTEGER) return BOOLEAN;
-- function "-c" (LEFT, RIGHT INTEGER) return BOOLEAN;
-- function ">" (LEFT, RIGHT : INTEGER) return BOOLEAN;
-- function ">z" (LEFT, RIGHT INTEGER) return BOOLEAN;

-- function "*" (RIGHT : INTEGER) return INTEGER;
-- function ... (RIGHT : INTEGER) return INTEGER;
-- function "abs" (RIGHT : INTEGER) return INTEGER;
-- function "." (LEFT, RIGHT INTEGER) return INTEGER;
-- function "-" (LEFT, RIGHT : INTEGER) return INTEGER;

-- function "" (LEFT, RIGHT : INTEGER) return INTEGER;
-- function "/" (LEFT, RIGHT : INTEGER) return INTEGER;
-- function "rem" (LEFT, RIGHT INTEGER) return INTEGER;
-- function "mod" (LEFT, RIGHT : INTEGER) return INTEGER;

-- function "*-" (LEFT : INTEGER; RIGHT : IN7EGER)
-- return INTEGER;
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-- Predefined INTEGER subtypes

subtype NATURAL is INTEGER range 0 .. INTEGER'LAST;

subtype POSITIVE is INTEGER range 1 INTEGER'LAST;

-- Predefined and additional floating point types

type FLOAT is digits 6 range -- 32 bits long
-2#1.111_1111_-11_11111.1111.-illl*E+127 ..

-- This is equivalent to -(2.0 - 2.0**(-23)) * 2.0**127

-- +(2.0 - 2.0**(-23)) * 2.0**127

-- This is approximately equal to the decimal range:

-- -3.402823E+38 .. +3.402823E+38

-" The predefined operators for this type are as follows
-- (these are implicitly declared);

-- function "al (LEFT, RIGHT : FLOAT) return BOOLEAN;

-- function "/=" (LEFT, RIGHT : FLOAT) return BOOLEAN;

-- function "<" (LEFT, RIGHT : FLOAT) return BOOLEAN;
-- function (<" CLEFT, RIGHT : FLOAT) return BOOLEAN;

-- function "" (LEFT, RIGHT FLOAT) return BOOLEAN;
-- function ">=" (LEFT. RIGHT FLOAT) return BOOLEAN;
-- function "." (RIGHT : FLOAT) return FLOAT;

-" function ... (RIGHT : FLOAT) return FLOAT;

-- function "abs" (RIGHT : FLOAT) return FLOAT;

-- function "+" (LEFT, RIGHT FLOAT) return FLOAT;
-- function (.. CLEFT, RIGHT FLOAT) return FLOAT;

-- function "*" (LEFT, RIGHT FLOAT) return FLOAT;
-- function "/" (LEFT, RIGHT FLOAT) return FLOAT;

-- function "es" (LEFT : FLOAT; RIGHT : INTEGER) return FLOAT;
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type LONG.FLOAT is digits 15 range -- 64 bits long

-- Note: the following ranges are intentionally split
-- over two lines.

3-- In actual Ada programs, the values must be on one line.

1111-1111-1111-1111-1111-1111#E÷1023

-- This is equivalent to -(2.0 - 2.0**(-52)) * 2.0*-1023
-- +(2.0 - 2.0**(-52)) * 2.0-.1023 ..

-- This is approximately equal to the decimal range:
-- -1.797693134862315E÷308 .. ÷1.797693134862315E+308

-- The predefined operators for this type are as follows
-- (these are implicitly declared):
-- function "a" (LEFT. RIGHT : LONG-FLOAT) return BOOLEAN;
-- function "/=" (LEFT. RIGHT : LONG-FLOAT) return BOOLEAN;
-- function "V" (LEFT, RIGHT : LONG-FLOAT) return BOOLEAN;
-- function "<=" (LEFT, RIGHT : LONG-FLOAT) return BOOLEAN;

-- function "" (LEFT. RIGHT : LONG.FLOAT) return BOOLEAN;

-- function "> (LEFT. RIGHT : LONG-FLOAT) return BOOLEAN;
-- function "÷' (RIGHT : LONG.FLOAT) return LONG.FLOAT;
-- function "" (RIGHT LONG-FLOAT) return LONG.FLOAT;

-- function "abs" (RIGHT: LONG-FLOAT) return LONG-FLOAT;

-- function "÷" (LEFT, RIGHT LONG-FLOAT) return LONG-FLOAT;

-- function "-" (LEFT, RIGHT : LONG.FLOAT) return LONG.FLOAT:
-- function _" (LEFT. RIGHT LONG.FLOAT) return LONG.FLOAT;

-- function "/" (LEFT, RIGHT : LONG.FLOAT) return LONG-FLOAT;

function "**" (LEFT : LONG.FLOAT; RIGHT : INTEGER)
return LONG-FLOAT
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-- This implementation does not provide any other
-- floating point types

-- Predefined type DURATION

type DURATION is delta 200.00000.00000-000.-01$ 3
range -86400.0 .. 86-400.0;

-- DURATION'SMALL derived from this delta is 2.0-*(-14),
-- which is the maximum precision that an object of type
-- DURATION can have and still be representable in this

-- implementation. This has an approximate decimal equivalent
-- of 0.000061 (61 microseconds). The predefined operators
-- for the type DURATION are the same as for any
-- fixed point type.

-- This implementation provides many anonymous predefined
-- fixed point types. They consist of fixed point types
-- whose "small" value is a power of 2.0 and whose mantissa
-- can be expressed using 31 or less binary digits.

-- Predefined type CHARACTER

-- The following lists characters for the standard ASCII
-- character set. Character literals corresponding to
-- control characters are not identifiers; they are
-- indicated in italics in this section.

type CHARACTER is
( , st1 .oh, sa:, elx, cot, enq, ack, bet,

bs, ht, If. a, i f, cr, so, si,
dhr., d,:1, dc2, dr'ii, dcq, nak, syn, c/t,
carl, r.,n, sub, (.sC, fs, 95, ,'., us,
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1Q2,'A,' ,,', ,C', ,D' , E_ , 'F, ,/,
' '1', '2', '3', '4', 'S, '', '7',V81, 19 , )., 1;1, IV, $=,o 1>1 I?,•

'.'• 'A' 'B', 'C' 'D', 'E', 'F' 'G'G

W'. 'I', 'z', 'K{, 'L', '}', 'N' d0el

1P)Th *predeRine oSpertr fOr) the, type CHAACER

Or , typo tpe STR IING (RN 3..3

type TR is' arra (PSI TIV rang <V) ofCHRCTR

-- The predefined operators for thie type CARACER asrelo

-- ntio sam (LEFT, fIH STRING) return ty

-- fu 'Pre (LEFTe, tyGo STRING ) reur 36E

Sfunction "s" (LEFT, RIGHT STRING) return BOOLEAN;
-- function "/ (LEFT. RIGHT : STRING) return BOOLEAN;
-- function (LEFT, RIGHT STRING) return BOOLEAN;
-- function "=" (LEFT, RIGHT : STRING) return BOOLEAN;
- function > (LEFT, RIGHT : STRING) return BOOLEAN;

-function ">=11 (LEFT, RIGHT : STRING) return BOOLEAN;
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-- Predefined catenation operators
-- function "i" (LEFT : STRING; RIGHT : STRING)
return STRING;
-- function "'" (LEFT : CHARACTER; RIGHT : STRING)

return STRING; 3

-- function "'& (LEFT : STRING; RIGHT : CHARACTER)

return STRING;
-- function "I" (LEFT : CHARACTER; RIGHT : CHARACTER)
return STRING ;

-- Predefined exceptions
CONSTRAINT-ERROR exception;
NUMERIC-ERROR exception;

PROGRAM.ERRCR exception;
STORAGE-ERROR exception;
TASKING-ERROR exception;

-- Predefined package ASCII
package ASCII is

-- Control characters
NUL constant CHARACTER : nul;

SOH constant CHARACTER : soh;
STX constant CHARACTER :z stz;
ETX constant CHARACTER : etz;
EOT constant CHARACTER : eot;
ENO constant CHARACTER :z enq;
ACK constant CHARACTER : ack;

EEL constant CHARACTER bel;
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BS : constant CHARACTER :a bs;
HT : constant CHARACTER :u hi;
LF : constant CHARACTER :a If;
VT : constant CHARACTER :a ut;

3 FF : constant CHARACTER : if;
CR : constant CHARACTER :a cr;
SO : constant CHARACTER :w so;

SI : constant CHARACTER :w $i;
DLE : constant CHARACTER :a die;
DC1 : constant CHARACTER :- dcl;
DC2 : constant CHARACTER :x dc2;
DC3 : constant CHARACTER :x de3;
DC4 : constant CHARACTER :w dc4;
NAK constant CHARACTER :- nak;
SYN constant CHARACTER :z syn;
ETB : constant CHARACTER :a etb;
CAN constant CHARACTER ;= can;
EN constant CHARACTER :a em;
SUB : constant CHARACTER : sub;
ESC : constant CHARACTER :u esc;
FS : constant CHARACTER :fc;
GS : constant CHARACTER : gs;
RS : constant CHARACTER : rs;
US : constant CHARACTER := us;
DEL : constant CHARACTER : del;

-- other characters
EXCLAM constant CHARACTER =_
QUOTATION : constant CHARACTER :=
SHARP : constant CHARACTER:=
DOLLAR constant CHARACTER:= T;
PERCENT : constant CHARACTER:= ';
AMPERSAND constant CHARACTER:=
COLON constant CHARACTER:--
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SEMICOLON : constant CHARACTER T;

QUERY : constant CHARACTER T;

AT-SIGN : constant CHARACTER '0';
LBRACKET : constant CHARACTER

BACK.SLASH : constant CHARACTER 3

RBRACKET : constant CHARACTER

CIRCUMFLEX : constant CHARACTER

UNDERLINE : constant CHARACTER I
GRAVE : constant CHARACTER

L.BRACE : constant CHARACTER:= T;
BAR : constant CHARACTER := 'j';

RBRACE : constant CHARACTER := '';
TILDE : constant CHARACTER:=

-- Lower case leters

LC.A : constant CHARACTER := 'a';
LC.B : constant CHARACTER : bl;

LCC :constant CHARACTER : c;

LC.D :constant CHARACTER :=d;

LCE : constant CHARACTER 'e';

LCF constant CHARACTER If';

LCG constant CHARACTER :=g;

LCH constant CHARACTER W;

LC.I constant CHARACTER 'i ;

LCJ constant CHARACTER 'j';
LC.K constant CHARACTER : ;
LC.L constant CHARACTER '1';

LCM constant CHARACTER : m ;
LCN constant CHARACTER :z ';

LC.O constant CHARACTER 'o';

LC.P constant CHARACTER 'p';
LCQ constant CHARACTER :v 'q';
LC.R constant CHARACTER 'r';
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LC.S : constant CHARACTER : Is's;

LC.T : constant CHARACTER :a IV;
LC-.U :constant CHARACTER :w 'u ;
LCV :constant CHARACTER :a 'v';

3 LC-W : constant CHARACTER :a 'v ;

LC.X : constant CHARACTER :a 'zx;

LCY : constant CHARACTER :u IV;
LC.Z : constant CHARACTER :a Iz';

end ASCII;

end STANDARD;
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4
F 4. Type Representation

This chapter explains how data objects are represented and allocated by the
HP Ada compiler for the HP 9000 Series 600. 700. and 800 Computer Systems 4
and how to control this using represc.,tation clauses.

The representation of a data object is closely connected with its type.
Therefore, this section successively describes the representation of enumneration.
integer, floating point, fixed point, access. task. array, and record types.
For each class of type, the representation of the corresponding data object
is described. Except for array and record types, the description for each
class of type is independent of the others. Because array and record types
are composite types, it is necessary to understand the represent-itio!, of their
components.

Ada provides several methods to control the layout and size of data objects:
these methods are listed in Table 4-1.

Table 4-1. Methods to Control Layout and Size of Data Objects

Method Type Used O0

pragrna PACK array

prag•la IMPROVE record

enulicration representation clause enulltratlOil1

record repre•,'ntatzorn clause rcror*

size peCificatir.,n clause any type
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F 4.1 Enumeration Types

Syntax (Enumeration representation clause)

for enumeration-type-name use aggregate;

The aggregate used to specify this mapping is written as a one-dimensional
aggregate, for which the index subtype is the enumeration type and the

4 component type is universaLinteger. An others choice is not permitted in this
aggregate.

F 4.1.1 Internal Codes of Enumeration Literals

When no enumeration representation clause applies to an enumeration type,
the internal code associated with an enumeration literal is the position number
of the enumeration literal. Thus, for an enumeration type with ni elements, the
internal codes are the integers 0, 1. 2. .. , n-1.

An enumeration representation clause can be provided to specify the value of
each internal code as described in the Ada RM. section 13.3. The values used
to specify the internal codes must be in the range -(2*31) to (2"31)-1.

The following example illustrates the use of an enumeration representation
clause.
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Example

type COLOR is (RED, ORANGE, YELLOW, GREEN. AQUA, BLUE. VIOLET);

for COLOR use
(RED => 10,

ORANGE => 20.
YELLOW => 40,
GREEN -> 80.

AQUA -> 160, 4
BLUE -> 320,
VIOLET => 640);

In the above example, the internal representation for GREEN will be the
integer SO. The attributes 'PRED and 'SUCC will still return YELLOW and
AQUA, respectively. Also. section 13.3(6) in the .4da R.1 states that the 'POS
attribute will still return the positional value of the enumeration literal. In the
case of GREEN. the value that 'P05 returns will be 3 and not 80. The only way
to examine the internal representation of the eminieration literal is to write the
value to a file or use UNCHECKEDCONVEP.SION to examine the value in niemor,.
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F 4.1.2 Minimum Size of an Enumeration Type or Subtype

The minimum size of an enumeration subtype is the minimum number of bits
necessary for representing the internal codes in normal binary form.

A static subtype of a null range has a minimum size of one. Otherwise, define
m and M to be the smallest and largest values for the internal codes values of
the subtype. The minimum size L is determined as follows:

4 Value or m Calculation of L- Representation
smallest positive integer such that:

m> 0 _.V< -2 1 Unsigned

m < 0 -2L-_ < m and -M_ _< 2__ - - I Signed two's complement

Example

type COLOR is (RED, ORANGE, YELLOW, GREEN, AQUA, BLUE, VIOLET);
-- The minimum size of COLOR is 3 bits.

subtype SUNNY-COLOR is COLOR range ORANGE .. YELLOW;
-- The minimum size of COLOR is 2 bits.
-- be:ause the internal code for YELLOW is 2
-- and (2-0)-1 <= 2 <= (2**2)-l

type TEMPERATURE is (FREEZING, COLD, MILD. WARM, HOT);
for TEMPERATURE use

(FREEZING -> -10,
COLL => 0,
MILD => 10,
WARM => 20,

HOT => 30);
-- The minimum size of TEMPERATURE is 6 bits
-- because with six bits we can represent signed
-- integers between -32 and 31.
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F 4.1.3 Size of an Enumeration Type

When no size specification is applied to an enumeration type, the objects of
that type are represented as signed machine integers. The HP 9000 Series
600, 700, and 800 Computer Systems provides 8-, 16-, and 32-bit integers, and
the compiler automatically selects the smallest signed machine integer that
can hold all of the internal codes of the enumeration type. Thus, the default
size for enumeration types with 128 or less elements is 8 bits. the default size
for enumeration types with 129 to 32768 elements is 16 bits. Because this
implementation does not support enumeration types with more than 3276$ 4
elements, a size specification or enumeration representation clause must be used
for enumeration types that use a 32-bit representation.

When a size specification is applied to an enumeration type, this enumeration
type and all of its subtypes have the size specified by the length clause. The
size specification must specify a value greater than or equal to the minimum

size of the type. Note that if the size specification specifies the minimum size
alrd none of the internal codes are negative integers, the internal representation
will be that of an unsigned type. Thus. when using a size specification of eight
bits. you can have up to 2.56 elements in the enumeration type.

If the enumeration type is used as a component type in an array or
record definition that is further constrained by a prag.ma PACK or a record
r-pre;entation clause. the size of this component will be determined by the
pra.-la PACK or the record representation clause. This allows the array or
r,,cord type to temporarily override anv size specification that may have
applied to the enumeration type.

The Ada compiler provides a complete implementation of size specifications.
N evertheless, because enumeration values are coded using integers, the specified
lentgth rainnot be creater than 32 bits.

F 4.1.4 Alignment of an Enumeration Type

Ali e|,unieration i- b•t,.-alih ned if tie size of 'hl' trpp is les.'. rha:. or equal
t,, eiah' bit.. A:i ,iiiiieratlion tpe is ;,iqned on a 2-.,vte boundary 1 11 bit
or Il,,f-word aii,_,',d, ;i the size of tho ;vpe is in the ranage of '..if; bits. An
enumerat ion t vp. i! aligned on a 4-byte boundary 132 bit or word aliaiked if
tlhe .ize of the t.ype is in the range of 17..32 bits.
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F 4.2 Integer Types

F 4.2.1 Predefined Integer Types

The HP 9000 Series 600, 700, and 800 Computer Systems provides these three
predefined integer types:

type SHORT.SHORT. INTEGER
is range -(2**7) .. (2*.7)-1; -- 8-bit signed

type SHORT.-INTEGER
is range -(2*,15) .. (2**15)-1; -- 16-bit signed

type INTEGER
is range -(2.*31) .. (2**31)-l; -- 32-bit signed

An integer type declared by a declaration of the form

type T is range L .. U;

is implicitly derived from a predefined integer type. The compiler
automatically selects the smallest predefined integer type whose range contains
the values L to U, inclusive.

F 4.2.2 Internal Codes of Integer Values

The internal codes for integer values are represented using the two's
complement biziary method. The compiler does not represent integer values
using any kind of a bias representation. Thus. one internal code will always
represent the same literal value for any Ada integer type.
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F 4.2.3 Minimum Size of an Integer Type or Subtype
The minimum size of an integer subtype is the minimum number of bits
necessary for representing the internal codes of the subtype.

A static subtype of a null range has a minimum size of one. Otherwise, define m
and M to be the smallest and largest values for the internal codes values of the
subtype.

The minimum size L is determined as foWows:

Value of m Calculation of L - Representation
smallest positive integer such that:

M >= 0 M1 < 2 L - I Unsigned

n < 0 -2L-1 < m and Af < 2- - I [Signed two's complement
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Example

type MY.INT is range 0 .. 31;
-- The minimum size of MY.INT is 5 bits using
-- an unsigned representation

subtype SOMEINT is MYINT range S .. 7;
-- The minimum size of SOMEINT is 3 bits.
-- The internal representation of 7 requires three

4 -- binary bits using an unsigned representation.

subtype DYNAMIC.INT is MYINT range L .. U;
-- Assuming that L and U are dynamic,
-- (i.e. not known at compile time)
-- The minimum size of DYNAMICINT is the same as its base type,
-- MYINT, which is 5 bits.

type ALT.INT is range -1 .. 16;
-- The minimum size of MYINT is 6 bits,
-- because using a S-bit signed integer we
-- can only represent numbers in the range -16 .. 15
-- and using a 6-bit signed integer we
-- can represent numbers in the range -32 .. 31
-- Since we must represent 16 as well as -1 the
-- compiler must choose a 6-bit signed representation

4-8 F 4. Type Representation



F 4.2.4 Size of an Integer Type

The sizes of the predefined integer types SHORT.SHORT. INTEGER,
SHORT.INTEGER and INTEGER are 8, 16, and 32 bits, respectively.

When no size specification is applied to an integer type, the default size is that
of the predefined integer type from which it derives, directly or indirectly.

Example

type S is range 80 .. 100;
-- Type S is derived from SHORT.SHORT.INTEGER 4
-- its default size is 8 bits.

type M is range 0 .. 255;
-- Type M is derived from SHORT.INTEGER
-- its default size is 16 bits.

type Z is new M range 80 .. 100;
-- Type Z is indirectly derived from SHORT.INTEGER
-- its default size is 16 bits.

type L is range 0 .. 99999;
-- Type L is derived from INTEGER
-- its default size is 32 bits.

type UNSIGNED.BYTE is range 0 .. (2*-8)-l;
for UNSIGNED.BYTE'SIZE use 8;
-- Type UNSIGNED.BYTE is derived from SHORT.INTEGER
-- its actual size is 8 bits.

type UNSIGNED.HALFWORD is range 0 .. (2**16)-1;
for UNSIGNEDHALFWORD'SIZE use 16;
-- Type UNSIGNED.HALFWORD is derived from INTEGER
-- its actual size is 16 bits.
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When a size specification is applied to an integer type, this integer type
and all of its subtypes have the size specified by the length clause. The size
specification must specify a value greater than or equal to the minimum size
of the type. If the size specification specifies the minimum size and the lower
bound of the range is not negative, the internal representation will be unsigned.
Thus, when using a size specification of eight bits, you can represent an integer
range from 0 to 255.

Using a size specification on an integer type allows you to define unsigned
machine integer types. The compiler fully supports unsigned machine integer

4 types that are either 8 or 16 bits. The 8-bit unsigned machine integer type
is derived from the 16-bit predefiied type SHORT_-INTEGER. Using the S-bit
unsigned integer type in an expression results in it being converted to the
predefined 16-bit signed type for use in the expression. This same method also
applies to the 16-bit unsigned machine integer type, such that using the type in
an expression results in a conversion to the predefined 32-bit signed type.

However. Ada does not allow the definition of an unsigned integer type that
has a greater range than the largest predefined integer type. INTEGER is the
largest predefined integer type and is represented as a 32-bit signed machine
integer. Because the Ada language requires predefined integer types to be
symmetric about zero (Ada RM, section 3.5.4), it is not possible to define a
32-bit unsigned machine integer type because the largest predefined integer
type. INTEGER, is also a 32-bit type.

If the integer type is used as a component type in an array or record definition
that is further constrained by a pragma PACK or record representation clause.
the size of this component will be determined by the pragma PACK or record
representation clause. This allows the array or record type to temporarily
override any size specification that may have applied to the integer type.

The Ada compiler provides a complete implementation of size specifications.
Nevertheless, because ilntegers are coded using machine integers, the specified
length canniot be greater than 32 bits.

4-10 F 4. Type Representation



F 4.2.5 Alignment of an Integer Type

An integer type is byte-aligned if the size of the type is less than or equal to
eight bits. An integer type is aligned on a 2-byte boundary (16 bit or half-word
aligned) if the size of the type is in the range of 9..16 bits. An integer type is
aligned on a 4-byte boundary (32 bit or word aligned) if the size of the type is
in the range of 17..32 bits.

F 4.2.6 Performance of an Integer Type 4

The type INTEGER is the most efficient of the integer types in Ada/800 because
the hardware can access these integers and perform overflow checks on them
with no additional cost. For the smaller integer types (SHORT-INTEGER and
SHORT-_SHORT-INTEGER), the compiler must emit additional instructions for
access and overflow checking that increase both the execution time and the size
of the generated code.

F 4. Type Representation 4.11



F 4.3 Floating Point Types

F 4.3.1 Predefined Floating Point Types
The HP 9000 Series 600/700/800 Computer Systems provides two predefined
floating point types.

type FLOAT is digits 6 range
"-(2.0 - 2.0.*(-23))*(2.0-127)
4+(20 - 2.0**(-23))*(2.0**127);

-- This expresses the decimal range -3.40282E*38 .. 3.40282E+38

type LONG.FLOAT is digits 15 range
-(2.0 - 2.0s*(-S2))*(2.0**1023)
+(2.0 - 2.0*.(-52))*(2.0**1023);

-- This expresses the decimal range:
-- -1.79769313486231SE÷308 .. *1.79769313486231SE4308

A floating point type declared by a declaration of the form

type T is digits D [range L .. U];

is implicitly derived from a predefined floating point type. The compiler
automatically selects the smaller of the two predefined floating point types.
FLOAT or LONG.FLOAT. whose number of digits is greater than or equal to D and
that coutains the values L to U inclusive.

F 4.3.2 Internal Codes of Floating Point Values
The intornal codes for floating point values are represented using the IEEE
standard formats for single precision and double precision floats.

The values of the predefined type FLOAT are represented using the single
precision float format. The values of the predefined type LONG-FLOAT are
represented using the double precision float format. The values of any other
floating point type are represented in the same way as the values of the
predeflied type from which it derives. directly or indirectly.
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The internal representation of the IEEE floating point types can be described
by the following Ada specification

type BIT is range 0..1;
for BIT'SIZE use 1;

-- IEEE representation for 32-bit FLOAT type

FLOAT32-BIAS : constant :- 2**7-1; 4

type FLOAT32-EXPONENT is range 0 .. 2**8-1;

for FLOAT32.EXPONENT'SIZE use 8;

type FLOAT32-MANTISSA is array(O..22) of BIT;

for FLOAT32.MANTISSA'SIZE use 23;

type FLOAT32-REC is
record

SIGN.BIT BIT;
EXPONENT FLOAT32_EXPONIENT;
MANT:SSA FLOAT32_MANTISSA;

end record;
for FLOAT32_REC use

record
SIGN.BIT at 0 range 0 .. 0;

EXPONENT at 0 range 1 . 8;
MANTISSA at 0 range 9 .. 31;

end reccrd;
for FLOAT32_.REC'SIZE use 32;

-- IEEE recresentation for 64-b:t FLOAT type

FLOAT64_BIAS : constant := 2e**0-1;

type FLOAT64-EXPONENT is range 0 .. 2**11-1;
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for FLOAT64-EXPONENTISIZE use 11;

type FLOAT64.MANTISSA is array(O..51) of BIT;
for FLOAT64.MANTISSA'SIZE use 52;

type FLOAT64.REC is
record

SIGN.BIT BIT;
EXPONENT FLOAT64.EXPONENT;

4 MANTISSA, FLOAT64..MANTISSA;
and record;

for FLOAT64-REC use
record

SIGN-BIT at 0 range 0 .. 0;
EXPONENT at 0 range I .. 11;
MANTISSA at 0 range 12 .. 63;

end record;
for FLOAT64-REC'SIZE use 64;
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F 4.3.3 Minimum Size of a Floating Point Type or Subtype

The minimum size of a floating point subtype is 32 bits if its base type is
FLOAT or a type derived from FLOAT; it is 64 bits if its base type is LONG-FLOAT
or a type derived from LONG-FLOAT.

F 4.3.4 Size of a Floating Point Type

The only size that can be specified for a floating point type in a size 4
specification is its default size (32 or 64 bits). I
F 4.3.5 Alignment of a Floating Point Type

A floating point type FLOAT is aligned on a 4-byte boundary ,32 bit or word
"aligned). The floating point type LONG.FLOAT is aligned on an S-byte boundary
(64 bit or double-word aligned).
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F 4.4 Fixed Point Types

F 4.4.1 Predefined Fixed Point Types

To implement fixed point types, the HP 9000 Series 600, 700, and 800
Computer System provides a set of three anonymous predefined fixed point
types of this form:

4 type SHORT.FIXED is delta D range
-(2**7)*SKALL .. *((2**7)-1)*SMALL;

for SHORT.FIXED'SMALL use SMALL;
for SHORTFIXED'SIZE use 8;

type FIXED is delta D range
-(2**15)*SMALL .. +((2**15)-l)*SMALL;

for FIXED'SMALL use SMALL;
for FIXED'SIZE use 16;

type LONG.FIXED is delta D range
-(2*=31)*SMALL .. +((2**31)-1)*SMALL;

for LONG.FIXED'SMALL use SMAI.L;
for LONG.FIXED'SIZE use 32;

-- In the above type definitions SMALL is the largest
-- power of two that is less than or equal to D.

A fixed point type declared by a declaration of the form

type T is delta D range L .. U;

is implicitly derivpd from oc,' of the predefined fixed point types.
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The compiler automatically selects the smallest predefined fixed point type
using the following method:

i Choose the largest power of two that is not greater than the value specified
for the delta to use as SMALL.

"* Determine the ranges for the three predefined fixed point types using the

value obtained for SMALL.

"* Select the smallest predefined fixed point type whose range contains the
values L-SMALL to U-SMALL, inclusive.

Using the above method, it is possible that the values L and U lie outside the 4

range of the compiler-selected fixed point type. For this reason, the values used
in a fixed point range constraint should be expressed as follows, to guarantee
that the values of L and U are representable in the resulting fixed point type:

type ANY-FIXED is delta D range L-D .. U*D;
-- The values of L and U are guaranteed to be
-- representable in the type ANY.FIXED.

F 4.4.2 Internal Codes of Fixed Point Values

The internal codes for fixed point values are represented using the two's
complement binary method as integer multiples of 'SMALL. The value of a fixed
point object is 'SMALL multiplied by the stored internal code.

F 4.4.3 Small of a Fixed Point Type

The Ada compiler requires that the value assigned to 'SMALL is alway• a power
of two. Ada does not support a length clause that specifies a 'SMALL for a fixed
point type that is not a power of two.

If a fixed poil, T *'pe doe:: not have a length dau',, that specifies tii,: viu',ue to

w,(e for 'SMALL. the value of 'SMALL is determmed by the compiler accordii,• toJ
Ow) rules in th, .4da R,1. section 3.5.9.
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F 4.4.4 Minimum Size of a Fixed Point Type or Subtype

The minimum size of a fixed point subtype is the minimum number of binary
digits necessary to represent the values in the range of the subtype using the
'SMALL of the base type.

A static subtype of a null range has a minimum size of one. Otherwise, define
s and S to be the bounds of the subtype, define m and H to be the smallest
and greatest model numbers of the base type, and let i and I be the integer
representations for the model numbers m and M. The following axioms hold:

< 3 M < M <= S

m - T'BASE'SHALL <a s
H + T'BASE'SHALL >a S
M a T'BASE'LARGE
i a / T'BASE'SMALL
I = M / T'BASE'SMALL

The minimum size L is determined as follows:

Value of i Calculation of L - Representation

smallest positive integer sudi that:

> 0 1 < 2L" -_I_ Unsigned

I < 0 <-2-I <i and 1< 2L- - I Signed two's cumplement
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Example

type UF is delta 0.1 range 0.0 .. 100.0;
-- The value used for 'SMALL is 0.0625
-- The minimum size of UF is 11 bits,
-- seven bits before the decimal point
-- four bits after the decimal point
-- and no bits for the sign.

type SF is delta 16.0 range -400.0 .. 400.0;
-- The minimum size of SF is 6 bits, 4
-- nine bits to represent the range 0 to 511
-- less four bits by the implied decimal point of 16.0
-- and one bit for the sign.

subtype UFS is UF delta 4.0 range 0.0 .. 31.0;

-- The minimum size of UFS is 9 bits,
-- five bits to represent the range 0 to 31
-- four bits for the small of 0.0625 from the base type
-- and no bits for the sign.

subtype SFD is SF range X .. Y;
-- Assuming that X and Y are not static, the minimum size
-- of SFD is 6 bits. (the same as its base type)
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F 4.4.5 Size of a Fixed Point Type

The sizes of the anonymous predefined fixed point types SHORT.FIXED, FIXED,
and LONG-FIXED are 8, 16, and 32 bits, respectively.

When no size specification is applied to a fixed point type, the default size
is that of the predefined fixed point type from which it derives, directly or
indirectly.

4 Example

type Q is delta 0.01 range 0.00 .. 1.00;
-- Type Q is derived from an 8-bit predefined
-- fixed point type, its default size is 8 bits.

type R is delta 0.01 range 0.00 .. 2.00;

-- Type R is derived from a 16-bit predefined
-- fixed point type, its default size is 16 bits.

type S is neo R range 0.00 .. 1.00;
-- Type S is indirectly derived from a 16-bit predefined
-- fixed point type, its default size is 16 bits.

type SF is delta 16.0 range -400.0 .. 400.0;
for SF'SIZE use 6;
-- Type SF is derived from an 8-bit predefined
-- fixed point type, its actual size is 6 bits.

type UF is delta 0.1 range 0.0 .. 100.0;
for UF'SIZE use 11;
-- Type UF is derived from a 16-bit predefined
-- fixed point type, its actual size is 11 bits.
-- The value used for 'SMALL is 0.0625
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When a size specification is applied to a fixed point type, this fixed point type
and all of its subtypes have the size specified by the length clause. The size
specification must specify a value greater than or equal to the minimum size
of the type. If the size specification specifies the minimum size and the lower
bound of the range is not negative, the internal representation will be that of
an unsigned type.

If the fixed point type is used as a component type in an array or
record definition that is further constrained by a pragmia PACK or record
representation clause, the size of this component will be determined by the
pragma PACK or record representation clause. This allows the array or record 4
type to temporarily override any size specification that may have applied to the
fixed point type.

The Ada compiler provides a complete implementation of size specifications.
Nevertheless. because fixed point objects are coded using machine integers. the
specified length cannot be greater than :32 bits.

F 4.4.6 Alignment of a Fixed Point Type

A fixed point type is byte-aligned if the size of the type is less than or equal
to eight bits. A fixed point type is aligned on a 2-byte boundary (16 bit or
half-word aligned) if the size of the type is iL the range of 9..16 bits. A fixed
poii' type is aligned on a 4-byte boundary f32 bit or word alig,.d i if the size
of the type is in the range of 17..32 bits.
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F 4.5 Access Types

F 4.5.1 Internal Codes of Access Values

In the program generated by the compiler, access values are represented
using 32-bit machine addresses. The predefined generic function
UNCHECKED.CONVERSION can be used to convert the internal representation
of an access value into any other 32-bit type. You can also use
UNCHECKED-CONVERSION to assign any 32-bit value into an access value. When
interfacing with externally supplied data structures, it may be necessary to use
the generic function UNCHECKED-CONVERSION to convert a value of the type
SYSTEM. ADDRESS into the internal representation of an access value. Programs
that use UNCHECKEDSCONVERSION in this manner cannot be considered portable
across different implementations of Ada.

F 4.5.2 Collection Size for Access Types

A length clause that specifies the collection size is allowed for an access type.
This collection size applies to all objects of this type and any type derived
from this type, as well as any and all subtypes of these types. Thus, a length
clause that specifies the collection size is only allowed for the original base type
definition and not for any subtype or derived type of the base type.

When no specification of collection size applies to an access type. tlhe attribute
STORAGE-SIZE returns zero, In this case. the compiler will d% vamically manange
the storage for the access type and it is n~ot possible to determizze directly the
amount of storage available in the collection for the access type.
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The recommended format of a collection size length clause is:

U.NUM: constant : 50; -- The maximum number
of elements needed

U.SIZE: constant : <Usiz>; -- Substitute the value
-- of U'SIZE here

-- The constant U.SIZE should also be:

-- 1. a multiple of two
-- 2. greater than or equal to four 4

-- Additionally. the type U must have a static size

type P is access U; -- Type U is any
-- non-dynamic user defined type.
for P'STORAGE.SIZE use (U.SIZE*UNUM)+4;

In the above example we have specified a collection size that is large enough to
contain 50 objects of the type U. There is a constant overhead of four bytes for
each storage collection. Because the collection manager rounds the element size
to be a multiple of two that is four or greater. you must ensure that USIZE
ib the smallest multiple of two that is greater than or equal to U'SIZE and is
greater than or equal to four.

You can alko provide a length claus.e that specifies the collection size for a type
that has a d*vnamic size. It is only possible to specify an upper limit on the
amount of memory that can he used by all instances of objects that are of this
dynamic type. Because the size is dynamic. you cannot specify the number of
elements in the collection.
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F 4.5.3 Minimum Size of an Access Type or Subtype

The minimum size of an access type is always 32 bits.

F 4.5.4 Size of an Access Type

The size of an access type is 32 bits, the same as its minimum size.

The only size that can be specified for an access type in a size specification
clause is its usual size (32 bits).

F 4.5.5 Alignment of an Access Type

An access type is aligned on a 4-byte boundary (32 bit or word-aligned).
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F 4.6 Task Types

F 4.6.1 Internal Codes of Task Values

In the program generated by the compiler, task type objects are represented
using 32-bit machine addresses.

4
F 4.6.2 Storage for a Task Activation

The value returned by the attribute 'STORAGE.SIZE has three cases.

" For a task type without a length clause and using the default storage size at
bind time, the attribute 'STORAGE-SIZE returns the default task storage size.

"* For a task type without a length clause and using the bind-time option -W
b,-t,nnn to set the task storage size. the attribute 'STORAGE-SIZE returns
nnn*1024.

"* For a task type with a length clause, the attribute 'STrRAGESIZE returns
the value used in the length clause.

When a length clause is used on a task type it specifies the number of storage
units reserved for an activation of a task of this type (Ada RM 13.2 (10)).
This space includes both the task stack space and a private data section of
approximately .5400 bytes. The private data section contains the Task Control
Block which has information used by the Ada runtime to manage the task.
The size specified in the length clause must be greater than this minimum
size. otherwise a TASKINGERROR exception will be generated during the
elaboration of the activatioi, of a task object of this type. The stack space
requirements for the task object must also be considered. If the stack space is
inssufficient during the execution of the task. the exception STORAGE-ERROR
will be rai-,_d and the task object will be terminared.
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An example that sets the storage usage for a task type that needs 4K bytes of
stack space:

task type MYTASK.TYPE is
entry START;
entry STOP;

end HY.TASK.TYPE;

for MYTASK.TYPE'STORAGESIZE use 5400 + (4 * 1024);
-- Allocates a 4K stack.

4

F 4.6.3 Minimum Size of a Task Stack

The task object will use 800 bytes of stack space in the first stack frame. Some
additional stack space is required to make calls into the Ada runtime. The
smallest value that can be safely used for a task with minimal stack needs is
approximately 2000 bytes. If the task object has local variables or if it makes
calls to other subprograms, the stack storage requirements will be larger. The
actual amount of stack space used by a task will need to be determined by trial
and error. If a tasking program raises STORAGE.ERROR or behaves abnormally,
you should increase the stack space for the tasks.

F 4.6.4 Limitation on Length Clause for Derived Task Types

If a task type has a storage size length clause, the storage size applies to all
task objects of this type and any task type derived from this type. Thus. a
length clause that specifies the storage size is only allowed for the original task
type definition and not for any derived task type.
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F 4.6.5 Minimum Size of a Task Type or Subtype

The minimum size of a task type is always 32 bits.

F 4.6.6 Size of a Task Type

The size of a task type is 32 bits, the same as its minimum size.

The only size that can be specified for a task type in a size specification clause
is its usual size (32 bits). 4

F 4.6.7 Alignment of a Task Type

A task type is aligned on a 4-byte boundary (32 bit or word aligned).
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F 4.7 Array Types

F 4.7.1 Layout of an Array

Each array is allocated in a contiguous area of storage units. All the
components have the same size. A gap may exist between two consecutive
components (and after the last component). All the gaps are the same size, as

4 shown in Figure 4-1.

C-IToo-¶ GQe Ca"eoawM Gap COMPc'ww G.10

Lr.." 3"033

Figure 4-1. Layout of an Array

F 4.7.2 Array Component Size and Pragma PACK

If the array is not packed. the size of each component is the ,ize of the
component type. This size is the default size of the component type unless a
size specification applies to the component type.

If the array is packed and the array component type is neitler a record nor
array type. the size of !he component is the minimum size of _he component
type. The minimum size of the component type is used even if a size
specification applies to the component type_
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Packing the array I as no effect on the size of the components when the
component type is a record or array type.

Example

type A is array(1..8) of BOOLEAN;
-- The component size of A is the default size
-- of the type BOOLEAN: 8 bits.

type B is array(l..8) of BOOLEAN; 4
pragma PACK(B);
-- The component size of B is the minimum size
-- of the type BOOLEAN: I bit.

type DECIMAL.DIGIT is range 0..9;
-- The default size for DECIMAL-DIGIT is 8 bits
-- The minimum size for DECIMAL-DIGIT is 4 bits

type BCD.-NT.PACKED is array(1..8) of DECIMAL.DIGIT;
-- The component size of BCD.NOTPACKED is the default
-- size of the type DECIMAL.DIGIT: 8 bits.

type BCD-PACKED is array(l..8) of DECIMAL.DIGIT;
pragma PACK(ECDPACKED);
-- The component size of BCD.PACKED is the minimum
-- size of the type DECIMAL-DIGIT: 4 bits.

F 4.7.3 Array Gap Size and Pragma PACK

If the array type is not packed and the component type is a record type
without a size spe.cificarion clause, the compiler may choose a representation
for the array wiTh a gap after 'ach component. Inserting gaps optimize5 acces_-
to the array components. The size. of the gap is chosen so that eacl, arra.,
component begins on an alignment boundary.

If the array t-p•, is packed. the compiler will generally not insert a oap between
the array components. In such cages. access to array components can be slower
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because the array components will not always be aligned correctly. However,
in the specific case where the component type is a record and the record has
a record representation clause specifying an alignment, the alignment will be
honored and gaps may be inserted in the packed array type.

Example

type R is
record

4 K INTEGER; -- Type Integer is word aligned.
B BOOLEAN; -- Type Boolean is byte aligned.

end record;
-- Record type R is word aligned. Its size is 40 bits.

type A is array(l..10) of R;
-- A gap of three bytes is inserted after each array
-- component in order to respect the alignment of type R.
-- The size of array type A is 640 bits.

type PA is array(l..10) of R;
pragma PACK(PA);
-- There are no gaps in an array of type PA because
-- of the pragma PACK statement on type PA.
-- The size of array type PA is 400 bits.

type NR is new R;
for NR'SIZE use 40;

type B is array(1..10) of NR;
There are no gaps in an array of type B because

-- of the size specification clause on type NR.
-- The size of array type B is 400 bits.
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F 4.7.4 Size of an Array Type or Subtype

The size of an array subtype is obtained by multiplying the number of its
components by the sum of the size of the component and the size of the gap.

The size of an array type or subtype cannot be computed at compile time if
any of the following are true:

"* If the array has non-static constraints or if it is an unconstrained type with
non-static index subtypes (because the number of components can then only
be determined at run time) 4

"* If the components are records or arrays and their constraints or the
constraints of their subcomponents are not static (because the size of the
components and the size of the gaps can then only be determined at run
time). Pragma PACK is not allowed in this case.

As indicated above, the effect of a pragma PACK on an array type is to
suppress the gaps and to reduce the size of the components, if possible. The
consequence of packing an array type is thus to reduce its size.

Array packing is fully" implemented by the Ada compiler with this limitation:
if the components of an array type are records or arrays and their constraints
or the constraints of their subcomponents are not static, the compiler ignores
anr' prawma PACK statement applied to the array type and issues a warning
message.

A size specification applied to an array type has no effect. The only size that
the compiler will accept in such a length clause is the usual size. Nevertheless.
such a length clause can be used to verify that the layout of an array is as
expected by the application.
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F 4.7.5 Alignment of an Array Type

If no pragma PACK applies to an array type and no size specification applies to
the component type, the array type is aligned as the component type would
have been.

If a pragma PACK applies to an array type or if a size specification applies to
the component type (so that there are no gaps), the alignment of the array
type is as given in Table 4-2

4 Table 4-2. Alignment and Pragma PACK

Component Component
(Normal (Alignment Within the Array)

Aligunment) Double-Word Word Half-Word Byte Bit

Double-Word Double-Word N%'rrd Half-Word Byte Bit

Word Word Word Half-Word Byte Bit

Half-Word Half-Word Half-Word Half-Word Byte Bit

Byte Byte Byte Byte Byte Bit

Bit Bit Bit Bit Bit Bit
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F 4.8 Record Types
Syntax (record representation clause)

for record-type-name use
record C alignment-clause I

[component-clause)

end record;

Syntax (alignment clause)

at mod static-expression

Syntax (component clause)

record-coinponent-naime at ;tah ic-expression
range slatic-ezpression.. static-expression

F 4.8.1 Layout of a Record

A record is allocated in a contiguous area of storage units. The size of a record
depends ont the size of its componontc and the size of any gaps between the
r'omponents. The compiler may add additional components to the record.
These components are called implicit components.

The positions and sizes of the components of a record type object can be
controlled using a record representation clause as described in the Ada RM.
section 13.4. If the record conwains compiler-generated implicit components.
their position also can be controlled using the proper component clause. For
more details, see section 1-1 4.S.6 Implicit Components:. In the implementation
for the HP 9000 SerieF 600. 700. and SOO Computer Systems. there is rno
restriction on the position that cari be specified for a component of a record.
If the comnpontent is not a record or an array, its size can be any size from the
minimui, size to the default size uf its bace type. If the component is a record
or an array, its size mu.t be the size of its base type.
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Example (Record with a representation clause):

type PSWBIT is new BOOLEAN;
for PSW.BIT'SIZE use 1;

type CARRY-BORROW is array (1,.8) of PSWBIT;
pragma PACK (CARRYBORROW);

FIRST-BYTE constant := 0;
CABO-BYTE constant := 1;
THIRD-BYTE constant : 2;
SYSMASKBYTE: constant : 3;

type PSW is
record

T PSWBIT;
H PSW.BIT;
L PSWBIT;
N PSWBIT;
X PSWBIT;
B PSW.BIT;
C PSW.BIT;
V PSWBIT;
M PSW.BIT;
CB CARRYBORROW;
R PSW.BIT;
Q PSWBIT;
P PSWBIT;
D PSWBIT;
I PSW.BIT;

end record;

-- This type can be used to map the status register of
-- the HP-PA processor.
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for PSW use
record at mod 4;

T at FIRSTBYTE range 7..7;
H at SECOND-BYTE range 0..0;
L at SECOND-BYTE range 1..1;

N at SECOND-BYTE range 2..2;
X at SECOND-BYTE range 3..3;
B at SECOND-BYTE range 4..4;
C at SECOND.BYTE range S..5;
V at SECOND.BYTE range 6..6; 4
M at SECOND.BYTE range 7..7;
CB at CABO.BYTE range 0. 7;
R at SYSMASKBYTE range 3. .3;
Q at SYSMASKBYTE range 4. 4;
P at SYSMASKBYTE range S. .5;
D at SYSMASK.BYTE range 6. 6;
I at SYSMASK.BYTE range 7. .7;

end record;

In the above exanmple, the record tepresentation clause explicitly tells the
compiler both the position and size for each of the record components. The
optional alignment clause specifies a 4-byte alignment for this record. In this
example every component has a corresponding component clause, although
it is not required. If one is not supplied, the choice of the storage place for
that component is left to the compiler. If component clauses are given for all
components, including any implicit components, the record representation
clause completely specifies the representation of the record type and will be
obeyed exactl. by the compiler.

F 4.8.2 Bit Ordering in a Component Clause

The HP Ada compiler for the HP 9000 Series SOO Computer System itumbers
the bits in a component clause starting from the most significant bit. Thus. bit
zero represent5 the most .significant bit of an S-hit byte and bit seven repreecnts
the le&st signmificant bit of The hyte.
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F 4.8.3 Value used for SYSTEM.STORAGE_ UNIT

The smallest directly addressable unit on the HP 900') Series 600/700/800
Computer Systems is the 8-bit byte. This is the value used for
SYSTEM. STORAGE.UNIT that is implicitly used in a component clause. A
component clause specifies an offset and a bit range. The offset in a component
clause is measured in units of SYSTEM.STORAGE.UNIT, which for the HP 9000
Series 600/700/800 Computer Systems is an 8-bit byte.

The compiler determines the actual bit address for a record component by
4 combining the byte offset with the bit range. There are several different

ways to refer to the same bit address. In the following example, each of the
component clauses refer to the same bit address.

Example

COMPONENT at 0 range 16 .. 18;
COMPONENT at 1 range 8 .. 10;
COMPONENT at 2 range 0 .. 2;

F 4.8.4 Compiler-Chosen Record Layout

If no component clause applies to a component of a record, its size is the size
of the base type. Its location in the record layout is chosen by the compiler so
as to optimize access to the component. That is, each component of a record
follows the natural alignment of the component's base type. Moreover. the
compiler chooses the position of the components to reduce the number of gaps
or holes in the record and additionally to reduce the size of the record.
Because of these optimizations, there is no connection between the order of
the components in a record type declaration and the positions chosen by the
compiler for the components in a record object.
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F 4.8.5 Change in Representation

It is possible to apply a record representation clause to a derived record type.
This allows a record type to possibly have several alternative representations.
Thus, the compiler fully supports the "Change in Representation" as described
in the Ada RM, section 13.6.

F 4.8.6 Implicit Components

In some circumstances, access to a record object or to a component of a
record object involves computing information that only depends on the
discriminant values or on a value that is known only at run time. To avoid
unnecessary recomputation, the compiler reserves space in the record to store
this information. The compiler will update this information whenever a
discriminant on which it depends changes. The compiler uses this information
whenever the component that depends on this information is accessed. This
information is stored in special components called implicit components. There
are three different kinds of implicit components:

"* Components that contain an offset value.

"* Components that contain information about the record object.

"a Components that are descriptors.
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Implicit components that contain an offset value from the beginning of the
record are used to access indirect components. Implicit components of this
kind are called offset components. The compiler introduces implicit offset
components whenever a record contains indirect components. These implicit
components are considered to be declared before any variant part in the record
type definition. Implicit components of this kind cannot be suppressed by
using the pragma IMPROVE.

Implicit components that contain information about the record object are used
when the record object or component of a record object is accessed. Implicit
components of this kind are used to make references to the record object
or to make record components more efficient. These implicit components
are considered to be declared before any variant part in the record type
definition. There are two implicit components of this kind: RECORD-SIZE and
VARIANT-INDEX. Implicit components of this kind can be suppressed by using
the pragnma IMPROVE.

The third kind of implicit components are descriptors that are used when
accessing a record component. The implicit component exists whenever the
record has an array or record component that depends on a discriminant of
the record. An implicit component of this kind is considered to be declared
immediately before the record component it is associated with. There are two
implicit components of this kind: ARRAY.DESCRIPTOR and RECORD_-DESCRIPTOR.
Implicit components of this kind cannot be suppressed by using the pragma
IMPROVE.

Note The -S option (Assembly Option) to the ada(1) command is
useful for finding out what implicit components are associated
with the record type. This option will detail the exact
representation for all record types defined in a compilation unit.
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F 4.8.7 Indirect Components

If the offset of a component cannot be computed at compile time, the compiler
will reserve space in the rec(rd for the computed offset. The compiler computes
the value to be stored in this offset at run time. A component that depends on
a run time computed offset is said to be an indirect component, while other
components are said to be direct.

A pictorial example of a record layout with an indirect component is shown in
Figure 4-2.
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Figure 4-2. Record layout with an Indirect Component

In the above example. the component D has an offset that cannot be computed
at compile time. The compiler then will reserve space in the record to store the
computed offset and will store this offset at run time. The other rontporients
ýjA. B. and C) are all direct components because their offsets can all he
computed at compile time.
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F 4.8.8 Dynamic Components

If a record component is a record or an arrav, the size of the component may
need to be computed at run time and may depend on the discriminants of the
record. These components are called dynamic components.

Example (Record with dynamic components):

type URNG is range 0..255;

type UC.ARRAY is array(U.RNG range <>) of INTEGER;

-- The type GRAPH has two dynamic components: X and Y.

type GRAPH (X.LEN, Y.LEN: URNG) is
record

X UCARRAY(1 .. X-LEN);

-- The size of X depends on X.LEN
Y : UCARRAY(1 Y.LEN);

-- The size of Y depends on Y.LEN
end record;

type DEVICE is (SCREEN, PRINTER);

type COLOR is (GREEN, RED, BLUE);

Q : U.RNG;
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-- The type PICTURE has two dynamic components: R and T.

type PICTURE (N : U_RNG; D DEVICE) is
record

Rf GRAPH(NN); -- The size of R depends on N
T GRkPH(QQ); -- The size of T depends on Q
case D is

when SCREEN => C : COLOR; 4
when PRINTER -> null;

end case;
end record;

Any component that is placed after a dynamic component ha- an offset
that cannot be evaluated at compile time and is thus indirect. To minimize
the number of indirect components, the compiler groups the dynamic
components and places them at the end of the record. Due to this strateg.
the only indirect components are dynamic components. However, all dynamic
components are not necessarily indirect. The compiler can usually compute the
offset of the first dynamic component and thus it becomes a direct compionent.
AnY additional dynamic components are then indirect components.
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A pictorial example of the data layout for the record type PICTURE is shown in
Figure 4-3.
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Figure 4.3. Example of a Data Layout
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F 4.8.9 Representation of the Offset of an Indirect Component

The offset of an indirect component is always expressed in storage units, which
for the HP 9000 Series 600, 700, and 800 Computer System are bytes. The
space that the compiler reserves for the offset of an indirect component must
be large enough to store the maximum potential offset. The compiler will
choose the size of an offset component to be either an 8-, 16-, or 32-bit object.
It is possible to further reduce the size in bits of this component by specifying
it in a component clause.

If C is the name of an indirect component, the offset of this component can 4
be denoted in a component clause by the implementation-generated name
C 'OFFSET.

Example (Pecord representation clause for the type GRAPH)

for GRAPH use
record

XLEN at 0 range 0..7;
Y.LEN at 1 range 0..7;
X'OFFSET at 2 range 0..15;

end record;

-- The bit range for the implicit component
-- X'OFFSET could have been specified as 0..11
-- This would make access to X much slower

In this example we have used a component clause to specify the location of
an offset for a dynamic component. In this example the compiler will choose
Y to be the first dynamic compoe'_it and as such it will have a static offset.
The component X will be placed immediately after the end of component Y by
the compiler at run time. At run time the compiler will store the offset of this
location in the field X'OFFSET. Any references to X will have additional code to
compute the run time address of X using the X'OFFSET field. References to Y
will be direc, references-
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F 4.8.10 The Implicit Component RECORD.SIZE

This implicit component is created by the compiler whenever a record with
discriminants has a variant part and the discriminant that defines the variant
part has a default expression (that is, a record type that possibly could be
unconstrained.) The component 'RECORD.SIZE contains the size of the storage
space required to represent the current variant of the record object. Note that
the actual storage allocated for the record object may be more than this.

The value of a RECORD-SIZE component may denote a number of bits or a
4 number of storage units (bytes). In most cases it denotes a number of storage

units (bytes), but if any component clause specifies that a component of the
record type has an offset or a size that cannot be expressed using storage units,
the value designates a number of bits.

The implicit component RECORD.SIZE must be large enough to score the
maximum size that the record type can attain. The compiler evaluates this
size. calls it MS, and considers the type of RECORD-SIZE to be an anonymous
integer type whose range is 0 . . MS.

If R is the name of a record type, this implicit component can be denoted in a
component clause by the implementation-generated name R'RECORD.SIZE.

F 4.8.11 The Implicit Component VARIANT-INDEX

This implicit component is created by the compiler whenever the record type
has a variant part. It indicates the set of components that are present in a
record object. It is used when a discriminant check is to be done.

Within a variant part of a record type, the compiler numbers component lists
that themselves do not contain a variant part. These numbers are the possible
values for the implicit component VARIANT-INDEX. The compiler uses this
number to determine which components of the variant record are currently
valid.
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Example (Record with a variant part):

type VEHICLE is (AIRCRAFT, ROCKET, BOAT. CAR);

type DESCRIPTION( KIND : VEHICLE := CAR) is
record

SPEED : INTEGER;
case KIND is

when AIRCRAFT I CAR =>
WHEELS : INTEGER;
case KIND is 4

when AIRCRAFT a> -- VARIANT.INDEX is I
WINGSPAN : INTEGER;

when others => -- VARIANT.INDEX is 2
null;

end case;
when BOAT => -- VARIANT-INDEX is 3

STEAM : BOOLEAN;
when ROCKET m> -- VARIANT-INDEX is 4

STAGES : INTEGER;
end case;

end record;

In the above example. the value of the variant index indicates which of the
components are present iii the record object; these components are summarized
in the table below.

Variant Index Legal Components

I KIND, SPEED. WHEELS, WINGSPAN

2 KIND. SPEED, WHEELS

3 KIND SPEED. STEAM

4 KIND. SPEED. STAGES
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The implicit component VARIANT-INDEX must be large enough to store the
number of component lists that do not contain variant parts. The compiler
evaluates this size, calls it VS, and considers the type of VARIANT-INDEX to be
an anonymous integer type whose range is 0 .. VS.

If R is the name of a record type, this implicit component can be denoted in a
component clause by the implementation-generated name R'VARIANT..INDEX.

4 F 4.8.12 The Implicit Component ARRAY-DESCRIPTOR

An implicit component of this kind is associated by the compiler with each
record component whose type is an array that has bounds that depend on a
discriminant of the record.

The structure and contents of the implicit component ARRAY.-DESCRIPTOR are
not described iii this manual. Nevertheless, if you are interested in specifying
the location of a component of this kind in a component clause, you can obtain
the size of the component by supplying the -S option (Assembly Option) to the
ada(l) command.

If C is the name of a record component that conforms to the above definition.
this implicit component can be denoted in a component clause by the
im plementation -generated name C ARRAY.-DESCRIPTOR.

F 4.8.13 The Implicit Component RECORD-DESCRIPTOR

An implicit component of this kind may be associated by the compiler when a
record component is a record type that has components whose size depends on
a discriminant of the outer record.

The structure and content of the implicit component RECORD.-DESCRIPTOR are
not described in this manual. Nevertheless. if you are interested in specifying
the location of a cornponent of this kind in a component clause, you can obtaill
the size of the componient by applying the -S option (Assembly Optio,) to the
ada(1) command.
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If C is the name of a record component that conforms to the above definition,
this implicit component can be denoted in a component clause by the
implementation-generated name C IRECORD -DESCRIPTOR.

F 4.8.14 Suppression of Implicit Components

Ada provides the capability of suppressing the implicit components
RECORD.SIZE and VARIANT-INDEX from a record type. This can be done using
an implementation defined pragma called IMPROVE. 4

Syntax

pragma IMPROVE ( TIME I SPACE . [ON ->3 record-type-name );

The first argument specifies whether TIME or SPACE is the primary criterion for
the choice of representation of the record type that is denoted by the second
argument.

If TIME is specified. the compiler inserts implicit components as described
above. This is the default behavior of the compiler. If SPACE is specified.
the compiler only inserts a VARIANT-INDEX component or a RECORD.SIZE
component if a component clause for one of these components was supplied.
If the record type has no record representation clause, both components will
be suppressed. Thus. a record representation clause can be used to keep one
implicit component while suppressing the other.

A pragma IMPROVE that applies to a given record type can occur anywhere that
a record representation clause is allowed for this type.
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F 4.8.15 Size of a Record Type or Subtype

The compiler generally will round up the size of a record type to a whole
number of storage units (bytes). If the record type has a component clause
that specifies a record component that cannot be expressed in storage units,
the compiler will not round up and instead the record size will be expressed as
an exact number of bits.

The size of a constrained record type is obtained by adding the sizes of its
components and the sizes of its gaps (if any). The size of a constrained record

4 will not be computed at compile time if:

a The record type has non-static constraints.

a A component is an array or record and its size cannot be computed at
compile time (that is, if the component has non-static constraints.)

The size of an unconstrained record type is the largest possible size that
the unconstrained record type could assume, given the constraints of the
discriminant or discriminants. If the size of any component cannot be
evaluated exactly at compile time, the compiler will use the maximum size that
the component could possibly assume to compute the size of the unconstrained
record type.

A size specification applied to a record type has no effect. The only size that
the compiler will accept in such a length clause is the usual size. Nevertheless,
such a length clause can be used to verify that the layout of a record is as
expected by the application.
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F 4.8.16 Size of an Object of a Record Type

A record object of a c,'nstrained record type has the same size as its base type.

A record object of an unconstrained record type has the same size as its base
type if this size is less than or equal to 24576 bytes. The size of the base type
is the largest possible size that the unconstrained record type could assume,
given the constraints of the discrirninant(s). If the size of the base type is
larger than 24576 bytes, the record object only has the size necessary to store
its current value. Storage space is then allocated and deallocated dynamically
based on the current value of the discrirninant or discriminants. 4

F 4.8.17 Alignment of a Record Subtype

When a record type does not have a record representation clause, or when a
record type has a record representation clause without an alignment clause,
the record type is word-aligned to the maximum alignment required by any-
component of the record (S, 16. 32, or 64 bits). Any subtypes of a record type
also have the same alignment as their base type.

For a record type that has a record representation clause with an alignment
clause, any subtypes of this record type also obey the alignment clause.

An alignment clause can specify that a record type is byte. half-word. word. or
double-word aligned (specified as 1. 2. 4, or 8 bytes). Ada does not support
alignments larger than an 8-byte alignment.
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F 4.9 Data Allocation
This section explains how data objects are allocated by the HP Ada compiler

for the HP 9000 Series 600, 700, and 800 Computer System.

Data objects are allocated into:

"* A stack frame.
"* The global data area.
"* The heap.

4 or have no storage allocated to them.

A stack frame is used for objects declared within a subprogram or task body,
or within a declare block. The stack frame contains the data objects that are
dynamic if each invocation of the subprogram or block creates a new data
object. Each object allocated in a stack frame has a lifetime that begins after
the elaboration of the subprogram or block enclosing the object and ends after
the subprogram or the block is e.xited.

The global data area is used for objects declared in library level packages,
either in the specification or in the body. The global data area contains the
data objects that are allocated in a static manner. Each object allocated in the
global data area has a permanent lifetime. The global data area is allocated in
the $DATA$ segment of the HP-UX object file (see a.out.800(4)).

The heap is used for objects that are created by an Ada allocator as well as
objects created via indirect allocation. Storage for task objects. including the
task stack. are also allocated into the heap. The heap contains the data objects
that are dynamic in the broadest sense. Each object allocated in the heap has
a lifetime that begins after the allocator operation and ends only when an
implicit or explicit deallocator operation is performed. The heap is allocated
using the sbrk(2) system call.
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For constants that are scalar in type, no storage is allocated or used. The
values are stored in a compile-time data structure. Because these scalar
constants do not have an allocation address, it is illegal to refer to their address
(using the attribute 'ADDRESS) or to supply an address for them (using an
address clause.) Constants that are aggregates or non-scalar are allocated into
one of the above three locations.

Objects that are created by the compiler, such as temporaries, also obey the
above rules.
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F 4.9.1 Direct Allocation versus Indirect Allocation

The HP Ada compiler determines whether to allocate each object directly in
the frame or in the global data area, or to allocate it dynamically in the heap
and access it indirectly via a pointer. These two modes are called direct and
indirect, respectively. The determination is based on the object's size or its
maximum possible size. An allocation map will list the size of all objects and
can be produced by using the -S assembly option.

Note that objects of the unconstrained type STRING. including those returned
4 by functions that return the type STRING, are allocated in the heap.

F 4.9.2 Object Deallocation
This section describes compiler-generated objects, programmer-generated
objects. and program termination.

F 4.9.2.1 Compiler- Generated Objects

All objects that the compiler chooses to represent in an indirect form will
aitomatically be freed and their storage reclaimed when leaving the scope in
which thf objects are declared. Moreo-ver. all compiler-generated temporaries
that are allocated on the heap in a scope will be deallocated upon leaving the
scope. These compiler temporaries are often generated by such operations
as functioni calls returning unconstrained arrays. or by using the STRING
concatenation operator (a). By enclosing the statements ini a begin ... end
block, you can force the heap to reclaim the temporaries associated with any
statement.

The storage associated with a task object, including its stack space, is
automatically freed when the task terminates.
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F 4.9.2.2 Programmer-Generated Objects
Whether the storage for an object created with an Ada allocator is reclaimed

depends on where the access type is declared.

For access types declared in a nested or non-library level scope, all objects
created with an Ada allocator will automatically be freed and their storage
reclaimed when leaving the scope in which the type was declared. Thus,
pragma CONTROLLED is effectively applied to all access types by default. Upon
exiting a scope that declares an access type, the lifetime of objects of this
access type expires and the storage can be reclaimed safely. 4

For access types declared in a library level scope or with library package
visibility, objects that are created using a type declared in a library level
package will not be freed by the Ada Runtime System. The compiler cannot
determine the lifetime of the object and thus must assume that a future
reference to the object could occur at aty" time. For these kinds of objects, it is

the programmer's responsibility to reclaim their storage through the careful use
of UNCHECKED.DEALLOCATION.

F 4.9.2.3 Program Termination

All memory used by a program, including code. global data. I/O buffers. and so
on. is released when the program terminates and returns to HP-UX. This is the
standard behavior of any program under HP-UX.
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F 4.9.3 Dynamic Memory Management

This section explains how dynamic memory is managed by the Ada Runtime
System.

F 4.9.3.1 Collections of Objects

Every access type has a corresponding collection of objects associated
with it. Each use of an allocator queries the corresponding collection and
then reserves the correct amount of space within the heap. Each use of

4 UNCHECKEDDEALLOCATION updates the collection data structures and effectively
gives back the space for future use.

The size of the space taken from the heap depends on:
"• The designated type.

"* The access value type.

"* Possibly, for an unconstrained record access type, the supplied value of the
discriminant or discriminants either when the object is created or again when
a new value is given to the object.

The effective size of the object can be obtained using the predefined attribute
'SIZE. For an unconstrained array access type, a descriptor is added that holds
the unconstrained actual dimension or dimensions with the actual size of the
array: thus. the descriptor size is the sum of the size container (generally 4
bytes,) and all the actual constraints (array bounds) implemented the same way
as their index type (either 1. 2. or 4 bytes each).

The heap manager applies the following rules to each object:

"• The size of the object is rounded up to an even number of bytes.

"* The minimum size is 12 bytes. Thus, if the object is less than 12 bytes, it is
increased to 12 bytes.

"* To the above size. the following is added: a S-hyte descriptor if the collection
is global (is declared withiii a library level package) or a 40-byte descriptor
if the collection is iii a nes)td scope (declared within a procedure or task
body).
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A special rule applies for collections where the objects of the designated type
are of static size and are smaller than 64 bytes. Instead of allocating one
object at a time within the heap, blocks of several objects are allocated. The
size of the block is either 128 bytes or 16 times the object size plus 10 bytes,
whichever is greater. To the size of this block, the heap manager applies the
above rules; that is, the heap manager adds either a 8- or 40-byte descriptor.

When a collection size is specified using a length clause for an access type (that
is, for T'STORAGE-SIZE use <nnn>), the heap manager allocates a single block
of the specified size. The size of this block will be exactly the size specified in
the length clause. Individual objects will then be allocated from this block. 4
The minimum size of an individual object allocated from this block is four
bytes. Whenever UNCHECKEDDEALLOCATION is performed on an object. the
collection will add the object to the free list associated with the collection.
This free list is maintained as a linked list of pointers contained directly within
the collection. No additional storage is required to maintain the free list. When
space in the collection is exhausted, the exception STORAGE-ERROR is raised.

F 4.9.3.2 Global Dynamic Objects

A globa! dynamic object is a user-declared object whose size is not known until
execution time and is declared within a library package (in a specification or
body including nested packages and blocks, but not subprograms or tasks.)

The compiler also considers an object as dynamic if the size is bigger than 1024
bytes. even if this size is known statically at compile time. The compiler also
considers anv object as static if the maximum size is sMa-ler than 128 bytes.
even if this size must be dynamically computed at execution time.

All such global dynamic objects are allocated within the heap. The size of
these objects can be obtained using the predefined attribute 'SIZE and the
heap manager applies the same rules to them as it does for collections of
objects. as described it section -F 4.9.3.1 Collections of Objects".
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F 4.9.3.3 Local Objects

Local objects, declared within a subprogram or task, are normally allocated in
the stack. This is done either in the frame associated with the subprogram or
task execution, or dynamically on top of the stack at the time of elaboration of
the object declaration when the size of the object is dynamic.

The heap is used for an unconstrained record if the object discriminant
or discriminants can be changed during the lifetime of the object. This
discriminant change has a potentially large effect on the object size. In this

4 case, the object is allocated in the heap, and when the discriminant changes, a
new space of the desired size is allocated and the old space is given back to the
heap.

The heap manager applies the same rules for object size as described in
"F 4.9.3.1 Collections of Objects".

F 4.9.3.4 Temporary Objects

During code execution, it is sometimes necessary to take some memory space
from the heap to hold temporary object values. This only happens when the
memory size is not known at compiler time, or memory size is big enough
(more than 123 bytes) to be considered dynamic rather than static for this
implementation.

The following cases are possible:

"* Function results that are of a dynamic size.

"* Evaluation of large aggregates.

"* Operations on dynamic arrays (such as catenation of object of type STRING;
also the predefined operators and. or, xor, and not used on dynamic Boolean
arrays).

"* Evaluation of the predefined attribute IMAGE.
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F 4.9.3.5 Reclaiming Heap Storage

Heap storage is reclaimed as follows:

"* For the collection of an access type, all storage allocated is returned
upon exiting the scope in which access type was declared. Reclaiming
occurs whether the exit is normal or abnormal (that is, due to exception
propagation.)

"* The storage of a task, (including its' stack) is reclaimed when the task
terminates.

" For an object passed to an instance of the generic procedure

UNCHECKED..DEALLOCATION, the storage associated with the object is
reclaimed immediately.

" For a temporary object, storage is returned no later than on exit from the
scope (subprogram or block) that contained the allocation of the temporary

object.

For objects of an access type declared in a library package. automatic
reclaiming is not performed. This would require automatic garbage
collection with its* inherent overhead at runtime. You should perform
UNCHECKED.-DEALLOCATION to reclaim this storage.

Reclaimed heap storage is managed internally by the Ada Runtime System.
Such niemorv is never released back to HP-UX using the sbrk(l) system call.
Reclaimed heap storage is available for the Ada Runtime Sysiem to reuse:
however, to the HP-UX kernel, it appears that the memory is still in use by the
Ada Runtime System.
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5
F 5. Names for Predefined Library Units

Names that are available, but should be avoided if you want access to packages
that are provided by Hewlett-Packard:

ELEMENTARY- FUNCTIONS_ EXCEPTIONS
GENERI .._ELEMENTARY_ FUNCTIONS
MATHLIB
MATHLIBLIBM
SYSTEM-ENVIRONMENT

The above packages are documented in the Ada User's Guide.
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6
F 6. Address Clauses

This chapter describes the available address clauses.

F 6.1 Objects
An address clause can be used to specify an address for an object as described
in the Ada RM, section 13.5. When such a clause applies to an object, no
storage is allocated for it in the program generated by the compiler. Storage
for the object must be allocated for the object outside of the Ada program unit
unless the address is a memory mapped hardware address. The Ada program
accesses the object by using the address specified in the address clause.

An address clause is not allowed for unconstrained records whose maximum
size can be greater than 24,576 bytes.

Note that the function SYSTEM.VALUE. defined in the package SYSTEM, is
available to convert a STRING value into a valumc of type SYSTEM. ADDRESS (see
section -F 3.1 The Package SYSTEM" for details). Note that the IMPORT
attribute is available to provide the address of an external symbol (see section
"-F 2.2 Attribute SYSTEM.ADDRESSIMPORT" for details).
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F 6.2 Subprograms
Address clauses for subprograms are not implemented in the current version of
the Ada compiler.

F 6.3 Constants
Address clauses for constants are not implemented in the current version of the
Ada compiler.

F 6.4 Packages
Address clauses for packages are not implemented in the current version of the
Ada compiler.

6 F 6.5 Tasks

Address clauses for tasks are not implemented in the current version of the Ada
compiler.
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F 6.6 Data Objects
An address clause can specify the address for an object as described in the
Ada RM, section 13.5. The address supplied must be either an integer
constant or the value returned by the implementation-defined attribute
SYSTEM .ADDRESS' IMPORT. This attribute is defined to return a reference
value that can be used as the address of an external static data object. Th•s
attribute takes two parameters: the language and the name of the external
data object. Both of these parameters are Ada strings.

Example

IMPORT7.OBJ: INTEGER;

for IMPORTOBJ use at SYSTEM.ADDRESS'IMPORT("c", "c-obj");

MEMORY.MAPPED.-OBJ: INTEGER;

for MEMORYMAPPEDOBJ use at 1686FFF_0400#;

See section "F 2.2 Attribute SYSTEM.ADDRESS'IMPORT" for more details.

F 6.7 Task Entries
An address clause can be supplied for an Ada task entry. The actual address_ of
the Ada task entry is not bound to the value supplied by the address clause.
Instead, this kind of address clause is used to provide the interrupt entry
mechanism (see section "1F 12. Interrupt Entries� for details).
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7
F 7. Restrictions on Unchecked Type
Conversions

The following limitations apply to the use of UNCHECKED-.CONVERSION:

"* Unconstrained arrays are not allowed as target types.

"• Unconstrained record types without defaulted disciminants are not allowed as
target types.

"* Access types to unconstrained arrays or unconstrained strings are not allowed
as source or target types.

"* If the source and target types are each scalar types. the sizes of the types
must be equal.

"* If the source and target types are each access types, the sizes of the objects
that the types denote must be equal.

"* If the source or target type is a composite type. the sizes do not have to be
equal. See the warning below for more details.

If the source and target types are each of scalar or access types or if they are
both of composite type with the same static size, the effect of the function is to 7
return the operand.

Iln other cases. the effect of unchecked conversion can be considered as a copy
operation.
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Caution When you do an UNCHECKED-_CONVERSION among types whose
sizes do not match, the code that is generated copies as many
bytes as necessary from the source location to fill the target.
If the target is larger than the source, the code copies all of
the source plus whatever follows the source. Therefore, an
UNCHECKED. CONVERSION among types whose sizes do not match
can produce meaningless results, or can actually cause a trap
and abort the program (if these memory locations do not
actually exist).

F
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8
F 8. Implementation-Dependent Input-Output

Characteristics

This chapter describes the 1/0 characteristics of Ada on the HP 9000 Series
600, 700, and 800 computers. Ada handles 1/0 with packages, which are
discussed in section "F 8.1 Ada I/O Packages for External Files". File types
are described in section "F 8.1.3 Standard Implementation of External Files-
and the FORM parameter is discussed in section "F 8.2 The FORM Parameter".

F 8.1 Ada I/0 Packages for External Files
In Ada. I/O operations are considered to be perfoinmed on objects of a certain
file type f.Lther than directly on external files. An external file is anything

external to the program that can produce a value to be read or receive a value
to be written. In Ada. values transferred to and from a given file must all be of
the same type.

Generally. the term file object refers to an Ada file of a certain file type.
whereas a physical manifestation is known as an cztErnalfilc..An ex--rnal file
is characterized by:
"• Its NAME. which is a strinig defining a legal pathniame for aii external file on

the underlying operating system. HP-UX is the underlying operating system 8

for Ada. The rules that govern legal patlinames for external files in Ada
programs are the same as those that govern legal pathnam,. in HP.V'X. See
section 'F S.1.2 Correspondence between External Files and }IP-UX* for
details.

"* Its FORM. which allows you to supply iniplementatioi-dependent informatioln
about the external file characteristics.

F 8. Implementation-Dependent Input-Output 8-1



Both NAME and FORM appear explicitly in the Ada CREATE and OPEN procedures.
These two procedures perform the association of the Ada file object and the
corresponding external file. At the time of this association, a FORM parameter is
permitted to specify additional characteristics about the external file.

Ada I/O operations are provided by several predefined standard packages. See
the Ada RM, Chapter 14 for more details. Table 8-1 describes the standard
predefined Ada I/O packages.

Table 8-1. Standard Predefined I/O Packages

Package Description and Ada RAI Location

SEQUENTIXAL-I0 A generic package for sequential files of a single
element type. (Ada RM. section 14.2.3)

DIRECT-I0 A generic package for direct (random) access
files of a single element type (Ada RM, section
14.2-5)

TEZT.-I A non-generic package for ASCII text files.
(Ada RM, section 14.3.10)

I C0_EXCEPTIOIS A package that defines the exceptions needed
by the above three packages (Ada RM, section

114.5)

The generic package LOW.LEVEL.IO is not implemented.

18
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F 8.1.1 Implementation-Dependent Restrictions on I/O Packages
The upper bound for index values in DIRECTIO and for line, column, and page
numbers in TEXT-I0 is:

COUNT'LAST = 2**31 - 1

The upper bound for field widths in TEXT_IO is:

FIELD'LAST = 25S

F 8.1.2 Correspondence between External Files and HP-UX

Files

When Ada I/O operations are performed, data is read from and written to
external files. Each external file is implemented as a standard HP-UX file.
However, before an external file can be used by an Ada program, it must be
associated with a file object belonging to that program. This association is
achieved by supplying the name of the file object and the name of the external
file to the procedures CREATE or OPEN of the predefined I/O packages. Once the
association has been made. the external file can be read from or written to with
the file object. Note that for SEQUENTIALIO and DIRECT.IC. you must first
instantiate the generic package to produce a non-generic i:iýtance. Then you
can use the CREATE or OPEN procedure of tha? instance. The ex.-amplp at the
end of this section illustrates this instantiation process.

The name of the external file can be either of the following:

"- an HP-UX pathname

"- a null string (for CREATE only)

The exception USE-ERROR is raised by the procedure CREATE if the specified
external file cannot be created. The ^Xceptioii USZERROR is alo raised by the
proceiure OPEN if -ou Lave insufficie pit acces _ rigias to the filb.
If the name is a null string., the associated externa s file i I r

created usimg the HP-t'X facility tmpnam(3). This external fib. will ceal,.. to
exist upon completion of the program.
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When using OPEN or CREATE, the Ada exception NAME.ERROR is raised if any
path component exceeds 255 characters or if an entire path exceeds 1023
characters. This limit applies to path components and the entire path during
or after the resolution of symbolic links and context-dependent files (CDFs).

Caution The absence of NAKE.-ERROR does not guarantee that the
path will be used as given. During and after the resolution
of symbolic links and context-dependent files (CDFs). the
underlying file system may truncate an excessively long
component of the resulting pathname. For example, a fifteen
character file name used in an Ada program OPEN or CREATE
call will be silently truncated to fourteen characters without
raising NAME.ERROR by an HP-UX file system that is configured
for "short filenames".

If an existing external file is specified to the CREATE procedure. the contents
of that mile will be deleted. The recreated file is left open. as is the case for a
newly created file, for later access by the program that made the call to create
the file.

Example

-- This example creates a file using the generic
-- package DIRECT_!0. It also demonstrates how
-- to close a file and reopen it using a
-- different file access mode.

8 with DIRECTO0;
with TEXTIO;
procedure RTEST is

-- here we instantia-e DIRECT-10 on the type INTEGER

package INTI0 is new DIRECT.IQ (INTEGER);

-- Define a file object for use in Ada
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IFILE : INTIO.FILE.TYPE;

IVALUE : INTEGER := 0; -- Ordinary integer object

begin
INTIO.CREATE C FILE -> IFILE,

-- Ada file is IFILE
MODE => INTIO.OUTFILE,
-- MODE allows WRITE only

NAME => "myfile"
-- file name is "myfile"

TEXTIO.PUTLINE ("Creatod : "
INTIO SAME (IFILE)
", mode is " &
!NTIO.FILEMODE'IMAGE

(INTIO.MODE (IFILE)));

INTIO.WRITE (IFILE, 21); -- Write the integer 21 to the file

-- Close the external file

INTIO.CLOSE ( FILE => IFILE);

TEXTIO.PUT.LINE("Closed file");

INTIO.OPEN ( FILE => IFILE,
-- Ada file is IFTLE

MODE => INTIO.INOUT-FILE,
-- MODE allows READ and WRITE
NAME => "myfile"
-- fie name is "myfile"

TEXTIO.PU'._LiNE ("Czened
:N7IO.NAME (IFILE) &

", mode is " &
INTIO.F:LE_MiDE'IMAGE

(INTIO.MODE (IFILE)));
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INTIO.READ (IFILE, IVALUE); -- Read the first item

TEXTIO.PUT.LIVE("Read from file,
IVALUE & " k INTEGER'IMAGE(IVALUE));

INTIO.WRITE (IFILE, 65); -- Write the integer 65 to the file

TEXT.IO.PUT.LINE("Added an Integer to :
" & INTIO.NAME (IFILE));

INTIO.RESET ( FILE a> IFILE,
-- Set MODE to allow READ only
MODE => INTID.IN.FILE);
-- and move to the beginning of the file.

-- (IFILE remains open)

TEXT-.I.PUT-LINE ("Reset : "
INTIO.NAME (IFILE) I

", mode is " &
INTIO.FILE.MODE'IMAGE(IN'TIO.MODE (IFILE)));

while not INTIO.END.OF.FILE(IFILE) loop
INTIO.READ (!FILE, IVALUE);
TEXTIO.PUT.LINE("Read from file, IVALUE a " &

INTEGER'IMAGE(IVALUE) );
end loop;

TEXT.IO.PUT.LINE("At the end of file, IFILE");

INTIO.CLOSE ( FILE => IFILE);
TEXT.IO.PUT.LINE("Close file");

end RTEST:

In the example above. lie file object is IFILE. the external file name relative to
'our current workingo d&ectory is myfile. and the actual rooted path could be

/PROJECT/myfile. Error or informational messages from the Ada development
system (such as the compiler or tools) may mention the actual rooted path.
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Note The Ada development system manages files internally so
that names involving symbolic links (see ln(1)) are mapped
back to the actual rooted path. Consequently, when the Ada
development system interacts with files involving symbolic
links, the actual rooted pathname may be mentioned in
informational or error messages rather than the symbolic name.

F 8.1.3 Standard Implementation of External Files

External files have a number of implementation-dependent characteristics, such
as their physical organization and file access rights. It is possible to customize
these characteristics through the FORM parameter of the CREATE and OPEN
procedures. described fully in section "F S.2 The FORM Parameter". The
default of FORM is the null string.

The next three subsections describe the Ada implementation of these three
types of external files: SEQUENTIAL.IO, DIRECT.10, and TEXT.IO files.

F 8.1.3.1 SEOUENTIAL-1O Files

A SEQUENTIAL..I fil," is a sequence of elements that are transferred in the
order of their appearaiic, to or from an external file. Each element in the file
contains one object of the type that SEQUENTIAL.1O wa: instantiated on. All
objects in the file are of this same type. An object stored in a SEQUENTIAL.IO
file has exactly the same binary representation as an Ada object in the
executable program.

The information placed in a SEQUENTIALIO file depends on whether the type 8
used in the instantiation is a constrained type or an unconstrained type.

For a SEQUENTIAL-10 file instantiated with a constrained type. each element
is simply the object. The objects are stored conmecutively in the file without
separators. For constr;tined types, the number of bytes occupied by each
element is ;he size of the constrained type and is the same for all elements.

riles created using SEQUENTIAL.IO on con.-trained types cun be accessed as
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DIRECT.I0 files at a later time. The representation of both SEQUENTIAL.IO and
DIRECT.IO files are the same when using constrained types.

For a SEQUENTIAL-.I file instantiated with an unconstrained type, each
element is composed of three parts: the size (in bytes) of the object is stored in
the file as a 32-bit integer value, the object, and a few optional unused trailing
bytes. These unused trailing bytes will only be appended if the FORM parameter
RECORD.UNIT was specified in the CREATE call. This parameter instructs the
Ada runtime to round up the size of each element in the file to be an integral
multiple of the RECORD-UNIT size. The default value for RECORD.UNIT is one
byte, which means that unused trailing bytes will not be appended. The
principle use for the RECORD-UNIT parameter is in reading and writing external
files that are in formats that already use this convention. Files created using
SEQUENTIAL.IO on unconstrained types cannot be accessed as DIRECT.I0 files
at a later time. The representation of SEQUENTIAL-1O and DIRECT.I0 files are
not the same when using an unconstrained type. See section "F 8.2.10.2 The
Structure of DIRECT.1O and SEQUENTIAL.IO Files- for more information
on file structure.

A SEQUENTIAL.IO file can be buffered. Buffering is selected by specifying a
non-zero value for the FORM parameter, BUFFER.SIZE. The I/O performance
of an Ada program will be considerably improved if buffering is used. By
default. no buffering takes place between the physical external file and the
Ada program. See section "F 8.2.4 The FORM Parameter Attribute - File
Buffering" for details on specifying a file BUFFER.SIZE.

F 8.1.3.2 DIRECT-1O Files

A DIRECT-fO file is a set of elements each occupying consecutive positions in a
linear order. DIRECT-I0 files are sometimes referred to as random-access files
because an object can be transferred to or from an element at any selected

position in the file. The position of an element in a DIRECT-I0 file is specified
by its index. which is a number in the range I to (2**31)-1 of the subtype

POSITIVE-COUNT. Each element in the file contains one object of the type
that DIRECT-I0 was instantiated on. All objects in the file are of this same
type. The object stored in a DIRECT-10 file has exactly the same binary
representation as the Ada object in the executable program.
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Elements within a DIRECT-IO file always have the same size. This requirement
allows the Ada runtime to easily and quickly compute the location of any
element in a DIRECT.IO file.

For a DIRECT.IO file instantiated with a constrained type, the number of bytes
occupied by each element is the size of the constrained type. Files created
using DIRECT.I0 on constrained types can be accessed as SEQUENTIAL.IO files
at a later time. The representation of both DIRECT.IO and SEQUENTIAL.IO files
are the same when using a constrained type.

For DIRECTIO files instantiated with an unconstrained type, the number
of bytes occupied by each element is determined by the FORM parameter,
RECORD-SIZE. All of the unconstrained objects stored in the file must have an
actual size that is less than or equal to this size. The exception DATA.ERROR
is raised if the size of an unconstrained object is larger than this size. Files
created using DIRECT-.0 on unconstrained types cannot be accessed as
SEQUENTIALIO files at a later time. The representation of DIRECTIO and
SEQUENTIALIO files are not the same when using an unconstrained type. See
section "F 8.2.10.2 The Structure of DIRECT-IO and SEQUENTIAL-IO
Files� for more information on file structure.

If the file is created with the default FORM parameter attributes (see section
"-F 8.2 The FORM Parameter"). only objects of a constrained type can
be written to or read from a DIRECT..IO file. Although an instantiation of
DIRECT.10 iý accepted for unconstrained types, the exception USE-ERROR
is raised on any call to CREATE or OPEN when the default value of the FORM
parameter is used. You must specify the maximum RECORDSIZE for the
unconstrained type.

A DIRECT-10 file can be buffered. Buffering is selected by specifying a non-zero
value for the FORM parampler. BUFFER-SIZE. The I/O performance of an Ada
program will normally be considerably improved if buffering is used. However.
for a DIRECTI0 file that i5 accessed in a random fashion. performance can
actually be degraded. Thp buffer will always reflect a contiguous set of
elements in the file and if subsequent I/O requests lie outside of the current
buffer. the entire buffer will be updated. This could cause performance
to degrade if a large buffer is us.-d and each I/O request requires that the
buffer be updated. By defiault. no buffering takes place between the physical
external file and the Ada program. See section "'F 8.2.4 The FORM Parameter
Attribute - File Buffering" for details oi, specifying a file BUFFER.SIZE.
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F 8.1.3.3 TEXT.IO Files

A TEXTIO file is used for the input and output of information in readable
form. Each TEXT.IO file is read or written sequentially as a sequence of
characters grouped into lines and as a sequence of lines grouped into pages. All
TEXT-10 column numbers, line numbers, and page numbers are in the range 1
to (2**31)-1 of subtype POSITIVE-COUNT. The line terminator (end-of-line)
is physically represented by the character ASCII . LF. The page terminator
(end-of-page) is physically represented by a succession of the two characters,
ASCII .LF and ASCII .FF, in that order. The file terminator (end-of-file) is
physically represented by the character ASCII .LF and is followed by the
physical end of file. There is no ASCII character that marks the end of a file.
An exception to this rule occurs when reading from a terminal device. In
this case, the E0F character defined by HP-UX is used by the Ada runtime
to indicate the end-of-file (see stty(1) and termio(7) for details.) See "F
8.2.10.1 The Structure of TEXT-1O Files-in this section for more information
about the structure of text files.

If you leave the control of line, page. and file terminators to the Ada runtime
and use only TEXTI0 subprograms to create and modify the text file, you
need not be concerned with the above terminator implementation details.
However. you must not output the characters ASCII. LF or ASCII . FF when
using TEXT.IO.PUT operations because these characters would be interpreted
as line terminators or as page terminators when the file was later read using
TEXT.IO. GET. If you affect structural control by explicitly outputting these
control characters, it is your responsibility to maintain the integrity of the
external file.

If your text file was not created using TEXTIO. your text file may not be in a
format that can be interpreted correctly by TEXT.10. It may be necessary to
filter the file or perform other modifications to the text file before it can be

a correctly interpreted as an Ada text file. See section "F S.2.10.1 The Structure
of TEXT.IO Files" for information on the structure of TEXT.IO files.

The representation of a TEXTIO file is a sequence of ASCII characters. It isSpossible to use DIRECT-10 or SEQUENT!AL_IO to read -7 write a TEXT.IO file.
The Ada type CHARACTER must be used in the instantiation of DIRECT-10 or
SEQUENTIAL.IO. It is not possible to use DIRECT.IO or SEQUENTIAL-IO on the
Ada type STRING to read or write a TEXT.IO file.
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A TEXT.IO file can be buffered. Buffering is selected by specifying a non-zero
value for the FORM parameter, BUFFER.SIZE. The I/0 performance of an Ada
program will be considerably improved if buffering is used. By default, no
buffering takes place between the physical external file and the Ada program.
However, terminal input is line buffered by default. See sections "F 8.2.4
The FORM Parameter Attribute - File Buffering" and "F 8.2.8 The FORM
Parameter. FIFO Control" for details.

F 8.1.4 Default Access Protection of External Files

HP-UX provides protection of a file by means of access rights. These access
rights are used within Ada programs to protect external files. There are three
levels of protection:

"* User (the owner of the file).

"u Group (users belonging to the owner's group).

"* Others (users belonging to other groups).

For each of these levels, access to the file can be limited to one or several of
the following rights: read, write, or execute. The default HP-TX external file
access rights are specified by using the umask(i) command (see umask(i) and
umask(2) in the HP-UX Reference.) Access rights apply equally to sequential.
direct, and text files. See section "F 8.2.3 The FORM Parameter Attribute -
File Protection" for information about specifying file permissions at the time of
CREATE.

F 8.1.5 System Level Sharing of External Files 6

Under HP-UX, several programs or processes can access the same HP-UX file
simultaneously. Each program or process can access the HP-UX file either for
reading or for writing. Although HP-UX can provide fle and record locking
protection using fcntl (2) or lockf (2). Ada does nol utilize this feature
when it performs I/O on external files. Thus. the external file that Ada reads
or writes is not protected from simultaneous access by non-Ada processes. or
by another Ada program that is executing concurrently. Such protection is
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outside the scope of Ada. However, you can limit access to a file by specifying
a file protection mask using the FORM parameter when you create the file. See
section "F 8.2.3 The FORM Parameter Attribute - File Protection" for more
information.

The effects of sharing an external file depend on the nature of the file. You
must consider the nature of the device attached to the file object and the
sequence of I/O operations on the device. You also must consider the effects of
file buffering if you are attempting to update a file that is being shared.

For shared files on random access devices, such as disks, the data is shared.
Reading from one file object does not affect the file positioning of another
file object, nor the data available to it. However, writing to a file object may
not cause the external file to be immediately updated; see section "F S.2.5.i
Interaction of File Sharing and File Buffering" for details.

For shared files on sequential devices or interactive devices, such as magnetic
tapes or keyboards, the data is no longer shared. In other words, a magnetic
record or keyboard input character read by one I/O operation is no longer
available to the next operation. whether it is performed on the same file object
or not. This is simply due to the sequential nature of the device.

By default, file objects represented by STANDARD-INPUtT and STANDARD-OUTPUT
are preconnected to the HP-UX streams stdin and stdout (see stdio(5)),
and thus are of this sequential variety of file. The HP-UX stream stderr is not
preconnected to an Ada file, but is used by the Ada runtime system for error
messages. An Ada subprogram called PUTC.TCSTANDARDERROR is provided in
the package SYSTEM.ENVIRONMENT which allows your program to output a line
to the HP-UX stream stderr.

Note The sharing of external files is system-wide and is managed by
the HP-UX operating systemit. Several programs may share one
or more external files. The file sharing feature of HP Ada using
the FORM parameter SHARED. which is discussed in section

"F S.2.3 The FORM Parameter Attribute - File Sharinge".
is not system-wide, but is a file sharing within a single Ada
program and is managed by that program.
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F 8.1.6 1/0 Involving Access Types

When an object of an access type is specified as the source or destination of an
I/O operation (read or write), the 32-bit binary access value is read or written
unchanged. If an access value is read from a file, make sure that the access
value read designates a valid object. This will only be the case if the access
value read was previously written by the some execution of the program that is
reading it, and the object which it designated at the time it was written still
exists (that is, the scope in which it was allocated has not been exited, nor has
an UNCHECKED.DEALLOCATION been performed on it). A program may execute
erroneously or raise PROGRAM-ERROR if an access type read from a file does not
designate a valid object. In general. 1/0 involving access types is strongly
discouraged.

F 8.1.7 1/0 Involving Local Area Networks

This section assumes knowledge of networks. It describes Ada program I/O
involving Local Area Network (LAN) services available on the Series 600, 700.
and 800 computers.

The Ada programs discussed here are executed on a local (host) computer.
These programs access or create files on a remote system. which is connected to
a mass storage device not directly connected to the host computer. The remote
file system can be mounted and accessed by the host computer using NFSt
LAN services. NFS systems are described in the manuals Using N%*FS Servic.e,
and Installing and Administering NFS Services.

i NFS is a trademark of Sun Microsystems. Inc. 8

F 8. Implementation-Dependent Input-Output 8-13



If an Ada program expects to access or create a file on a remote file system
using NFS LAN services, the remote volumes that contain the file system must
be mounted on the host computer prior to the execution of the Ada program.

For example, assume that a remote system exports a file system /project.
/project is mounted on the host computer as /ada/project. Files in this
remote file system are accessed or created by references to the files as if they
were part of the local file system. To access the file test file, the program
would reference /ada/project/test. file on the local system. Note that
test .file appears as /prcject/test.file on the remote system.

The remote file system must be exported to the local system before it can be
locally mounted using the mount (1m) command.

F 8.1.8 Potential Problems with I/O From Ada Tasks

In an Ada tasking environment on the HP 9000 Series 600. 700, and SOO. the
Ada runtime must ensure that a file object is protected against attempts to
perform multiple simultaneous I/O operations on it. If such protection was
not provided, the internal state of the file object could become incorrect. For
example. consider the case of two tasks each writing to STANDARD.OUTPUT
simultaneously. The internal values of a text file object include in!armation
returned by TEXTI0.COL. TEXT-I0 .LINE. and TEXT-I0.PAGE functions.
These internal values are volatile and any I/O operations that change these
values must be completed before any other I/O operations are begun on the
file object. Thus. the file object is protected by the Ada runtinie for the
duration of the I/O operation. If another task is scheduled and runs before the
1/O operation has completed and this task attempts to perform I/O on the
protected file object, the exception PROGRAM-ERROR is generated at the point of

the I/O operation. If this exception is not caught by the task. the task will be
terminated.
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Note that the file protection provided by the Ada runtime is not the same
as the protection provided by the use of the SHARED attribute of the FORM
parameter of CREATE or OPEN calls. The FORM parameter either prohibits or
allows multiple Ada file objects to share the same external file. In contrast, the
file protection provided by the Ada runtime prohibits the simultaneous sharing
of the same Ada file object between tasks. The SHARED attribute always deals
with multiple Ada file objects.

The file protection provided by the Ada runtime will only be a problem when
the same Ada file object is used by different tasks. When each task uses a
separate file object, it is not necessary to provide explicit synchronization when
performing I/O operations. This is true even when the file objects are sharing
the same external file. However, for this case, you will need to consider the
effects of the SHARED attribute and/or file buffering.

Caution It is your respoalsibility to utilize proper synchronization and
mutual exclusion in the use of shared resources. Note that
shared access to a common resource (in this case. a file object)
could be achieved by a rendezvous between tasks that share
that resource. If you write a program in which two tasks
attempt to perform I/O operations on the same logical file
without proper synchronization. that program is erroneous.
(See .4du R.Ml. section 9.11

F 8.1.9 I/O Involving Symbolic Links

Some caution must be exercised when using an Ada program that performs I/O
operations to files that involve symbolic links. For more detail on tie use of
symbolic links to files in HP-LX. see ln(l). 8

Creating a symbolic link to a file creates a new name for that file: that is. an
alias for the actual ilN,- iiame is created. If you use the actual file name or its
"alias (that is. the name involving symbolic links), Ada liO operations will work
correctly. However. the NAME function in the TEXTO.!, SEQUENTIAL.1O. and
DIRECT-I1 packages x ii! always return the actual rooted path of a file and nut

a path involving symbolic links.
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F 8.1.10 Ada I/O System Dependencies

Ada has a requirement (see Ada RM, section 14.2.1(21)) that the NAME
function must return a string that uniquely identifies the external file in
HP-UX. In determining the unique file name, the Ada runtime system may
need to access directories and directory entries not directly associated with
the specified file. This is particularly true when the path to the file specified
involves an NFS remote file system. This access involves HP-UX operating
system calls that are constrained by HP-UX access permissions and are subject
to failures of the underlying file system, as well as by network behavior.

Caution It is during the Ada OPEN and CREATE routines that the name
which uniquely identifies the external file is determined for later
use by the NAME function. If it is not possible to determine that
name. an exception is raised by the call to the OPEN or CREATE
routine.

If, during name determination, the underlying file system or
network denies access (possibly due to a failed remote file
system) or the access permissions are improper, the OPEN or
CREATE call will raise an exception. Or. for some conditions of
network failure. the call might not complete until the situation
is corrected.

During file name determination, the Ada runtime temporarily
changes the current working directory of the Ada program.
However, it first determines the fully rooted path to the current
working directory so it can restore the correct current working
directory before returning control to the Ada program. If
the runtime cannot determine the fully rooted path to the
curr,..nt working directory (usually because some directory in
the fully rooted path to the current working directory lacks
read (r) or search (x) permission for the effective user of the
Ada program), the OPEN or CREATE of the file also fails with ai,
except ion.

If the permissions for any directory on the fully rooted path
to the current working directory are changed while the Ada
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runtime is in the process of determining the name of a file, the
Ada runtime may be unable to restore the current working
directory. This can only occur if the permission change denies
the effective user of the Ada program read (r) or search (x)
access to the directory whose permission changed. Because it is
unsafe for the program to continue execution with an incorrect
current working directory, the Ada runtime will abort the Ada
program with a diagnostic message to stderr and a non-zero
exit status. This abnormal termination can only occur if:

1. The permissions for a directory (such as /A) in the rooted
path to a directory (such as /A/B/C) are changed while an
Ada program is running with /A/B/C as its current working
directory.

2. The effective user of the Ada program loses read (r) or
search (x) permission (such as /A) because of the change.

3. The Ada runtime was in the process of determining the
name of a file when the permission changed.

For example. when opening a file. the Ada exception NAME.ERROR is raised if
there are any directories in the rooted path of the file that are not readable or
searchable by the "effective uid" of the program. This restriction applies to
intermediate path components that are encountered during the resolution of
symbolic links.

Also. if access to an NFS "hard" mounted remote file system is lost (possibly
due to a network failure). subsequent OPEN or CREATE calls on a file whose
actual rooted path contains the parent directory of the NFS mount point might
not complete unitil the NFS failure is corrected (whether or niot the actual file
being accessed is o01 the failed NFS volume.) 8
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F 8.2 The FORM Parameter
For both the CREATE and OPEN procedures in Ada, the FORM parameter specifies
the characteristics of the external file involved.

F 8.2.1 An Overview of FORM Attributes

The FORM parameter is a string composed from a list of attributes that specify
the following:

"* File protection.
"• File buffering.
"• File sharing.
"• Appending.
"* Blocking.
"* FIFO contrrl.
"* Terminal input.
"* File structuring.

F 8.2.2 The Format of FORM Parameters

Attributes of th. FORM parameter have an attribute keyword followed by the
Ada "arrow symbol- (=>) and followed by a qualifier or numeric value.

The arrow symbol and qualifier are not always needed and can be omitted.
Thus, the format for an attribute specifier is

KEYIWIORD

- 8 or
KEI IKE I O RD => Q VA LIFIER
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The general format for the FORM parameter is a string formed from a list of
attributes with attributes separated by commas. (FORM attributes are distinct
from Ada attributes and the two are not related.) The FORM parameter string
is not case sensitive. The arrow symbol can be separated by spaces from the
keyword and qualifier. The two forms below are equivalent:

KEYWORD => QUALIFIER

KEYWORD ->QUALIFIER

In some cases, an attribute can have multiple qualifiers that can be presented
at the same time. In cases that allow multiple qualifiers, additional qualifiers
are introduced with an underscore (_). Note that spaces are not allowed
between the additional qualifiers; only underscore characters are allowed.
Otherwise, a USE-ERROR exception is raised by CREATE. The two examples that
follow illustrate the FORM parameter format.

The first example illustrates the use of the FORM parameter in the
TEXT- O0. OPEN to set the file buffer size.

-- Example of opening a file using the non-generic
-- package TEXTIO. This illustrates the use of the
-- FORM parameter BUFFER-SIZE.
-- Note: "input-file" must exist or NAME.ERROR will be
-- raised.
with TEXT_IO;
procedure STEST is

-- Define a file object for use in Ada
TFILE : TEXTIO.FILETYPE;
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begin -- STEST
TEXT.IO.OPEN (FILE -> TFILE, -- Ada file is TFILE

MODE *> TEXTIO.INFILE, -- Access allows
-- reading

NAME -> "input-file", -- file name is
"-- "inputf ile"

FORM *> "BUFFER-SIZE => 4096"
-- Buffer Size is 4096 bytes

end STEST;

The second example illustrates the use of the FORM parameter in
TEXT.IO. CREATE. This example sets the access rights of the owner (HP-UX file
permissions) on the created file and shows multiple qualifiers being presented at
the same time.

TEXT-I.CREATE (OUTPUT.FILE, TEXT.IO.OUT.FILE, OUTPUT.FILENAME,
FORMz>"owner=>read.vrit•e.execute");
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F 8.2.3 The FORM Parameter Attribute - File Protection

The file protection attribute is only meaningful for a call to the CREATE
procedure.

File protection involves two independent classifications. The first classification
specifies which user can access the file and is indicated by the keywords listed
in Table 8-2.

Table 8-2. User Access Categories

Category Grants Access To

OWNER Only the owner of the created file.

GROUP Only the membcrs of a defined group.

W(URLD Any other user,

Note that WORLD is similar to "others" in HP-UX terminology, but was used in
its place because OTHERS is an Ada reserved word.

The second classification specifies access rights for each classification of
user. The four general types of access rights, which are specified in the FORM
parameter qualifier string. are listed in Table 8-3.

Table 8-3. File Access Rights

Category Allows the User To

READ Read from the external file.

WRITE Write to the external file

EXECUTE Execute a program stored in the external file.

NONE The user has no access riziits to the external file. (This qualifier
overrnd-!s any prior prsvil-_..s•
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More than one access right can be specified for a particular file. Additional
access rights can be indicated by separating them with an underscore, as noted
earlier. The following example using the FORM parameter in TEXT.IO .CREATE
sets access rights of the owner and other users (HP-UX file permissions) on
tle created file. This example illustrates multiple qualifiers being used to set
several permissions at the same time.

TEXT.I0.CREATE (OUTPUT.FILE, TEXT.-I0.OUTFILE, OUTPUT.FILE.NAME,
FORM=>"ovnera>read_write_execute, worldu>none");

Note that the HP-UX command umask(l) may have set the default rights
for any unspecified permissions. In the previous example, permission for the
users in the category GROUP were unspecified. Typically, the default umask will
be set so that the default allows newly created files to have read and write
permission (and no execute permission) for each category of user (USER. GROUP.
and WORLD).

Consider the case where the users in WORLD want to execute a program in al
external file, but only the owner may modify the file. The appropriate FORM
parameter is:

WORLD a> EXECUTE,

OWNER x> READWRITEEXECUTE

This would be applied as:

TEXT-IO.CREATE (OUTPUT-FILE, TEXT.IO. OUT.FILE, OUTPUT.FILE.NAME,
FORM=>"world=>execute, owner=>read.-rite.execute");

Repetition of the same qualifier within attributes is illegal:

WORLD => EXECUTE-EXECUTE -- NOT legal

But repetition of entire attributes is allowed:

WORLD => EXECUTE, WORLD => EXECUTE -- legal
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F 8.2.4 The FORM Parameter Attribute - File Buffering

The buffer size can be specified by the attribute:

BUFFER.SIZE -> size.in.bytes

The default value for BUFFER.SIZE is 2048 bytes. A value of zero specifies no
buffering. Note that a BUFFER.SIZE value of one also specifies no buffering
and is treated identical to the value zero. Using the file buffering attribute
will improve 1/0 performance by a considerable amount in most cases. If I/O
performance is a concern for disk files, the attribute BUFFER.SIZE should be set
to a value that is an integral multiple of the size of a physical disk block. The
size of a physical disk block can be found in <sys/param.h> and is 1024 bytes
for the HP 9000 Series 600, 700, and 800.

An example of using the FORM parameter in the TEXTIO. OPEN to set the file
buffer size is shown below:

-- An example of creating a file using the non-generic
-- package TEXT.IO. This illustrates the use of the
-- FORM parameter BUFFER.SIZE.

with TEXTIO;
procedure T.TEST is

BFILE : TEXTIO.FILETYPE; -- Define a file object
-- for use by Ada

begin -- T.TEST

TEXT.IO.CREATE (FILE => BFILE,
-- Ada file is BFILE

MODE => TEXT.IO.OUT.FILE, 8
-- MODE is WRITE only

NAME => "txt-file",
-- External. file "txt..file"

FORM =, "BUFFER-SIZE => 8192"
-- Buffer size is 8192 bytes

end T.TEST;
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The BUFFER.-SIZE attribute can be applied to files associated with terminals
operating in TERMINAL-INPUT => LIKES mode and to files associated with
pipes/FIFOs. However, there are additional considerations to taJke into account
when doing this. See section "F 8.2.9 The FORM Parameter - Terminal
Input" in this manual and the section "Ada I/O Operations on a Terminal or
Pipe/FIFO" in Chapter 7 in the Ada User's Guide for additional information.
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F 8.2.5 The FORM Parameter Attribute - File Sharing

The file sharing attribute of the FORM parameter allows you to specify what
kind of sharing is permitted when multiple file objects access the same external
file. This control over file sharing is not system-wide, but is limited to a
single Ada program. The HP-UX operating system controls file sharing at the
system level. See section "F 8.1.5 System Level Sharing of External Files" for
information on system level file sharing between separate programs.

An external file can be shared; that is, the external file can be associated
simultaneously with several logical file objects created by the OPEN or CREATE
procedures. The file sharing attributes forbids or limits this capability by
specifying one of the modes listed in Table 8-4.

Table 8-4. File Sharing Attribute Modes

Mode Description

NOT-SHARED Indicates exclusive access. No other logical file can
be associated with the external file.

SHARED"> READERS Only logical files of mode IN can be associated with
the external file.

SHARED-> SIIGLEWRITER Only logical files of mode IN and at most one file
with mode OUT can be associated with the external
file.

SHARED=> ANY .No restrictions. this is the default.
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A USE..ERROR exception is raised if eitL.er of the following conditions exists for
an external file already associated with at least one logical Ada file:

"* The OPEN or CREATE call specifies a file sharing attribute different than the
current one in effect for this external file. Remember the attribute SHARED a>
ANY is provided if the shared attribute is missing from the FORK parameter.

"* A RESET call that changes the MODE of the file and violates the conditions
imposed by the current file sharing attribute (that is, if SHARED a> READERS
is in effect, the RESET call cannot change a reader into writer).

The current restriction imposed by the file sharing attribute disappears when
the last logical file linked to the external file is closed. The next call to CREATE
or OPEN can and does establish a new file sharing attribute for this external
file. See section "F 8.1.8 Potential Problems with I/O From Ada Tasks" for
information about potential problems with [/0 from Ada tasks.

F 8.2.5.1 Interaction of File Sharing and File Buffering

For files that are not buffered (the default), multiple I/O operations on an
external file shared by several file objects are processed in the order they occur.
-Each Ada I/O operation will be translated into the appropriate HP-UX system
call (read(2). wri±e(2), creat(2), open(2), or close(2)) and the external
file will be updated by the HP-UX I/O runtime. Note that if file access is
performed across a network device, the external file may not be immediately
updated. However, additional I/O operations on the file will be queued and
must wait until the original operation has completed. This allows multiple
readers and multiple writers for the external file.
For files that are buffered., multiple I/0 operations each operate sequentially
8 only within the buffer that is associated with the file object and each file object
has its own buffer. For write operations. this buffer is flushed to the disk either
when the buffer is full. or when the file index is positioned outside of the buffer,
or when the file is closed. The external file only reflects the changes made by
a write operation after the buffer is flushed to the disk. Any accesses to the
external file that occur before the buffer is flushed will not reflect the changes
made to the file that ex~ist only in the buffer.
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Due to this behavior, shared files should not be buffered if any write operations
are to be performed on this file. This would be the case for file objects of the
mode OUT.FILE or INOUT.FILE. Thus, when using buffered files safely, no
writers are allowed, but multiple readers are allowed.

File buffering is enabled by using the FORM parameter attributes at the time
you open or create the file. If file buffering is enabled for a file, you should also
specify a file sharing attribute of either NOT-SHARED or SHARED->READERS to
prevent the effects of file buffering and file sharing interfering with one another.
The Ada runtime will raise the exception USE-ERROR if any attempt is made
to share the file or to share and write the file, when the above file sharing
attributes are provided as FORM parameters.

If the possibility of shared access exists in your Ada program for sequential
devices or interactive devices, you should specify a file sharing attribute of
NOT.SHARED. This will prevent the negative effects of file sharing on these kinds
of devices.

F 8.2.6 The FORM Parameter Attribute - Appending to a File

The APPEND attribute can only be used with the procedure OPEN. Its format is:

APPEND

An.. output will be placed at the end of the named external file.

Under normal circumstances. when an external file is opened. an index is set
that points to the beginning of the file. If the APPEND attribute is present for a
sequential or text file, data transfer begins at the end of the file. For a direct
access file. the value of the index is set to one more than the number of records
in the external file.

The APPEND attribute is not applicable to terminal devices. 8
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F 8.2.7 The FORM Parameter Attribute - Blocking

This attribute has two alternative forms:

BLOCKING

or

NON-BLOCKING

The default for this attribute depends on the Ada program. The default is
BLOCKING for programs without any task declarations and is NOt..BLOCKING for
programs containing tasks.

The NON-BLOCKING default allows tasking programs to take advantage of their
parallelism in the presence of certain 1/0 requests. There is normally little
advantage in specifying NON-BLOCKING within a non-tasking program because
the program must wait for the 1/0 request to complete before continuing its
sequential execution. However, if a non-tasking program declares interrupt
handlers, and if the interrupt handler or handlers are likely to be invoked
frequently, NON.BLOCKING may be appropriate to provide more reliable data
transfer (see the warning in section "F 8.2.7.1 Blocking" for additional
information).

F 8.2.7.1 Blocking

If the FORM parameter BLOCKING is specified (or is the default), I/0 operations
will "block" at the HP-UX level awaiting completion of the I/0 operation.
However. this does not guarantee that all Ada tasks will be blocked from
running until the 'blocked- 1/0 operation is complete. If there are one or more

8 active delay statements, or if time-slicing is enabled, or if interrupt handlers
or entries have been enabled. HP-UX signals may be received by the program
during the "blocked" I/O operation. These HP-UX signals will cause HP-UX
to terminate the I/O operation as interrupted and may cause the Ada runtime
system to permit other tasks to execute. When the task that was performing
the -blocked- I/O opeQ. tion is permitted by the Ada runtinie to execute again.
the interrupted -blocked" i/O operation will be automatically restarted.
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Caution If a "blocked" I/O operation is frequently interrupted
and restarted as described above, the operation may be
unable to complete successfully. In addition, under some
circumstances, data could be lost by HP-UX when an I/O
operation is interrupted and restarted. To avoid these
difficulties, either specify (or default) the FORM parameter
to NON.BLOCKING or, if a "true blocking" I/O operation is
needed, specify (or default) the FORM parameter to BLOCK
and additionally surround the "blocking" I/O operation
with calls to SYSTEM.-ENVIRONMENT. SUSPEND.ADA.TASKING
and SYSTEM.-ENVIRONNENT. RESUNE-oADA.-TASKING. The
SYSTEM-ENVIRONME0NT. SUSPEND-ADA°TASKI NG call will disable
or block the HP-UX signals associated with delay, time-slicing,
and interrupt handlers or entries during the I/O operation.

8
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F 8.2.7.2 Non-Blocking

The NON.BLOCKING attribute specifies that when a read or write request cannot
be immediately satisfied, the Ada runtime should attempt to schedule another
task to run and retry the I/O operation later. The current implementation of
this attribute allows for the following three cases:

1. Non-blocking read operations are performed on all terminal devices. Refer
to the section "Ada I/O Operations on a Terminal or Pipe/FIFO" in
Chapter 7 in the Ada User's Guide for additional information.

2. For HP-UX pipes and FIFO special files, read requests will not block when
the pipe/FIFO contains no data and write requests will not block when the
pipe/FIFO is full. Refer to the section "Ada I/O Operations on a Terminal
or Pipe/FIFO" in the Chapter 7 in the Ada User's Guide for additional
information.

3. The non-blocking attribute sets the HP-UX flag O°.NONBLOCK. a flag
to open(2). that allows non-blocking access to a normal disk file with
enforcement-mode recording locking set (see lockf (2)).

For this case, read and write requests will not block only if the portion of
the file being accessed is currently locked by another process. Most files will
not have enforcement-mode record locking enabled.

The normal behavior of HP-UX I/O operations on disk files is to block until
the I/O request completes. Thus. in an Ada tasking prcgxaar,, %ýahen a !iigie
task performs a read operation upon a disk file. HP-UX blocks the process until
the I/O request can be satisfied. However. HP-UX will automatically perform
disk cacheing- so that a write operation will return before data is physically
written to the disk.

1n
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F 8.2.8 The FORM Parameter - FIFO Control

The FIFO control attribute has one of two alternate forms:

FIFOEOF => YES

FIFOEOF *> NO

The default value of FIFO.EOF is YES.

The FIFOEOF attribute controls the behavior of an Ada file associated with a
FIFO special file, as follows:

a When a FIFO special file is opened for reading (IN.FILE), by default
(FIF0_EOF => YES) the Ada END.OF.FILE condition becomes true when the
last process having the FIFO open for writing closes the FIFO special file.

"* When a FIFO special file is opened for reading (IN.FILE) and
FIFO.EOF => NO is specified. the Ada ENDOF.FILE condition never becomes
true and so another mechanism is needed to signal that no further attempts
to read from such a FIFO should be attempted. This mode of operation
would most likely be used by a monitor or daemon type program that
monitors (reads.. a FIFO that does not always have a writing process
attached to it. This mode of operation may also be necessary when a FIFO
special file is opened for reading. in NON.BLOCKING mode, to avoid premature
signaling of the Ada END0OF.FILE condition when there are currently no
processes with the FIFO open for writing.

" When a FIFO special file is opened for writing (OUT_FILE), by default
(FIFOEOF => YES). There are no special conditions or behaviors if the FIFO
is opened in BLOCKING mode (the default in non-tasking programs). If thdi
FIFO is opened in NON-BLOCKING mode (the default in tasking programs).
the open will fail with a USE-ERROR if the FIFO is not already open for
reading by another (or the same) process. 8
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a When a FIFO special file is opened for writing (OUT-FILE) and
FIFO.EOF a> NO is specified, there are no special conditions or behaviors if
the FIFO is opened in BLOCKING mode (the default in non-tasking programs).
If the FIFO is opened in NON.BLOCKING mode (the default in tasking
programs), an attempt is made to open the FIFO such that a USE.ERROR
does not occur if the FIFO is not already open for reading by another (or the
same) process. The Ada I/O system attempts to avoid the USE.ERROR by
performing the HP-UX open of the FIFO to permit both writing and reading
(although Ada I/O only permits writing to the associated Ada file). Because
opening a FIFO for both writing and reading provides a reader of the FIFO
in the HP-UX sense, the open for writing will not fail with a USE.ERROR if no
process already has .he FIFO open for reading. Note that if FIFOEOF -> NO,
but the FIFO cannot be successfully. opened for both writing and reading
(that is, you do not have read access to the FIFO). the Ada I/O system
reattempts the open for writing only. If the Ada I/O must reattempt the
open for writing only, it is then possible for the open to fail with USE-ERROR
if there is not already a process with the FIFO open for reading even though
FIF0.EOF => N0 was specified.

a Once a FIFO special file is successfully opened explicitly for writing
(OUT-FILE), and the open specified or defaulted to NON.BLOCKING mode, the
Ada program receives no notification (that is, no exception is raied) when the
last reading process closes the read end of the FIFO. If FIFOEOF -> NO was
specified. there is always at least one reader in the UP-UX sense. and the
last reader does not close the read end until the Ada file opened for writing
is closed (for example, the Ada open for writing opened for FIFO for both
reading and writing). If FIFOEOF => YES was specified (or defaulted), a last
reader can close the FIFO, but the Ada program is not notified. The Ada
I/O system continues to write data to the FIFO until the FIFO filis up and
internally retries further write requests. In a non-tasking Ada program, some

II Ada write operations to the FIFO eventually blocks the entire program. In a
tasKiiig Ada program. zio singlc Ada write operation to the FIFO blocks the
entire program. although Ada write operations to the FIFO eventually blocks
the tasks performing them.

Refer to the section "Ada I/01 Operations on a Terminal or Pipe/FIFO' in
Chapter 7 in the Ada bser' Guz'Ic for additional information.
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F 8.2.9 The FORM Parameter - Terminal Input

The terminal input attribute has one of two alternative forms:

TERMINAL-INPUT -> LINES,

TERMINAL.INPUT a> CHARACTERS,

Terminal input is normally processed by Ada (and HP-UX) in units of one
line at a time. An Ada program attempting to read from the terminal as an
external file does not receive any data from the terminal until a complete line is
typed. At that time, the outstanding read operation (and possibly subsequent
read operations) is satisfied. In this mode. the HP-UX line editing characters
"tkill" and "erase" can be used to edit the input characters before the Ada
program is given access to the characters.

The TERMINAL-INPUT => LINES attribute, the default case. specifies the one line
at a time mode of transfer. Note that the BUFFERSIZE attribute may be set
to any value greater or equal to zero when LINES mode is in effect. However,
if the BUFFER-SIZE is greater than one. no characters are available to the Ada
program until at least BUFFER.SIZE of them have been entered (which may
require multiple lines of input). Once BUFFER-SIZE number of characters has
been entered, only BUFFER-SIZE number of characters are available to the
Ada program until the next BUFFER-SIZE numoer of characters are entered.
Because BUFFER.SIZE number of characters may be reached in the middle of a
line. the behavior of the program may be cotifusing to the person entering data.
A BUFFER-SIZE gr~eater than one is not recommended if a person is entering
data. although it may make sense if the "terniinal" is a data communication
line from a device that is producing the data. Refer to the sectioi on -Ada
I/O Operations on a Terminal or Pipe/FIFO" in Chapter 7 it the Adn User's
Guzde for additional information.

Terminal input can optionally be processed hy Ada (and HP-UX) in units 8
of one character at a time. An Ada program attempting to read from the
terminal as an external file will receive daita from the terminal as it i typed.
In this mode, the HP-UX line editing characters "kill'* and "'erase'" may not be
used to edit the input characters before the Ada program is ivell access to the
charaFters.
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The TEPMINAL.INPUT => CHARACTERS attribute specifies that data transfers
occur character by character, so a complete line does not need to be entered
before one or several read operations are satisfied. Note that the BUFFER.SIZE
attribute can only be set to zero or one when CHARACTERS mode is in effect.

When CHARACTERS mode is in effect, the ICANON bit is cleared in the clf lag
of the HP-UX termio structure. This bit changes the line discipline of the
terminal device. The line discipline state is not maintained on a per file
descriptor basis, so changing the line discipline for one terminal file does affect
the line discipline of all terminal files that refer the same physical terminal
device or pseudo terminal process or tcminal window. Care must be taken
if the same terminal device is to be accessed via multiple Ada files; the line
discipline caused by the most recent OPEN operation is applied to all Ada files
associated with the same terminal. See termio(7) and the section "Ada I/0
Operations on a Terminal or Pipe/FIFO" in Chapter 7 in the Ada User's
Guide for additional irforimation.

Because the TERMINAL-INPUT attribute is only a'ailable for explicitly opened
files, the TERMINAL.INPUT attribute of the default STANDARD.INPUT file
cannot be changed and the default STANDARD-INPUT file al•aYs operates
in LINES mode. If a terminal is associated with STANDARD.INPUT, it
can be accessed in CHARACTERS mode if opened explicitly with the FORM
parameter TERMINALINPUT => CHARACTERS. The external file name of the
terminal associated with STANDARD.INPUT can be obtained with the HP-UX
ttyname(3C) function -. passi;ig it an argument of zero, or the file name
/dev/tty can be used to open the same terminal device as that associated with
STANDARD -INPUT.
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F 8.2.10 The FORM Parameter Attribute - File Structuring

This section describes the structure of Ada files. It also describes how to use
the FORM parameter to effect the structure of Ada files.

F 8.2.10.1 The Structure of TEXT.IO Files

There is no FORM parameter to define the structure of text files. A text file
consists of a sequence of bytes containing ASCII character codes.

The usage of Ada terminators depends on the file's mode (IN-FILE
or OUT.FILE) and whether it is associated with a terminal device or a
mass-storage file.

'1
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Table 8-5 describes the use of the ASCII characters as Ada terminators in text
files.

Table 8-5. Text File Terminators

File.Type TEXT-10 Characters
Functions

Mass storage files ENDOFLIVE ASCII .2F
(IN-FILE) Physical and of file

END_.FPAGE ASCII.LF ASCII.FF
ASCII.LF Physical end of file
Physical end of file

END.OFFILE ASCIILF Physical end of file
_ Physical end of file

Mass storage files NEW-LINE ASCII.LF
(OUT-FILE)

IEW_PAGE ASCII.LF ASCII.FF
ASCII.L? Physical end of file

CLOSE ASCII.LF Physical end of file

Teruiiital device END-OFLIVE ASCII .LF
(IN.FILE) ASCII.FF

ASCII. lOT

END.OFPAGE ASCII.FF
ASCIIA. OT

ENDOFFILE ASCII. EOT

Terminal device NEW-LINE ASCII. LF(OUT_.FILE). ..
NEW-PAGE ASCII.LF ASCII.FF

CLOSE ASCII.LF

See sectioli -F 8.1.3.3 TEXT-1O Files" for more information about terminators
in text files.
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F 8.2.10.2 The Structure of DIRECT-1O and SEQUENTIAL-IO Files

This section describes use of the FORM parameter for binary (sequential or
direct access) files. Two FORM attributes, RECORD.SIZE and RECORD-UNIT,
control the structure of binary files.

Such a file can be viewed as a sequence or a set of consecutive RECORDS. The
structure of a record is

C HEADER ] OBJECT C UNUSED.PART )

A record is composed of up to three items:

1. A HEADER consisting of two fields (each 32 bits):

a The length of the object in bytes.
a The length of the descriptor in bytes; for this implementation of Ada. the

length is always zero.

2. An OBJECT with the exact binary representation of the Ada object in the
executable program, possibly including an object descriptor.

3. An UNUSED.PART of variable size to permit full control of the record's size.

The HEADER is implemented only if the actual parameter of the instantiation of
the I/O package is unconstrained.

The file structure attributes take the form:

RECORDSIZE => si:e.in.bytes

RECORD-UNIT a> si:e.in.bytes

The attributes' meaning depends on the object's type (constrained or
unconstra'ied) and the file access mode (sequential or direct access).
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There are four types of access that are possible:

"* Sequential access of fixed size, constrained objects.

"* Sequential access of varying size, unconstrained objects, with objects rounded
up to a multiple of the RECORD.,UNIT size.

"* Direct access of fixed size, constrained objects.

"* Direct access of fixed size, unconstrained objects, with a maximum size for
the object.

The consequences of the above are listed in Table 8-6.

Table 8-6. Structuring Binary Files with the FORM Parameter

Object Type File Access RECORD.UNIT RECORD-SIZE
Mode Attribute Attribute

Constrained Sequential I/O The RECORD_UVIT If the RECOR.D-SIZE
Direct 1/O attribute is illegal, attribute is omitted, no

UIUSED.PART is
implemented. The
default RECORD.SIZE is
the object's size.

If present, the
RECORD.-SIZE attribute
must specify a record
size greater than or
equal to the object's
size. Otherwise. the
exception USE-ERROR is
raised.

* Contitiued on thc n•xt page.
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Table -4.
Structuring Binary Files with the FORM Parameter (Continued)

Object Type rile Access RECORDUNIT RECORD-SIZE
Mode Attribute Attribute

Unconstrained Sequential I/O By default, the The RECOIRDSIZE
RECORD.-UNIT attribute attribute is illegal.
is one byte.

The size of the record is
the smallest multiple of
the specified (or default)
RECORD..UVIT that holds
the object and its eight
byte HEADER (which is
always present in this
case). This is the only
case where different
records in a file can have
different sizes.

Continued on the next page.
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Table 84.
Structuring Binary Files with the FORM Parameter (Continued)

Object Type File Access RECORD-U.UNIT RECORD.SIZE
Mode Attribute Attribute

Unconstrained Direct I/O The RECORD-UNIT The RECORD-SIZE
attribute is illegal, attribute has no default

value, and if a value is
not specified, the
exception USE-ERROR is
raised. The
RECORD.SIZE value must
include the size of the
eight byte READER, which
is always present in this

case The minimum
value for RECORD.SIZE
for a file of objects of the
unconstrained type
OBJECT is listed below
this table. If you
attempt to input or
output an object larger
than the given
RECORD-SIZE. a
DATA-ERROR exception is
raised.

The minimum value for RECORD.SIZE for a file of objects of the unconstrained
type OBJECT accessed with Direct I/O is:

((OBJECT'SIZE * SYSTEM.STORAGE.UNIT - 1) / SYSTEM.STORAGEUNIT) + 8
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9
F 9. The Ada Development System and
HP-UX Signals

The Ada runtime on the HP 9000 Series 600/700/800 uses HP-UX signals to
implement the following features of the Ada language:

"* Ada exception handling.
"• Ada task management.
"• Ada delay timing.
"• Ada program termination.
"• Ada interrupt entries.

F
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F 9.1 HP-UX Signals Reserved by the Ada Runtime
Table 9-1 lists the HP-UX signals reserved and used by the Ada runtime.

Table 9.1. Ada Signals

Signal Description

SIGALRN Used for dela-": and optionally for time-slicing.

SIGVTALRI Optionally used for time-slicing (default time-slicing signal).

SIGPROF Optionally used for time-slicing.

SIGILL Causes the PRIOGRAM-ERRORt exception.

SIGSEGV Causes the PROGRAM-ERROR exception.

SIGNUS Causes the PROGRAM.ERROR exception.

SIGFPE Causes the COISTRAI IT-,ERROR, NUNERICERR.OR,
STORAGE-ERROR. or PROGRAM.ERROR exceptions.

9
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Note The signals SIGSEGV, SIGBUS, and SIGILL are not reserved
by the Ada runtime. These signals are never deliberately
produced by generated code or by the Ada runtime to cause
an exception to be raised. If, due to a programming error,
access is attempted on misaligned or protected data (causing
SIGSEGV or SIGBUS) or an illegal instruction is executed
(causing SIGILL), a PROGRAM-ERROR occurs. When receiving
these signals, a PROGRAM-.ERROR is raised unless the application
has overridden the Ada runtime and an alternative action
has been specified. If the Interrupt Entry mechanism (see
Chapter 12) is used to specify an Ada handler for one or more
of these signals, and the ORIGINAL.HANDLER parameter to
INSTALL.HANDLER was not REPLACED, the "original handler"
that will be invoked (either FIRST or LAST) will be the default
Ada runtime handler that will raise PROGRAM-ERROR. Therefore,
ORIGINAL.HANDLER a> REPLACED is recommended when using
INSTALL-HANDLER with one of these signals.
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Note The signals listed as causing exceptions in Table 9-1 will induce
an exception even if non-Ada code is executing at the time the
signal is received. If interface code causes one of these signals
or is running when a signal is received from an outside source,
the Ada code that called the interface code will receive an Ada
exception.

Note The alarm signals SIGALRM, SIGVTALRM, and SIGPROF are not
always used or reserved in an Ada program. See the rest of this
section for details.

The HP-UX signals SIGALRM, SIGVTALRM, and SIGPROF are reserved by the Ada
runtime for some Ada application program configurations and are not reserved
by the Ada runtime for other Ada application program configurations.

If the Ada program contains no tasks. the following is true:

If the Ada program contains
no delay statements one or more delay

statements

SIGALRM not resorted SIGALRM reserved
SIGVTALRM not rescri'ed S!t'VTALRM not reserved

,SIGPROF not re.•.red SIGPROF nnt rferved
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If the Ada program contains tasks, the following is true:

If the Ada program contains

no delay statements one or more delay
statements

If time-slicing SIGALRJ. not reserved SIGALRA reserved
is disabled .with SIGVTALRX not reserved SIGVTALR! not reserved
-V b.-s,O SIGPROF not reserred SIGPROF not reserved

If time-slicing SIGALM reserved SIGALRM reserved
is enabled with SIGVTALRN not reserved SIGVTALJRI not reserved
SIGALRM timer SIGPROF not reserved SIGPROF not reserved
with -W b, -S. a

If timec-slicing SIGALRM not reserved SIGALIM reserved
is enabled with SIGVTALRM reservped SIGVTALRK reserved
SIGVTALRM timer SIGPROF not reserved SIGPROF not reserved
with -W b, -S. v

If time-slicing SIGALRM not reserved SIGALRM reserved
is enabled with SIG"TALRM not reserved SIGVTALRM not reserved
SIGPROF timer SIGPROF resrved SIGPROF reserved
with -W b,-S,p I II

If a timer signal is not reserved in an application program configuration shown
above, the signal can be used for any application-defined purpose, including
being associated with an interrupt entry isee "F 9.7 lIP-UX Signals Used for
Ada Interrupt Entries" and section "F 12. Interrupt Entries- for details.)
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F 9.2 Using HP-UX Signals in External Interfaced
Subprograms
When your Ada code uses external interfaced subprograms, you must take the
following into consideration:

"* If the external interfaced subprograms want to manipulate any of the
signals reserved by the Ada runtime, they use the sigvector and
sigsetzmask(2)/sigblock(2) mechanism or a compatible mechanism. Using
the non-compatible signal(2) mechanism might produce unpredictable
program behavior.

"* If the external interfaced subprograms change the signal handling action
(that is, SIG-DEL. SIG.IGN, or user handler) for any HP-UX signal reserved
by the Ada runtime, the original signal handling action must be restored
before returning control to Ada code. Failure to restore the Ada signal action
%kill produce unpredictable program behavior.

" If the external interfaced subprograms change the signal mask bits of any of
the HP-UX signals reserved by the Ada runtime. the original mask bits for
those signals must be restored before returning control to Ada code. Failure
to restore the original signal mask will produce unpredictable program
behavior.

Additional considerations are detailed in section "' 11.7 Potential Problems
Using Interfaced Subprograins".

9-6 F 9. The Ada Development System and HP-UX Signals



F 9.3 HP-UX Signals Used for Ada Exception Handling
The Ada implementation uses signals to raise exceptions. The Ada runtime
handlers for these signals are set during the elaboration of the Ada runtime
system. Defining a new handler for any of these signals subverts the normal
exception handling mechanism of Ada and will most likely result in an
erroneous runtime execution.

If your Ada program uses external interfaced subprograms, you must ensure
that these external interfaced subprograms do not redefine the signal behavior
for any of the HP-UX signals reserved by the Ada runtime. If you change the
signal behavior for the signal used for Ada exception handling (SIGFPE) and
Your Ada program attempts to raise an exception, unpredictable program
behavior will result.

The SIGFPE signal has a predefined meaning and is reserved for use by the
Ada runtime for exception handling. The SIGFPE signal is generated in
Y'our compiled Ada code whenever one of the predefined runtime checks fail,
including null access value checks. The runtime examines the context in which
the signal occurred and raises the appropriate exception: CONSTRAINT-.ERROR.
NUMERICERRORSTORAGEERROR, or PROGRAM.ERROR. An unexpected SIGFPE
signal that was generated outside of Ada code or sent to the process from
aln outside source causes the exception PROGRAM_..ERROR to be raised. If
the •inexpected signal occurred in a context where the runtime believed a
ecitiniate exception could have occurred. that exception is raised instead of

PROGRAM.ERROR.
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The signals SIGSEGV and SIGBUS are not reserved by the Ada runtime. They
are generated by access to an illegal or improperly aligned address. Normally
these signals are not generated in an Ada program because access values

"* are initialized to null

"* are only assigned legal and properly aligned values by generated code

"* have runtime checks performed on them to detect attempts to dereference a
null access value (causing CONSTRAINT_ ERROR using SIGFPE as mentioned
above)

Such illegal or improperly aligned addresses are usually produced by the
improper use of UNCHECKED.-CONVERSION or are supplied by interfaced code. In
response to receiving SIGSEGV, the Ada runtime raises PROGRAP.ERROR. An
unexpected SIGSEGV signal that was generated outside of Ada code or was sent
to the process from an outside source also causes the exception PROGRAM-ERROR
to be raised.

The signal SIGILL is not reserved by the Ada runtime. It is generated by
the execution of an illegal instruction. Normally this signal is not generated
in an Ada program because generated Ada code does not contain any illegal
instructions. Execution of an illegal instruction usually occurs in interfaced
code. In response to receiving SIGILL. ihe Ada runtime raises PROGRAM.ERROR.
An unexpected SIGILL signal that was generated outside of Ada code or
was sent to the process from an outside source also causes the exception
PROGRAM.ERROR to be raised.

Note User code cati define its own handler (or change the signal
action) for SIGSEGV, SIGBUS. and SIGILL without directly
compromising the operation of the Ada program. However,
ignoring a s% nchronous instance of one of the signals or
continuing execution after handling a synchronous instance
of one of these siznals is not advised without a thorough
understanding of The causes and continuation strategies for such
signals under Hl'- IX on PARISC.
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Note The Ada binder does not specify -z or -Z to the linker (ld(l))
to control the system action on a dereference of a null pointer.
Either the ld(1) default or a user-specified value (using -w 1)
will therefore take effect.

If Ada code is compiled with checks enabled (the default case),
the Ada Runtime System will operate properly with either -z
or -Z linker options. This is because Ada generates software
checks for null pointer dereferencing.

If Ada code is compiled with pointer dereference checks
disabled (using the -C or -R compiler options or using pragma
SUPPRESS), some null pointer checking can be restored with no
runtime overhead by using the -z linker option.

If -z is specified, the system will send SIGSEGV when a null
pointer is dereferenced: the Ada Runtime System will map that
signal to PROGRAM-ERROR. The Ada software checks for null
pointer dereferencing are intended to handle all cases where a
null pointer could appear. CONSTRAINT-ERROR will be raised if
such a dereference occurs. SIGSEGV, enabled by the -z linker
option, will only be sent when the final result of an address
calculation is the null pointer. The resulting exception will be
PROGRAMERROR instead of CONSTRAINT.ERROR.

9
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F 9.4 HP-UX Signals Used for Ada Task Management
When an Ada program contains tasks and time-slicing was enabled (or enabled
by default) at bind time, the Ada runtime system uses one of the following to
control the time-slice interval: SIGALRI, SIGVTALMI (the default), or SIGPROF.
The Ada runtime allocates the available processor time among ready-to-run
tasks by giving each task one or more time-slice intervals.

When an Ada program does not contain tasks, or contains tasks but
time-slicing was disabled at bind time, neither SIGVTALRN nor SIGPROF
is reserved by the Ada runtime. If an Ada program contains tasks but
time-slicing is disabled, SIGALRM may or may not be reserved (see
"F 9.1 HP-UX Signals Reserved by the Ada Runtime" for more information).

If your Ada program uses external interfaced subprograms, you must ensure
that these external interfaced subprograms do not redefine the signal behavior
for any of the HP-UX signals reserved by the Ada runtime. If you change
the signal behavior for the signal used for Ada task management (SIGALRM,
SIGVTALRM. or SIGPROF) and your Ada program is using time-slicing,
unpredictable program behavior will result.
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F 9.5 HP-UX Signals Used for Ada Delay Timing
When an Ada program contains delay statements, the Ada runtime system
uses SIGALRM to time the delay intervals. The resolution of the SIGALRM timer
is 1/100 of a second. Thus, all delay statements are implemented using actual
delays that are integral multiples of 1/100 of a second. Non-zero delays for
periods smaller than 1/100 of a second will delay for at least 1/100 of a second.
Zero delays will not cause an actual delay, but will provide an opportunity for
the Ada runtime to change the currently running task to a different task (if
appropriate).

If an Ada program contains delay statements, SIGALRM is reserved. If an Ada
program contains tasks but does not contain any delay statements, SIGALRM
may or may not be reserved (see "F 9.1 HP-UX Signals Reserved by the Ada
Runtime" for details).

If your Ada program uses external interfaced subprograms, you must ensure
that these external interfaced subprograms do not redefine the signal behavior
for any of the HP-UX signals reserved by the Ada runtime. If you change the
signal behavior used for Ada delay timing (SIGALRM) and your Ada program
contains a delay statement, unpredictable program behavior will result.

FS9I
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F 9.6 HP-UX Signals Used for Ada Program Termination
The signals SIGHUP, SIGINT, SIGQUIT, SIGTERM, and SIGPIPE are recognized by
the Ada runtime as attempts to terminate the Ada program. The Ada runtime
initially arranges to catch each of these signals. If the Ada runtime catches one
of these signals, Ada runtime cleanup actions are performed and the program
is terminated in such a way that the parent program sees the Ada program
as having been terminated by the signal. The Ada runtime cleanup actions
include flushing file buffers and closing files, as well as restoring terminal
characteristics that have been altered by the Ada I/O system. However, these
signals are not reserved by the Ada runtime and the application is free to use
one or more of these signals for application-defined purposes.

If the application-defined purpose is also to signal that the program should be
terminated, when the application is finished handling the signal it should:

1. Restore the original Ada signal handler (the handler the application saved
when it altered the signal behavior for its own purposes).

2. Ensure that the signal is not masked.

3. Send the same signal to itself again to invoke the Ada runtime signaled
termination process.
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Caution If a signal is not currently reserved by the Ada runtime (see the
appropriate sections of F 9) or is not recognized as an attempt
to terminate the Ada program (see the list of such signals
above) and is received by the Ada program, the HP-UX action
mav be to terminate the program. Such a termination will
not be intercepted by the Ada runtime and the Ada runtime
cleanup actions will not occur. This could cause corrupted files
and/or corrupted terminal states. If an Ada program is likely
to receive such signals, the program should arrange to ignore or
mask such signals or to catch and handle such signals. If such a
signal terminates the Ada program, the Ada program should
arrange to catch and handle such a signal, and should then
send one of the defined termination signals (see list above) to
itself to trigger the Ada signaled termination process. The Ada
program should ensure that the original Ada handler is in effect
for that termination signal and that the signal is not masked
before sending the signal to itself.

F
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F 9.7 HP-UX Signals Used for Ada Interrupt Entries
Any HP-UX signal that is not reserved by the Ada runtime and that HP-UX
permits to be caught can be associated with an interrupt entry. Interrupt
entries provide a facility equivalent to that described by the Ada RM,
section 13.5.1, although the actual mechanism supplied is more general.

The interrupt entry facility is described in detail in section "F 12. Interrupt
Entries".

The HP-UX signals that are reserved by the Ada runtime are specified earlier
in this section. Those subsections should be consulted to determine which
signals can be safely associated with interrupt entries. The interrupt entry
mechanism will actually not prohibit the use of signals reserved by the Ada
runtime. but using such signals for interrupt entries will cause unpredictable
program behavior.

Caution Associating an interrupt entry with a HP-UX signal that can
be invoked synchronously (that is, by the execution of faulty
code within the Ada prcgram) should only be done with a
thorough understanding of the behavior of the underlying
hardware and of the behavior of HP-UX in the presence of such
faults. Failure to correctly adjust the execution context before
resuming after such faults can lead to repeated occurrences
of the fault condition and/or other unpredictable program
behavior.
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F 9.8 Protecting Interfaced Code from Ada's
Asynchronous Signals
The SIGALRP4, SIGVTALRM, and SIGPROF signals (described in sections "F 9.4
HP-UX Signals Used for Ada Task Management" and "F 9.5 HP-UX Signals
Used for Ada Delay Timing") occur asynchronously. Because of this, they may
occur while your code is executing an external interfaced subprogram. For
details on protecting your external interfaced subprogram from adverse effects
caused by these signals, see the section in the Ada User's Guide on "Interfaced
Subprograms and Ada's Use of Signals."

F 9.9 Programming in Ada With HP-UX Signals
If you intend to utilize signals in external interfaced subprograms, refer to
section F II.7, "Potential Problems Using Interfaced Subprograms." This
version of HP Ada supports the association of an HP-UX signal, such as
SIGINT. with an Ada signal handling procedure (and via such a procedure with
a task entry). Refer to section "F 9.7 HP-UX Signals Used for Ada Interrupt
Entries- and section "F 12. Interrupt Entries" for additional information.
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F 10. Limitations

This chapter lists limitations of the compiler and the Ada development
environment.

F 10.1 Compiler Limitations

Note It is impossible to give exact numbers for most of the limits
listed in this section. The various language features may
interact in complex ways to lower the limits.

The numbers represent "hard" limits in simple program
fragments devoid of other Ada features.
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Limit Description

255 Maximum number of characters in a source line.

253 Maximum number of characters in a string literal.

255 Maximum number of characters in an enumeration type element.

32767 In an enumeration type, the sum of the lengths of the IMAGE attributes
of all elements in the type, plus the number of elements in the type,
must not exceed this value.

32768 Maximum number of enumeration elements in a single enumeration
type (this limit is further constrained by the maximum number of
characters in the INAGESs of the elements of an enumeration type, as
noted above).

2047 Maximum number of actual compilation units in a library.

2047 Maximum number of "created" units in a single compilation.

1020 Maxim. urn number of units that a single unit can with.

1020 Maximum number of units that can be declared separate within a
single unit.

1020 Maximum number of pragma ELABORATE specifications that can be
present for units withed by a single unit.

1020 Maximum number of other dependencies that can exist in a single unit
(typically generic instantiationc or inlined subprograms). Refer to
chapter 3 in the Ada UC.ers' Guide for additional information on other
dependencies.

2**31.1 Maximum number of bits in any size computation.

204$ Links in a library

2046 Libraries in the INSTALLATION family (2.50 of which are reserved).

2047 Libraries in either the PUBLIC or a user defined family (For more
information. soe the Ada User's Guide. which discusses families of Ada
libraries and dhe supported utilities (tools'i to manage them).
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Limit Description

Maximum number of tasks is limited only by heap size.

255 Maximum number of characters in any path component of a file
specified for access by the Ada compiler. If a component exceeds 255
characters, NAME-.ERROR will be raised.

1023 The maximum number of characters in the entire path to a file
specified for access by the Ada compiler. If the size of the entire path
exceeds 1023 characters, IANE_-ERROR will be raised.

The pathname limits apply to the entire path during and after the
resolution of symbolic links and context-dependent files (CDFs) if the%
appear in the specified path.
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The following items are limited only by overflow of internal tables (AIL or
HLST tables). All internal data structures of the compiler that previously
placed fixed limits are now dynamically created.

Maximum number of identifiers in a unit. An identifier includes
enumerated type identifiers, record field definitions, and (generic) unit
parameter definitions.

Maximum "structure" depth. Structure includes the following: nested
blocks, compound statements, aggregate associations, parameter
associations, subexpressions.

Maximum array dimensions. Set to maximum structure depth/10. t
Maximum number of discriminants in a record constraint. t

Maximum number of associations in a record aggregate. t

Maximum number of parameters in a subprogram definition. t

Maximum expression depth. t
Maximum number of nested frames. Library-level unit counts as a
frame.

Maximum number of overloads per compilation unit.
Maximum number of overloads per identifier.

i A limit on the size of tables used in overloading resolution can potentially
lower this figure. This limit is set at 500. It reflects the number of possible
interpretations of names in any single construct under analysis by the compiler
(procedure call. assignment statement, and so on.)
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F 10.2 Ada Development Environment Limitations

The following limits apply to the Ada development environment (ada.umgr(1),
ada.fmgr(1), and Ada tools).

Limit Description

200 The number of characters in the actual rooted path of an Ada program
LIBRARY or FAMILY of libraries.

200 The number of characters in the string (possibly after expansion by an
HP-UX shell) specifying the name of an Ada program LIBRARY or
FAMILY of libraries. This limit applies to strings (pathname
expressions) specified for a LIBRARY or FAMILY that you submit to tools
such a.- ada.mAlib(l) or ada.umgr(1).

512 Maxinilmm length of an input line for the tools ada.fmgr(l) and
ada.umgr(1)

255 The maximum number of characters in any path componert of a file
specified for access by an Ada development environment tool. If a
component exceeds 255 characters, NAME-ERROR will be raised.

1023 The maximum number of characters in the entire path to a file
specified for access by an Ada program or an Ada development
environment tool. If the size of the entire path exceeds 1023 characters
NAME-ERROR will be raised-

The pathnamni limits apply to the entire path during and after the
resolution of symbolic links and context-dependent files (CDFs) if the.
appear in the specified path.
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F 10.3 Limitations Affecting User-Written Ada
Applications
The Ada compiler and Ada development environment is expected to be used
on versions of the HP-UX operating system that support Network File Systems
(NFS). diskless HP-UX workstations, long filename file systems aa.d symbolic
links to files. To accommodate this diversity within a file system used in
both the development and target systems. the HP Ada compiler places some
restrictions on the use of the OPEN and CREATE on external files. This section
describes those restrictions.

F 10.3.1 Restrictions Affecting Opening or Creating Files

Unless you observe the following restrictions on the size of path components
and file names, the OPEN or CREATE call will raise NAME-ERROR in certain
situations.

*F 10.3.1.1 Restrictions on Path and Component Sizes

Tile maximum number of characters in any path component of a file specified
for access by an Ada program is 2.55.

The maximum number of characters in the entire paith to a file specified for
access by an Ada program is 1023.

The pathname limits apply to the entire path during and after the resolution
of symbolic link5 and context-dependent files (CDFs) if they appear in the
Specified path.

F 10.3.1.2 Additional Conditions that Raise NAME-ERROR

When opening a file. the Ada exception NAMEERROR will be raised if there
are any directoties in the rooted path of the file that art. not readable by the
"effective uid'" of the program. This restriction applies to intermediate path
components that are encountered during the resolution of symbolic links.
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F 10.3.2 Restrictions on TEXTIO.FORM

The function TEXT.Z0. FORM will raise USE-ERROR if it is called with either of
the predefined files STANDARD.INPUT or STANDARD- OUTPUT.

F 10.3.3 Restrictions on the Small of a Fixed Point Type

A length clause mzy be used to specify the value to use for 'SMALL on a fixed
point type. However, this implementation requires that the value specified
for 'SMALL is a power of two. The compiler rejects a compilation unit with a
length clause specification with an IMPLEMENTATION RESTRICTION if 'SMALL is
not an exact power of two.

F 10.3.4 Record Type Alignment Clause

A record type alignment clause can specify that a record type is byte.
half-word. word, or double-word aligned (specified as 1. 2, 4. or S bytes). Ada
DS does not support alignments larger than an S-byte alitnnment.
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F 11. Calling External Subprograms From Ada

In Ada, parameters of external interfaced subprograms are passed according
to the standard PA-RISC calling conventions (see PA-RISC Architecture
Procedure Calling Convention Reference Manual). This convention is used by"
Hewlett-Packard for other language products on the HP 9000 Series 600, 700.
and 800 family of computers. The languages described in this section are the
HP implementations of HP-PA Assembler. HP C. HP FORTRAN 77. and HP
Pascal on the HP-UX Series 600. 700, and 800 systems.

When you specify the interfaced language name, that name is used to select
the correct calling conventions for supported languages. Subprograms written
in PA-RISC Assembler. HP C, HP FORTRAN 77, and HP Pascal interface
correctly with the Ada subprogram caller. This section contains detailed
information about calling subprograms written in these languages. If the
subprogram is written in a lanrguage from another vendor. -.ou must follow the
standard calling conventions.

In the Ada implementation of external interfaced subprnm!rams. the three
Ada parameter passing modes (in, out. in out) are supported. with some
limitatious as noted below. Scalar and access parameters of mode in are
passed by" valuc. All other parameters of mode in are passed by referenacc.
Parameters of mode out or in out are always passed by reference, I See
Table 11-1 and section -"r 11.1.2 Access Types" for details.i
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Table 11-1. Ada Types and Parameter Passing Modes
Ada Type Mode Passed Mode Passed

By Value By Reference

SCALAR, ACCESS in out, in out

All others except TASK in, out, in out
and FIXED POINT

TASK and (not passed) (not passed)
FIXED POINT

The values of the following types cannot be passed as parameters to an
external interfaced subprogram:

"* Task types (Ada R.11. sections 9.1 and 9.2),

"* Fixed point types (.Ada RAI, sections 3.5.9 and 3.5.10).

A composite type (an array or record type) is always passed by reference (as
noted above). A component of a composite type is passed according to its type
classification (scalar, access, or composite).

Only scalar types (emimeration. character. Boolean, integer, or floating point)
or access types ar- allowed for the re.sult returned by an external function
subprogram.
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Caution Al] array and record type parameters are passed by reference
from Ada code to non-Ada interfaced code. In particular,
arrays and records occupying 64 bits or less of storage are
passed by reference and are not passed by copy, as by the
standard PA-RISC calling convention. Therefore. non-Ada code
expecting to receive such array or record parameters must
expect to receive them by reference, not by copy. C should
declare parameters to be an appropriate pointer type; Pascal
should declare parameters to be VAR parameters; FORTRAN
always expects explicit parameters by reference. Note that

array and record type parameters occupying more that 64 bits
of storage are passed by reference. both by Ada and by the
standard PA-RISC calling convention, and require no special
precautions.
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Note There are no checks for consistency between the subprogram
parameters (as declared in Ada) and the corresponding external
subprogram parameters. Because external subprograms have
no notion of Ada's parameter modes, parameters passed by
reference are not protected from modification by an external

subprogramn. Even if the parameter is declared to be only of
mode in (and not out or in out) but is passed by reference
(that is, an array or record type), the value of the Ada actual
parameter can still be modified.

The possibility that the parameter's actual value will be
modified by an external interfaced subprogram exists when
that parameter is not passed by value. Objects whose attribute
'ADDRESS is passed as a parameter and parameters passed by
reference are not protected from alteration and are subject to
modification by the external subprogram. In addition, such
objects will have no run-time checks performed on their values
upon return from inte. faced external subprograms.

Erroneous results may occur if the parameter values are altered
in some way that violates Ada constraints for the actual Ada
parameter. The responsibility is yours to ensure that values
are not modified in external interfaced subprograms in such a
manner as to subvert the stron- typing and range checkiiig
enforced by the Ada language.
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Caution Be very careful to establish the exact nature of the types of
parameters to be passed. The bit representations of these
types can be different between this implementation of Ada and
other languages, or between different implementations of the
Ada language. Pay careful attention to the size of parameters
because parameters must occupy equal space in the interfaced
language. When passing record types, pay particular attention
to the internal organization of the elements of a record
because Ada semantics do not guarantee a particular order of
components. Moreover, Ada compilers are free to rearrange
or add components within a record. See section "F 4. Type
Representation" for more information.
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* F 11.1 General Considerations in Passing Ada Types
Section F 11.1 discusses each data type in general terms. Sections F 11.2
through F 11.5 describe the details of interfacing your Ada programs with
external subprograms written in PA-RISC Assembler, HP C, HP FORTRAN
77, and HP Pascal. Section F 11.6 provides summary tables.

The Ada types are described in the following order:

"* Scalar

a Integer
a Enumeration
u Boolean
c Character
o Real

"* Access

"* Array

"* Record

"• Task

F 11.1.1 Scalar Types

This secti)n describes general considerations when you are pasging scalar types
between Ada programs and subprograms written in a different HP language.
The clas, scalar types includes integer, real. and enumeration types. Because
character and Boolean types are predefined Ada enumeration types. they are
also scalar types.

Scalar type parameters of mode in are pac:ed by value. Scalar type parameters
of mode in out or out are passed by reference.
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F 11.1.1.1 Integer Types

In Ada, all integers are represented in two's complement form. The
type SHORT-_SHORT-_INTEGER is represented as an 8-bit quantity, the type
SHORT-INTEGER is represented as a 16-bit qua~ntity, and the type INTEGER is

represented as a 32-bit quantity.

All integer types can be passed to interfaced subprograms. When an integer is
used as a parameter for an interfaced subprogram, the call can be made either
by reference or by value. If passed by reference, the value of the actual integer
parameter is not copied or modified, but a 32-bit address pointer to the integer
value is passed. If passed by value, a copy of the actual integer parameter value
is passed, based on its size, as per the standard PA-RISC calling convention. If
passed in a register. it will be sign extended as required. See sections
"F 11.2.1.1 Integer Types and Assembly Language Subprograms-. --F 11.3.1.1
Integer Types and HP C Subprograms". -F 11.4.1.1 Integer Types and HP
FORTRAN 77 Subprograms", and --F 11.5.1.1 Integer Types and HP Pascal
Subprograms-for details specific to interfaced subprograms written in different
languages.

Integer types may be returned as function results from external interfaced
subprograms.

F 11.1.1.2 Enumeration Types

Values of an enumeration type (Ada RM. section 3.5.1) without an
enumeration representation clause (Ada R.11, section 13.3) have an internal
representation of the value's position in the list of enuineratioii literals defiining
the type. These values are non-negative. The first literal in the list corresponds
to an integer value of zero.

An enumeration representation clause can be used to further control the
mapping of internal codes for an enumeration identifier. See section "F 4.1
Enumeration T%-pes." for information on enumeration representationt clati,,:-.

Values of enunwratiorn types are represented iriter:tall.% as either an "-. IC,..

or 32-bit quanitt v (s,.-e section -F 4.1 Enumeratiou Types" ). When an
enumeration va!ue is used as a parameter for an interfaced subprog.ram. the
call can be made either by reference or by value. If paissed by reference, the
value of the actual enumeration parameter is not copied or modified. but
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U a 32-bit address pointer to the enumeration value is passed. If passed by
value, a copy of the actual enumeration parameter value is passed, based

on its size, as per the standard PA-RISC calling convention. If passed in
a register, it will be zero extended as required. See sections "F 11.2.1.2

Enumeration Types and Assembly Language", "F 11.3.1.2 Enumeration
Types and HP C Subprograms", "F 11.4.1.2 Enumeration Types and HP
FORTRAN 77 Subprograms", and "F 11.5.1.2 Enumeration Types and HP
Pascal Subprograms"for details specific to interfaced subprograms written in
different languages.

Enumeration types may be returned as function results from external interfaced
subprograms.

F 11.1.1.3 Boolean Types

Values of the predefined enumeration type BOOLEAN are represented internally
as an 8-bit quantity. The Boolean value FALSE is represented by the S-bit value
230000-0000 and the §.*plean value TRUE is represented by the S-bit value
290000-0001S. This reoitsentation is the same as that of any two-valued
enumeration type whose size and internal code vahles have not been modified
with a representation clause.

Boolean values are passed the same as any other enumeration values.

Boolean typos can be returned as function resuhi. from external interfaced
subprograms.

See sections **F 11.2.1.3 Boolean Types and Asscinbly Language Subprograms�.
"F 11.3.1.3 I3ooleau Types and HP C Subprograms-, -F 11.4.1.3 Boolean
Types and HP FORTRAN 77 Subprograms". and "F 11.5.1.3 Boolean Types
and HP Pascal Subprograms"for details specific to interfaced subprograms
written in different languages.
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F 11.1.1.4 Character Types

The values of the predefined enumeration type CHARACTER are represented as
8-bit values in a range 0 through 127.

Values of the character type are passed as parameters and returned as function
results, as are values of any other 8-bit enumeration type.

Character types may be returned as function results from external interfaced
subprograms.

See sections "F 11.2.1.4 Character Types and Assembly Language
Subprograms", "F 11.3.1.4 Character Types and HP C Subprograms".
"F 11.4.1.4 Character Types and HP FORTRAN* 77 Subprograms-, and
"ý*F 11.5.1.4 Character Types and HP Pascal Subprograms"for detai•s specific to
interfaced subprograms written in different languages.
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F 11.1.1.5 Real Types
Ada fixed point types and Ada floating point types axe discussed in the

following subsections.

Fixed Point Types

Ada fixed point types (Ada RM, sections 3.5.9 and 3.5.10) are not supported as
parameters or as results of external interfaced subprograms.

Fixed point types cannot be returned as function results from external
interfaced subprograms.

Floating Point Types

Floating point values (.4da RM. sections 3.5.7 and 3.5..) in the 1ip
implementation of Ada are of 32 bits (FLOAT) or 64 bits (LONG-FLOAT). These
two types conform to the IEEE Standard for Binary Floating-Point Arithmetic.

The Ada type FLOAT is a 32-bit real type and is passed as a 32-bit real; this
type is never extended to a 64-bit real. The Ada type LONG-FLOAT is a 64-bit
-real type and is passed as a 64-bit real.

Both floating point tvypes can be passed to interfaced subprograms. When a
floating point value is used as a parameter for an interfaced subprogram. the
call can be made either by reference or by value. If passed by reference, the
value of the actual floating point parameter is not copied or modified: a 32-bit
address pointer to the floating point value is passed. If passed by value, a copy
of the actual floating point parameter value is passed. based on its size, as per
the standard PA-RISC calling convention.

See sections --F 11.2.1.5 Real Types and Assembly Language Subprograms",
"F 11.3.1.5 Real Types and HP C Subprograms. "-F 11.4.1.5 Real Types and
HP FORTRAN 77 Subproararns". and -F 11.5.1.5 Real Types and HP Pascal
Subprograms"for details specific to initrfaced subproarain5 writ,_,n in different
languages.

Floating point types may be returned as function results from external
interfaced subprograms. with some restrictions. See section -F 113.1.5 Real
Types and HP C Subprograms" for details.
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F 11.1.2 Access Types
Values of an access type (Ada RM, section 3.8) have an internal representation
which is the 32-bit address of the underlying designated object.

If you need to get a SYSTEM.ADDRESS containing the address of the accessed
object and have the following declarations

type PTR is access <something>;
P: PTR;
A: SYSTEM.ADDRESS;

you can just declare

function CONV is
new UNCHECKED.CONVERSION (PTR, SYSTEM.ADDRESS);

and then declare

A:= CONV(P);

This converts the pointer into a SYSTEM. ADDRESS.

An access type object has a value that is the address of the designated object.
Therefore. when an access type is passed by value, a copy of this 32-bit address
is passed. If an access type object is passed by reference. however, the address
of the access type object itself is passed. This will effectively force references to
the designated object to be double indirect references.

See Figure I-11 for details.
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F 11.1.3 Array Types

In the HP implementation of Ada, arrays (Ada RM, section 3.6) are always
passed by reference. The value passed is the address of the first element of
the array. When an array is passed as a parameter to an external interfaced
subprogram, the usual checks on the consistency of array bounds between
the calling program and the called subprogram are not enforced. You are
responsible for ensuring that the external interfaced subprogram keeps within
the proper array bounds. You may need to explicitly pass the upper and lower
bounds for the array type to the external subprogram.

The external subprogram should access and modify such an array in a manner
appropriate to the actual Ada type. Note that Ada will not range check the
values that may have been stored in the array by the external subprogram.
In Ada. razng. checks are only required when assigning an object with a
constraint; thus, range checks are not performed when reading the value of an
object with a constraint. If an external subprogram modifies elements in an
Ada array object, it has the responsibility to ensure that any values stored
meet the type constraints imposed by the Ada type.

Array element allocation, layout, and alignment are described in section -F 4.7
Array Types".

Values of the predefined type STRING i.4da R.f. section 3.6.3) are
unconstrained arrays and are passed by reference as described above. The
address of the first character in the striing is -)assed. You may need to explicitly.
pasF ",he upper ard lower bounds or the length of the string to the externa.
subprogram.

Returning strings from an external interfaced subprogram to Ada (such as OUT
parameters) is not supported. See section *"F 11.3.3 Array Types and HP C
Subprograms' for a complete example that shows how to return STRING type
information from interfaced subprograms.

Array types cannot be returned as funiction results from external interfaced
subprograms. Howev,,r. ai, acces, rtpe ,,, the array type cart he ret urned _.- a
function result.

F 11. Calling External Subprograms From A.a 11-13



Caution All array type parameters are passed b~y reference from
Ada code to non-Ada interfaced code. In particular, arrays- occupying 64 bits or less of storage are passed by reference
and are not passed by copy, as is the standard PA-RISC
calling convention. Therefore, non-Ada code expecting to
receive such array parameters must expect to receive them
by reference, not by copy. C should declare such parameters
to be an appropriate pointer type; Pascal should declare
such parameters to be VAR parameters; FORTRAN always
expects explicit parameters by reference. 'Note that array type
parameters occupying more than 64 bits of storage are passed
by reference, both by Ada and by the standard PA-RISC
calling convention, and require no special precautions.
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F 11.1.4 Record Types

Records (Ada RM, section 3.7) are always passed by reference in the HP
implementation of Ada. passing the 32-bit address of the first component of
the record. The external subprogram should access and modify such a record

in a manner appropriate to the actual Ada type. Note that Ada will not range
check the values that may have been stored in the record by the external
subprogram. In Ada, range checks are only required when assigning an object
with a constraint; thus, range checks are not performed when reading the
value of an object with a constraint. If an external subprogram modifies a
component in an Ada record object, it has the responsibility to ensure that
any values stored meet the type constraints imposed by the Ada type for that
component.

When interfacing with external subprograms using record types. it is
recommended that you, provide a complete record representation clause for
the record type. It is also your responsibility to ensure that the external
subprogram accesses the record type in a manner that is consistent with
the record representation clause. For a complete description of record
representation clauses, see section "F 4.8 Record Types".

Caution All record type parameters are passed by reference from
Ada code to non-Ada interfaced code. In particular, records
occupying 64 bits or less of storage are passed by reference
and are not passed by copy. as is the standard PA-RISC
calling convention. Therefore, non-Ada code expecting to
receive such record parameters must expect to receive them
by reference, not by ropy. C should declare such parameters
to be an appropriate pointer type: Pascal should declare
such parameters to be VAP. parameters: FORTRAN always
expects explicit parameters by reference. Note that record type
parameters occupying more than 64 bits of storage are passed
bv reference. both by Ada and by the standard PA-RISC
cailing conivention, and require no special pr,, au?:.ot>.
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If a record representation clause is not used, you should be aware that the
individual components of a record may have been reordered internally by,
the Ada compiler. This means that the implementation of the record type

may have components in an different order than the declarative order. Ada
semantics do not require a specific ordering of record components.

When interfacing record types with external subprograms, you may want to
communicate some or all of the offsets of individual record components. One
reason for doing this would be to avoid duplicating the record information in
two places: once in your Ada code and again in the interfaced code. Software
maintenance is often complicated by this practice.

The attribute 'POSITION returns the offset of a record component with respect
to the starting address of the record. By passing this information to the
external subprogram, you can avoid duplicating the record type definition in
your external subprogram.
The starting address of a record type can be passed to an external subprogram

in one of three ways:

"a The record object passed as a parameter (records are always passed by
reference).

"* The attribute 'ADDRESS of the record object passed as a parameter.

"• A value parameter that is of an accesF type to the record object.
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Direct assignment to a discriminant of a record is not allowed in Ada (Ada
RM, section 3.7.1). A discriminant cannot be passed as an actual parameter
of mode out or in out. This restriction applies equally to Ada subprograms
and to external interfaced subprograms written in other languages. If an
interfaced program is given access to the whole record (rather than individual
components), that code should not change the discriminant value because that
would violate the Ada standard rules for discriminant records.

In Ada, records are packed and variant record parts are overlaid; the size of
the record is the i-ngest variant part. If a record contains discriminants or
composite components having a dynamic size, the compiler may add implicit
components to the record. See section "F 4.8 Record Types" for a complete
discussion of these components.

Dynamic components and components whose size depends upon record
discriminant values are implemented indirectly within the record by using
implicit ' OFFSET components.

Record types cannot be returned as function results from external interfaced
subprograms. However, an access type to the record type can be returned as a
function result.

F 11.1.5 Task Types

A task type cannot be passed to an external procedure or external function a.S
a parameter in Ada. A task type cannot be returnod as a function resu.t from
an external function.
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F 11.2 Calling Assembly Language Subprograms

When calling interfaced assembly language subprograms, specify the named

external subprogram in a compiler directive:

pragma INTERFACE ( ASSEMBLER, ,`_;_subprogram-nname );

Note that the language type specification is ASSEMBLER and not ASSEMBLY. This
description refers to the HP assembly language for the PA-RISC processor
family upon which the Series 600, 700, and 800 family is based.

Interfaced subprograms written in PA-RISC Assembly Language that conform
to the PA-RISC procedure calling conventions can be called from Ada with
no special precautions. See the PA-RISC Architecture Procedure Calling
Convention Reference Alanual and the Assembly Language Reference Manual
for additional information.

Only scalar types (integer, floating point, character, Boolean, and enumeration
types) and access types are allowed as result types for an external interfaced
function subprogram written in PA-RISC Assembly Language.
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F 11.2.1 Scalar Types and Assembly Language Subprograms 111
See section "F 11.1.1 Scalar Types" for details.

F 11.2.1.1 Integer Types and Assembly Language Subprograms

See section "F 11.1.1.1 Integer Types" for details.

F 11.2.1.2 Enumeration Types and Assembly Language

Subprograms

See section "F 11.1.1.2 Enumeration Types" for details.

F 11.2.1.3 Boolean Types and Assembly Language Subprograms

See section "F 11.1.1.3 Boolean Types- for details.

F 11.2.1.4 Character Types and Assembly Language Subprograms

See section "F 11.1.1.1 Character Types" for details.

F 11.2.1.5 Real Types and Assembly Language Subprograms

See section "F 11.1.1.5 Real Types" for details.
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F 11.2.2 Access Types vnd Assembly Language Subprograms

See section "F 11.1.2 Access Types" for details.

F 11.2.3 Array Types and Assembly Language Subprograms

See section "F 11.1.3 Array Types" for details.

F 11.2.4 Record Types and Assembly Language Subprograms

See section -F 11.1.4 Record Types" for details.
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F 11.3 Calling HP C Subprograms

When calling interfaced HP C subprograms, the form

pragma INTERFACE (C, Ada.subprogram.name)

is used to identify the need to use the HP C parameter passing conventions.

To call the following HP C subroutine

void c.sub (valparm, ref-parm)
int val.parm;
int *ref-parm;
{

Ada requires an interfaced subprogram declaration:

procedure CSUB (VALPARAM in INTEGER;
REFPARAM in out INTEGER);

pragma INTERFACE (C, C.SUB);

In the above example we provided the Ada subprogram identifier CSUB to the
pragma INTERFACE. If a pragma INTERFACE.NAME is not supplied, the HP C
subprogram name is the name of the Ada subprogram specified in the pracma
INTERFACE. ivith all alphabetic characters shifted to lowercase.

Note that the parameter in the preceding example. VAL.PARAM. must be of
mode in to match the parameter definition for val.parm found in the HP C
subroutine. Likewise. REFPARAM, must be of mode in out to correctly match
the C definition of *ref .parm. Also. note that the names for parameters do not
need to match exactly. However, the mode of access and the data type must be
correctly matched. but there is no compile-time or run-time check that can
enrsure that they match. It is your responsibility to ensure their correctness.

You must use pra-ina INTERFACE.NAME whenever the HP C subprogram name
contains charactcrs not acreptable within Ada identifiers or when the HP
C subprogram name contains uppercase letter or letters. You can also use
a pragma N TERFACE.NAME if you want your Ada subprogram iLame to be
different thall the HP C subprogram name.
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11 Note that the Ada compiler does not automatically convert 32-bit real
parameters to 64-bit real parameters. See section "F 11.3.1.5 Real Types and
HP C Subprograms" for details.
Only scalar types (integer, floating point, character, Boolean, and enumeration

types) and access types are allowed as result types for an external interfaced
function subprogram written in HP C.

When binding and linking Ada programs with interfaced subprograms written
in HP C. the libraries libc. a libM.a, and libcl. a are usually required. The
Ada binder automatically provides the -IM -Ic -ici directives to the linker.
You are not required to specify "-IN -ic -Ici" when binding and linking the
Ada program on the ada(1) command line.

For more information about C language interfacing, see the HP CIRPJ-"UX
Reference Manual and the HiP C Programme r'.q Guide. For general information
about passing Ada types. see section " F 11.1 General Considerations in Passing
Ada Types".

F 11.3.1 Scalar Types and HP C Subprograms

"*See section "F 11.1.1 Scalar Types" for details.
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F 11.3.1.1 Integer Types and HP C Subprograms

See section "F 11.1.1.1 Integer Types" for details.

When passing integers by reference, note that an Ada SHORT.SHORT.INTEGER
(eight bits) actually corresponds with the HP C type char, because C treats
this type as a numeric type.

Table 11-2 summarizes the integer correspondence between Ada and C.

Table 11-2. Ada versus HP C Integer Correspondence

Ada HP C Bit Length

CHARACTER char 8

SHORT_.SHORT_.INTEGER char 8

SHORT-INTEGER short and short int 16

INTEGER in%, long, and long int 32

All Ada integer types are allowed for the result returned by an external
interfaced subprogram written in HP C if care is taken with respect to
differences in the interpretation of S-bit quantities.

F 11.3.1.2 Enumeration Types and HP C Subprograms

See section "F 11.1.1.2 Enumeration Types" for details.

HP C enumeration types have the same representation as Ada enumeration
types. They both are represented as unsigned integers beginning at zero. In
HP C, the size of an enumeration type is always 32 bits. When HP C passes
enumeration types as value parameters. the values are zero extended to 32
bits. Because Ada also performs the zero extension to 32 bits for erumeration
type values. th,.% ;-ill be ii thy, correct form for HP C subprograms. If a
representation specification applies to the Ada enumeration type, the value
specified by the representation clause (not the 'POS value) will be patssed To the
HP C routine.
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F 11.3.1.3 Boolean Types and HP C Subprograms

See section "F 11.1.1.3 Boolean Types" for details.

Booleans are passed as other enumeration types are passed; see section
"F 11.3.1.2 Enumeration Types and HP C Subprograms" for details.

The type Boolean is not defined in HP C and the Ada representation of
Booleans does not directly correspond to any type in HP C. However, an Ada
Boolean could be represented in C with an appropriate two-valued enumeration
type or with an HP C integer type.

Boolean types are allowed for the result returned by an external interfaced
subprogram written in HP C, when care is taken to observe the internal
representation.

F 11.3.1.4 Character Types and HP C Subprograms

See section "F 11.1.1.4 Character Types" for details.

The Ada predefined type CHARACTER and any of its subtypes correspond with
the type char in HP C. Both the Ada and HP C types have the same internal
representation and size. However, in Ada the type CHARACTER is constrained to
be within the 128 character ASCII standard.
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F 11.3.1.5 Real Types and HP C Subprograms

This section discusses passing fixed point types and floating point types to
HP C.

Fixed Point Types

Ada fixed point types are not supported as parameters or as results of external
subprograms. Ada fixed point types cannot be returned as function results
from interfaced subprograms written in HP C.

Floating Point Types

When HP C is operating in compatibility mode (non-ANSI mode). the
default calling convention for passing parameters of floating point types by
value requires that 32-bit single precision reals be converted to 64-bit uouble
precision reals before being passed.

When HP C is operating in ANSI conformant mode (or in compatibility
mode with the +r flag specified), 32-bit single precision reals are passed as
parameters without being converted to 64-bit double precision.

Consequently. an interface parameter of type FLOAT or of a type derived
from a type whose base type is FLOAT. can only be passed directly to
float parameters of HP C code compiled in ANSI conformant mode or in
compatibility mode with +r specified.

To interface with compatibility mode HP C code (no ÷r specified ). the
Ada type LONGFLOAT. or a type derived from a type whose base type is
LONG.FLOAT. must he used for all parameters of HP C type f loat.

This limitation on passing the Ada type FLOAT only applies to parameter-,
that are of the type FLOAT or derived from a type whose base type is FLGAT.
A parameter of a composite type. such as an array or record. can have
components that are of the type FLOAT. Also. the type FL7AT can be pas;"d :y
reference to an external HP C subprogram. The HP C calling coiivention d,.,,:
not require conversion in these cases in any compiler mode.
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F 11.3.2 Access Types and HP C Subprograms

See section "F 11.1.2 Access Types" for details.

F 11.3.3 Array Types and HP C Subprograms

See section "F 11.1.3 Array Types" for details.

Note that constrained Ada arrays with SHORTSHORTINTEGER or with 8-bit
enumeration type components can be most conveniently associated with an HP
C type of the form char .J or char *.

In Ada, the predefined type STRING is an unconstrained array type. It is
represented in memory as a sequence of consecutive characters without any
gaps in between the characters. In HP C. the string type is represented as
a sequence of characters that is terminated with an ASCII null character
(\000). You will need to append a null character to the end of an Ada string
if that string is to be sent to an external interfaced HP C subprogram. When
retrieving the value of an HP C string object for use as an Ada string, you will
need to dynamically allocate a copy of the HP C string. The HP C type char
* is not compatible with the unconstrained array type STRING that is used by
Ada.

The examples on the following oages illustrate the handling of strings in HP C
and ixi Ada. In the first example. an Ada string is passed to HP C. Note the
need to explicitly add a null character to the end of the string so that string is
in the form thai HP C expects for character strings.
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HP C routine:

/* Receiving an Ada string that has an ASCII.NULL appended
to it in this C routine

-/

void receive-ada.str (var.str)
char *var-str;

{
printf ("C: Received value was : %s \n", var-str);

}

Ada routine:

-- passing an Ada string to a C routine

procedure SENDADASTR is

-- Declare an interfaced procedure that sends an
-- Ada-Szring to a C-subprogram

procedure RECEIVE_.ADA.STR ( VARSTR : STRING);
pragva INTERFACE (C, RECEIVEA:A.STR);

begin -- SEND.ADASTR

-- Test the passing of an Ada string to a C routine
.ECEIVEADA.R ( "Ada test string sent to C " ASCI.NUL);

end SENDADA..STR;
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In the second example. a C string is converted to an Ada string. Note that
Ada must compute the length of the C string and then it must dynaxnically
allocate a new copy of the C string.

HP C routine:

/* Sending a C string value back to an Ada program *I

char *send.c.str()
{

char *local.string;

local-string = "a C string for Ada.";
return local-string;

Ada routine:

-- We import several useful functions from the package SYSTEM
-- the generic function FETCHFROM.ADDRESS
-- to read a character value given an address
-- the function "."(addressinteger)
-- �o allow us to index consecutive addresses

-- C See section F 3.1. for the complete specification
- - of the package SYSTEM )

wth SYSTEM;
with TEXT_10;
procedure READCSTRING is

type CSTRING is access CHARACTER;
-- This is the C type char *

type A.STR:NG is access STRING;
-- The Ada type pointer to STRING
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-- Declare an interfaced procedure that returns a pointer

-- to a C string (actually a pointer to a character)
function SENDC.STR return C.STRING;

pragma INTERFACE (C, SEND.CSTR);

function FETCH-CHAR is
new SYSTEM.FETCH.FROMADDRESS (TARGET => CHARACTER);

-- Create a non-generic instantiation of the function FETCH

function CSTRING.LENGTH (SRC : CSTRING) return NATURAL is

use SYSTEM; -- import the "+"(address,offset) operator

LEN NATURAL := 0;
START SYSTEM.ADDRESS;
CUR CHARACTER;

begin
START SRC.all'ADDRESS;

loop
CUR FETCH.CHAR (FROM => START + OFFSET (LEN));

exit when CUR = ASCII.NUL;
LEN := LEN + 1;

end 'Loop;
re:urn LEN;

end CSTRINGLENGTH;
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U 1 function CONVERTTO.ADA (SRC : CSTRING) return A.STRING is
use SYSTEM; -- import the "+"(address,offset) operator
A-STORAGE : A-STRING;

LEN : NATURAL;
CSTART : SYSTEM.ADDRESS;
C-CUR : CHARACTER;

begin
LEN := CSTRINGLENGTH (SRC);
A.STORAGE new STRING (1 .. LEN);
CSTART SRC.all'ADDRESS;
for INX in 0 .. LEN - i loop

CCUR := FETCH-CHAR (FROM => CSTART + OFFSET (INX));
ASTORAGE.all (INX * 1) := CCUR;

end loop;
return A-STORAGE;

end CONVERTT0_ADA;

begin -- Start of READCSTRING

declare
A-RESULT A-STRING;
C.RESULT CSTRING;

begin

-- Call the external C subprogram
C.RESULT SENDCSTR;

-- Convert to an access Ada STRING
A-RESULT CONVERT.TO.ADA( CRESULT );

-- Print out the result.
TEXTIO.PUT-LTNE( A.RESULT.all );

end;
end READCSTRING;
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F 11.3.4 Record Types and HP C Subprograms 1
See section "F 11.1.4 Record Types" for details.

Ada records can be passed as parameters to external interfaced subprograms
written in HP C if care is taken regarding the record layout and access to
record discriminant values. See section "F 4.8 Record Types' for information
on record type layout.
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F 11.4 Calling HP FORTRAN 77 Language Subprograms
When calling interfaced HP FORTRAN 77 subprograms, the following form is
used:

pragma INTERFACE (FORTRAN, Ado-subprogram- name)

This form is used to identify the need for HP FORTRAN 77 parameter passing
conventions.

To call the HP FORTRIAN 77 subroutine

SUBROUTINE fsub (parm)
INTEGER*4 parm

END

you need this interfaced subprogram declaration in Ada:

procedure FSUB (PARM : in out INTEGER);
pragma INTERFACE (FORTRAN. FSUB);

The external name specified in the Ada interface declaration can be any Ada
identifier. If the Ada identifier differs from the FORTRAN' 77 subprogram
name. pragma INTERFACENA1E is required.

Note that the parameter in the example above is of mode in out. In
HP FORTRAN 77. all user-declared parameters are always passed by reference:
therefore. mode in out or mode out must be used for scalar type parameters.
Thc YP FORTRAN 77 compiler might expect some implicit parameters that
are passed by value and not by reference. See section 'F 11.4.4 String Types
and HP FORTRAN 77 Subprograms" for details.

Only scalar types (integer, floating point, and character types) are allowed for
the result returned by an external interfaced function subprogram written
it HP FORTRAN 77. Access type re-ults are not supported. For more
information, see the folloxwinm manuals:

"* HP FORTRA.\ 77/HP-UN Rfrre ILcc Manual
"* HP FORTRAN 77/HP-UN Prgramner'.s Referencc
"* HP FORTRAN 77/'Quzck Referencc Guide

For gieneral information about passing types to interfaced subprograms. see
ý.ectioj, -'F 11.1 General ('onsideratioiis in Passing Ada Types"
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F 11.4.1 Scalar Types and HP FORTRAN 77 Subprograms 111
FORT RAN expects all user-declared parameters to be passed by reference.
Ada scalar type parameters will only be passed by reference if declared as
mode in out or out: therefore, no scalar type parameters to a FORTRAN
interface routine should be declared as mode in (except for certain implicit
parameters; see section "F 11.4.4 String Types and HP FORTRAN 77
Subprograms" for details.) No error will be reported by Ada, but you will most
likely get unexpected results.

F 11.4.1.1 Integer Types and HP FORTRAN 77 Subprograms

See section "F 11.1.1.1 Integer Types" for details.

See section "F 11.1.1 Scalar Types" for details.

Table 11-3 summarizes the correspondence between integer types in Ada and
HP FORTRAN 77.

Table 11-3.

Ada versus HP FORTRAN 77 Integer Correspondence

Ada HP FORTRAN 77 Bit Length

SHORT-SHORTINTEGER BYTE :

SHORT.IN7EGER INTEGER*2 6 _

INTEGER INTEGERP4.'2

The compatible types are the same for proce-dures and functioais. Copatible
Ada intezer types are allowed for the result toturned b',. an ,,erua ,'faced
function subprogram written in HP FORTRAN 77.

Ada serma:ntics do not allow parameterS of mode in out to be passed to
function subprograms. Therefore. for Ada to call HP FORTRAN 77 external
interfaced function subprograms, each scalar parameter's addiess must be
passed. The use of the supplied package SYSTEM facilitates this passing of the
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11 object's address. The parameters in an HP FORTRAN 77 external function
must be declared as in the example below:

with SYSTEM;
VAL : INTEGER; -- a scalar type
VAL2 FLOAT ; -- a scalar type
RESULT INTEGER;
function FTNFUNC (PARMI, PARM2 : SYSTEM.ADDRESS) return INTEGER;

The external function must be called from within Ada as follows:

RESULT := FTNFUNC (VALV'ADDRESS, VAL21ADDRESS);

F 11.4.1.2 Enumeration Types and HP FORTRAN 77 Subprograms

See section -'F 11.1.1.2 Enumeration Types" for details.

The HP FORTRAN 77 language does not support enumeration types.
However. objects that are elements of an Ada enumeration type can be passed
to an HP FORTRAN 77 integer type because the underlying representation
of an enumeration type is an integer. The appropriate FORTRAN type
"(BYTE. INTEGER*2. or INTEGER*4) should be chosen to match the size of the
Ada enumeration type. If a representation specification applies to the Ada
enumeration type. the value specified by the representatioii clause (not the
'POS value! will be passed to the FORTRAN routine.
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F 11.4.1.3 Boolean Types and HP FORTRAN 77 Subprograms

See section "F 11.1.1.3 Boolean Types" for details.

An Ada Boolean that has the default 8-bit size is compatible with the default
mode HP FORTRAN 771 type LOGICAL*1 both as a parameter and as a

function result.

An Ada Boolean type with a representation specification for a larger size (16
or 32 bits) is not compatible with the larger sized HP FORTRAN 77 logical
types (LOGICAL*2 or LOGICAL*4). Such Ada Booleans can be passed to the
appropriately sized FORTRAN integer type (INTEGER*2 or INTEGER*4) and
treated as integers that have the value of 'POS of the Ada Boolean value.

If the HP FORTRAN 77 routine is compiled with one of the HP FORTRAN 77
options that changes the size or representation of logical types to other
than the default. you will have to determine what Ada types, if any. are
compatible with the altered FORTRAN behavior by consulting the appropriate
FORTRANk documentation.
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11 F 11.4.1.4 Character Types and HP FORTRAN 77 Subprograms

See section "F 11.1.1.4 Character Types" for details.

There is no one-to-one mapping between an Ada character type and any
HP FORTRAN 77 character type. An Ada character type can be passed to
HP FORTRAN 77 or returned from HP FORTRAN 77 using one of several
methods.

HP FORTRAN 77 considers all single character parameters to be
single-element character arrays. The method that HP FORTRAN 77 uses to
pass character arrays is described in section "F 11.4.4 String Types and HP
FORTRAN 77 Subprograms". The method requires that an implicit value
parameter be passed to indicate the size of the character array. Because HP
FORTRAN 77 uses this method for passing character types. it might be more
convenient to convert Ada character types into Ada strings and follow the rules
that govern passing Ada string types to HP FORTRAN 77.

An Ada character that has the default S-bit size can be passed to a default
mode HP FORTRAN 77 parameter of type CHARACTER*I. This can be done
if the interface declaration specifies the additional size parameters that
HP FORTRAN 77 implicitly expects and passes the constant value one (the
size of the character) when the HP FORTRAN 77 subprogram is called. See
sction "F 11.4.4 String Types and HP FORTRAN 77 Subprograms" for
an example of implicit size parameters for strings: to pass an Ada character
instead of a string. simply use the Ada character type in the Ada interface
declaration in place of the Ada string type and CHARACTER*1 Mn the HP
FORTRAN 77 declaration in place of the CHARACTER *(*). Note that the
size parameter or parameters are not specified in the HP FORTRAN 77
subprogram declaration: than are implicit parameters that are expected by the
HP FORTRAN 77 subprogram for each character array (or character) type
parameter.

An Ada character type tha:. has the default size cannot be returned from al
HP FORTRAN 77 function that has a result type of CHARACTER.1 it can be
ret urned as a BYTE. se,, bel,,w for detailsi.

An Ada character type thzt, has the default .-bit size can also be passed to
an HP FORTRAN 77 para:iieter of type BY7E without having to pass the
additional length pararnetr. Th,, BYTE will have the value of 'POS of the Ada
character value.
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An Ada character type that has the default size can also be returned from an
HP FORTRAN 77 function that has a return type of BYTE. The BYTE to be
returned should be assigned the 'POS value of the desired Ada character.

An Ada character type with a representation specification for a larger size ( 16
or 32 bits) is not compatible with any HP FORTRAN 77 character type. Such
Ada characters can be passed to the appropriately sized FORTRAN integer
type (INTEGER*2 or INTEGER*4) and treated as integers that have the value of
'P0S of the Ada character value.

F 11.4.1.5 Real Types aad HP FORTRAN 77 Subprograms

This section discusses passing fixed and floating point types to subprograms
written in FORTRAN.

Fixed Point Types

Ada fixed point types are not supported as parameters or as results of external
interfaced subprograms written in HP FORTRAN 77. Ada fixed point :ypes
cannot be returned as function results from external interfaced subprocrams
wvritten in HP FORTRAN 77.

Floating Point Types

See sp-tion -'F i1.1.1.5 Real T.vpe<" for details.

The Ada type FLOAT corresponds ,o thp REAL*4 format in HP FORTRAN 77.
The Ada type LDNGFLOAT corresponds to the IHP FORTRAN 77 7y*o :cuE-E
?REZCSION (or REAL-8).

Thero is no Ada type that corresponds to the HP FORTRAN 77t. REAL-:,
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F 11.4.2 Access Types and HP FORTRAN 77 Subprograms

See section "F 11.1.2 Access Types" for details.

Ada access types have no meaning in HP FORTRAN 77 subprograms because
the types are address pointers to Ada objects. The implementation value of
an Ada parameter of type ACCESS may be passed to an HP FORTRAN 77
procedure. The parameter in HP FORTRAN 77 is seen as INTEGER*4.
The object pointed to by the access parameter has no significance in
HP FORTRAN 77; the access parameter value itself would be useful only for
comparison operations to other access values.

HP FORTRAN 77 can return an INTEGER*4 and the Ada program can declare
an access type as the returned value type (it will be a matching size because in
Ada, an access type is a 32-bit quantity.) However, care should be tal.en that
the returned value can actually he used by Ada in a meaningful manner.
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F 11.4.3 Array Types and HP FORTRAN 77 Subprograms I
See section "F 11.1.3 Array Types" for details.

Arrays whose components have an HP FORTRAN 7.7 representation can be
passed as parameters between Ada and interf,.ed external HP FORTRAN 77
subprograms. For example. Ada arrays whose ccmponents are of types
INTEGER, SHORT-INTEGER, FLOAT, LONGFLOAT. ,)r CHARACTER may be passed as
parameters.

Array types cannot be returned as function results from external
HP FORTRAN 77 subprograms. However, an access type to the array type can
be returned as a function result.

Caution Arra.5s with multiple dimensions are implemented differently
41 Ada and HP FORTRAN 77. To obtain the same layout of
compone:its in meniory as a given HP FORTRAN 77 array. the
Ada equivalent must be declared and used with the dimensions
in reverse order.
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11 Consider the components of a 2-row by 3-column matrix, declared in

HP FORTRAN 77 as

INTEGER*4 a(2,3)

- or

INTEGER*4 a(1:2,1:3)

This array would be stored by HP FORTRAN 77 in the following order:

a(l,1). a(2,1), a(1,2), a(2.2). a(1,3), a(2,3)

This is referred to as storing in column major order; that is. the first subscript
varies most rapidly. the second varies next most rapidly, and so forth, and the
last varies least rapidly.

Consider the components of a 2-row by 3-column matrix, declared in Ada as:

A : array (1..2, 1..3) of INTEGER;

This array would be stored by Ada in the following order:
A(1,1), A0.,2), A(1.3), A(2,1), A(2,2), A(2,3)

This is referred to as storing in row major order; that is. the last subscript
varies most rapidly, the next to las? varies next most rapidly. and so forth.
while the first varies least rapidly. Clearly fhe two declarations in the different
languages are not equivalent. No%. consider the components of a 2-row by
3-colunmn matrix. declared in Ada as:

A : array (I..3, 1..2) of INTEGER;

Note the reversed subscriptsý compared with the FORTRAN declaration. This
array would be stored by Ada in the following order:

A(1,1), A(I,2), A(2,:), A(2.2), A(3,1), A(3.2)

If the subscripts are reverscd. the layout would be

A(1,1), A(2,1), A(i,2), A(2,2), A(1,2), A(2.3)

which is identical to the IlP FORTRAN 77 layout. Thus. eit!,er of tho
lang-iage declaration; could declarc itz rompunen: indices in ',',rc order to be
compatible.
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To illustrate that equivalent multi-dimensional arrays require a reversed order
of dimensions in the declarations iii HP FORTRAN 77 and Ada, consider the
following:

The Ada statement

FOO : array (1..10,1..5,1..3) of FLOAT;

is equivalent to the HP FORTRAN 77 declaration

REAL*4 FOO(3,5,10)

or

REAL*4 FOO(1:3,1:5,1:10)

Both Ada and HP FORTRAN 77 store a one-dimensional array as a linear list.

F 11.4.4 String Types and HP FORTRAN 77 Subprograms

When a string item is passed as an argument to an HP FORTRAN 77
subroutine from within HP FORTRAN 77, extra information is transmitted
in hidden (implicit) parameters. The calling sequence includes a hidden
parameter (for each string) that is the actual length of the ASCII character
:equenre. This implicit parameter is passed in addition to the address of the
ASCII character string. The hidden parameter is passed by value, not by
referen ce.

These conventions are different from those of Ada. For an Ada program to cal'
an external itterfaced subprogram written in HP FORTRAN 77 widh a string
type parameter. you must explicitly pass the length of the string object. The
lenstth must be declared as an Ada 32-bit integer parameter of mode in.
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The following example illustrates the declarations needed to call an external
subroutine having a parameter profile of two strings and one floating point
variable.

procedure FTNSTR is
SA: STRING(1..6):= "ABCDEF";
SB: STRING(C..2):= "GH";
FLOAT-VAL: FLOAT:= 1.5;
LENGTH.SA, LENGTHSB INTEGER;

procedure FEXSTR ( Si : STRING; -- passed by reference
LS1 : in INTEGER; -- len of string Si,

-- must be IN
F : in out FLOAT; -- must be IN OUT
S2 : STRING; -- passed by reference
LS2 in INTEGER); -- len of string S2,

-- must be IN

pragma INTERFACE (FORTRAN, FEXSTR);

begin -- procedure FTNSTR
LENGTHSA : SA'LENGTH;
LENGTHSB S SBILENGTH;

FEXSTR (SA, LENGTHSA, FLOATVAL, SB. LENGTH.SB);
end FTNSTR;

Note Note that the string lengths immediately follow the
corresponding string parameter. The string lengths must be
passed by value, not by reference.
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The HP FORTRAN 77 external subprogram is the following: 111
SUBROUTINE Fextr (sl, r, s2)
CHARACTER *(*) sl, s2
REAL*4 r

END

Returning A String From FORTRAN

It is not possible to declare, in Ada, an external FORTRAN function
that returns a result of type STRING (character*N or character*(*) in
FORTRAN). However, such a FORTRAN function can be accessed from Ada
by declaring the function to be an Ada procedure with two additional initial
parameters. The first parameter should be declared as an out parameter of
a constrained string type: the second parameter should be declared as an in
parameter of type INTEGER. The string that is to hold the result is passed as
the first parameter, and the length of that first parameter (the number of
characters that FORTRAN can safely return in that first parameter string) is
passed as the second parameter.

If the maximum number of characters specified by the second parameter is
greater than the number of characters in the string being returned as the
FORTRAN function result. the Ada string will be padded with blanks out to
the number of characters specified as the second paranmeter. If the maximuni
number of characters specified by the second parameter is less than the
number of characters in the string being returned as the FORTRAN function
result, only the number of characters specified as the second parameter will be
returned in the Ada string.
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The following Ada program calls a FORTRAN function that returns a STRING
function result:

procedure FORTRAN-STRING-FUNC is

subtype RESULT is STRING (1..80)

procedure FORTRANFOO (RES: out RESULT;
MAX: in INTEGER;
X : in out INTEGER;
Y : in out INTEGER);

pragma INTERFACE (FORTRAN, FORTRAN FOO);
pragma INTERFACE.NAME (FORTRAN.FO0, "foo");

S : RESULT;
A : INTEGER;
B INTEGER;

begin -- FORTRAN.STRINGFUNC
A 28;
B 496;
FORTRANFOO (S, S'LENGTH, A, B);

end FORTRANSTRINGFUNC;

The FORTRAN function looks like this:

CHARACTER *(*) FUNCTION foo (xy)
INTEGER*4 x,y

foo = 'RETURN THIS STRING TO ADA'
RETURN
END
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F 11.4.5 Record Types and HP FORTRAN 77 Subprograms
See section "F 11.1.4 Record Types" for details.

Ada records may be passed as parameters to external interfaced subprograms
written in HP FORTRAN if care is taken regarding the record layout and

access to record discriminant values. See section "F 4.8 Record Types" for
information on record type layout.

Record types are not allowed as function results in HP FORTRAN functions.

F 11.4.6 Other FORTRAN Types

The HP FORTRAN 77 types COMPLEX, COMPLEX*8. DOUBLE COMPLEX. and

COMPLEX*16 have no direct counterparts in Ada. However. it is possible to
declare equivalent types using either an Ada array or an Ada record type. For
example, with type COMPLEX in HP FORTRAN 77. a simple Ada equivalent ts a
user-defined record:

"type COMPLEX is
record

Real FLOAT;
Imag : FLOAT;

end record;

Similarly. an HP FORTRAN 77 double complex number could be represented
with the two record components declared as Ada type LONG.FLOAT.

While it is not possible to declare an Ada external function that returns the
above record type. an Ada procedure can be declared with an out parameter
of type COMPLEX. The Ada procedure would then need to interface with an
HP FORTRAN 77 subroutine. which would pass the result back using an in
out or out parameter.
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F 11.5 Calling HP Pascal Language Subprograms

When calling interfaced HP Pascal subprograms, the form

pragma INTERFACE (Pascal, Ada.subprogram-.name)

is used to identify the need to use the HP Pascal parameter passing
conventions.

To call the following HP Pascal subroutine

module modp;
export

procedure p.subr (val-parm : integer;
var ref-parm : integer);

implement
procedure p.subr (val.parm : integer;

var ref.parm : integer);
begin

end;

end.

Ada would use the interfaced subprogram declaration:

procedure PSUB (VALPARAM in INTEGER;
REFPARAM in out INTEGER);

pragma INTERFACE (Pascal, P.SUB);

In the above example we provided the Ada subprogram identifier PSUB to the
pragma INTERFACE.

Note that the parameter in the example, VALPARAM. must be of mode in
to match the parameter definition for val.parm found in the HP Pascal
subroutine. Likewise. REFPARAM. must be of mode in out to correctly' match
the HP Pascal definition of var ref parm. Also. note that the names for
para:neter' d, nort need to match exactly. However. the mode of accesý and the
data type' nzu..t by correct lv matched. but there is no compile-time or run-time
check that can ensure that they match. It is your res pojisibititv to ensure their
correctness.
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When Ada interfaces to HP Pascal, it refers to the HP Pascal procedure
or function by the procedure or function name. In the above example, the
pragma INTERFACE was sufficient to specify that name, although a pragma
INTERFACE-NAME could also have been used (and would be necessary if the
name given to the Ada routine did not map correctly to the desired HP Pascal
name). Because Ada uses only the HP Pascal procedure or function name,there is a difficulty if that name is not unique.

The names of the procedures and functions declared within an HP Pascal
module must be unique within a single module. A given module can only
contain one procedure or function name (for example. FOO). but another
module could also contain a procedure or function named FOD. If a single
program uses both modules, it is necessary to properly resolve references to
FO. To properly resolve such references, procedure and function names in
modules are qualified with the name of the module that contains them, This
qualificar ion is internal to the object file and is not accessible to user code.
The linker (ld(1)) uses the qualification information to resolve references by
HP Pascal code to identically named procedures or functions.

This qualification mechanism poses a difficulty when attempting to interface
Ada to HP Pascal because Ada can only specify the unqualified HP Pascal
procedure or function name. There will be no difficulty if the HP Pascal
procedure or function being called has a name that is unique within all the
HP Pascal modules used in the Ada program i if the qualification mechanism
is not needed for the namei. If the procedure or function name is not unique.
the linker (ld(i) will. without producing an error or warning, select one
(usually' the first one) of the multiple HP Pascal procedures or functions that
it encounters during the link that has the name specified by Ada. As this
unpredictable selection is likely to lead to an incorrect program, interfacing
to HP Pascal procedures or functions that ar,, noT uniquely niamed is not
recommended.

For more information on Pascal interfacing, see the HP Pa.,ral/HP-UX
ReferenceF .lanunl. Additional information is ava:iable in the HP- .. V
Portability Guzu,..

For Pasca!. scalar and access parametere-, of mode 4.- a,, pa•-z-' . value
the value of the parameter object is copied and pasw"d. All other types of iJn
parameters (arrays and records, and parameters of mode out and in out are
passed be reference: the address of the object is pa:>td. Thl- niean. that. in

F 11. Calling External Subprograms From Ada 11-47



U general, Ada in parameters correspond to Pascal value parameters, while
Pascal var parameters correspond to the Ada parameters of either mode in out
or mode out.
Only scalar types (integer, floating point. character, Boolean. and enumeration

types) and access types are allowed for the result returned by an external
interfaced Pascal function subprograms.

For general information about passing parameters to interfaced subprograms,
see section "F 11.1 General Considerations in Passing Ada Types".

F 11.5.1 Scalar Types and HP Pascal Subprograms

See section "F 11.1.1 Scalar Types- for details.

F 11.5.1.1 Integer Types and HP Pascal Subprograms

See section "F 11.1.1.1 Integer Types" for details.

Integer types are compatible between Ada and HP Pascal provided their ranges
of values are identical. Tablc 11-4 shows corresponding integer types in Ada
and HP Pascal.

Table 11-4. Ada versus HP Pascal Integer Correspondence

Ada HP Pascal Bit Length

predefined type INTEGER predefined type initeger 32

predefined type predefined typ-. shorthit or IG
SHORTINTEGER user type I1( = 0 65535.

predefined type user-defined type 8
SHORSFOR TENG.:. 1 "0 -I . 2.71.
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Note In HP Pascal, any integer subrange that has a negative lower
bound is always implemented in 32 bits. Integer subranges
with a non-negative lower bound are implemented in S-bits if
the upper bound is 255 or less, in 16-bits if the upper bound
is 65535 or less, and in 32-bits if the upper bound is greater
than 65535. Therefore, in table Table 11-4, the user-defined
subrange 0 ... 255 is shown as the HP Pascal equivalent to the

Ada type SHORT_ SHORT-INTEGER; however, the Ada type is a
signed type with the range -128..127. To convert the unsigned
value back to a signed value in HP Pascal. if the unsigned value
is greater than 127, you will need to subtract 256 to obtain the
actual negative value.

Whether passed from Ada to HP Pascal by ;alue or by reference, the
appropriate HP Pascal type. as shown in Table 11-4. must be used to properiy
access the Ada integer value from HP Pascal.

All Ada integer types are allowed for the result returned by an external
ir.terfaced subprogram written in HP Pascal if care is taken with respect to
ranges defined for integer quantities.
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F 11.5.1.2 Enumeration Types and HP Pascal Subprograms

See section "F 11.1.1.2 Enumeration Types" for details.

Ada and HP Pascal have similar implementations of enumeration types. In
Ada and HP Pascal, enumeration types can have a size of 8, 16, or 32 bits.
However, Ada normally considers enumeration types to be signed quantities
and HP Pascal considers them to be unsigned. Table 11-5 shows corresponding
enumeration types in Ada and HP Pascal.

Table 11-5. Ada versus HP Pascal Enumeration Correspondence

Ada HP Pascal Bit Length

<= 128 elements <= 256 elements 8

<= 32768 elements <= 65536 elements 16

> 32768 elements > 65536 elements 32

If the Ada enumeration type has 129 through 256 elements or 32769 through
65536 elements. there are additional requirement to passing or returning values
of such an Ada type. A size specification on a representation clause for the
Ada enumeration type should be used to specify the minimum size for the
enumeration type (see section Fr 4 1 for details.) When such a size is used and
none of the internal code- are negative integers, the internal representation
of the Ada typo will be unsigned and will conform witli the HP Pascal
representation.
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If such a size specification representation clause is not used, it is still possible
to pass a simple variable or expression of such a type to HP Pascal, by value
or reference, or to return one from HP Pascal. Although the Ada enumeration
object is stored in a larger container than HP Pascal expects, the valid values
are actually all stored within the part of the container that HP Pascal will
access.

However, unless a size specification representation clause is used, there will be
difficulty passing arrays of Ada enumeration values of such types or passing
records containing fields of such types. HP Pascal will not properly access the
correct elements of such arrays or fields of such records because it will assume
the enumeration values to be smaller than they actually are and therefore will
compute their location incorrectly.

If a representation specification is applied to the Ada enumeration type to
alter the internal value of any enumeration elements, care must be taken
that the values are within the HP Pascal enumeration type to which the Ada
enumeration value is being passed.

Ada supports the return of a function result that is an enumeration type from
an external interfaced function subprogram written in HP Pascal.

F 11.5.1.3 Boolean Types and HP Pascal Subprograms

See section "F 11.1.1.3 Booleani Types" for details.

F 11.5.1.4 Character Types and HP Pascal Subprograms

See sprtion "F 1.1.1.4 Character Types- for details.

Value, of the Ada pred&,fined character type might be treated as the type C;A'R
in HP Pascal external interfaced subprograms.
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F 11.5.1.5 Real Types and HP Pascal Subprograms

The following subsections discuss passing Ada real types to interfaced
HP Pascal subprograms.

Fixed Point Types

Ada fixed point types are not supported as parameters or as results of external
subprograms. Ada fixed point types cannot be returned as function results
from interfaced subprograms written in HP Pascal.

Floating Point Types

See section "F 11.1.1.5 Real Types" for details.

Ada FLOAT values correspond to HP Pascal real values. Ada LONG.FLOAT values
correspond to HP Pascal longreal values.

F 11.5.2 Access Types and HP Pascal Subprograms

See section "F 11.1.2 Access Types" for details.

Ada access values can be treated as pointer values in HP Pascal. The Ada
heap allocation and the HP Pascal heap allocation are completely separate.
There must be no explicit deallocation of an access or pointer object in one
language of an object allocated in the other language.
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F 11.5.3 Array Types and HP Pascal Subprograms

See section "F 11.1.3 Array Types" for details.
Arrays with components with the same representation have the same
representation in Ada and HP Pascal.

Arrays cannot be passed by value from Ada to HP Pascal. An Ada array can
only be passed to a VAR parameter in an HP Pascal subprogram.

Array types cannot be returned as function results from external interfaced
subprograms written in HP Pascal.

Pascal conformant array parameters passed by reference (VAR) can be passed
from Ada to Pascal. To pass such parameters, additional implicit parameters
expected by Pascal must be added in the Ada declaration of the Pascal
procedure or function. For each dimension. excep" the last dimension- these
additional parr. aeters are the bounds of the arra% followed by the size of thO
array elements in bytes and they must immediateiy follow the conformant array
parameter or parameters. The bounds and element size parameters must be
declared as in parameters of an integer or enumeration type.

When more than one conformant array parameter is declared in a
comma-separated formal parameter list in a Pascal procedure or function
heading, all the actual parameters passed to the formals in that list must have
the same number of dimensions and the same lowe'r and upper index bound in
each dimension. Therefore. onl'y one set of implicit bound parameters is needed
for the two formal parameters A and B in the following example (no element
size is passed to A and B because they have only one dimension). The actual
parameters passed to the formal A and B parameters must have the same idex
bounds.
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Note that two sets of implicit bound parameters and one element size
parameter are needed for the two-dimensional conformant array formal
parameter C (one set of bounds for each dimension and an element size for the
second dimension). If there are additional two-dimensional conformant array
parameters, and they are all declared in the same comma-separated parameter
list in Pascal (with the C parameter), only the two sets of implicit bound
parameters and the one element size parameter is required for the entire list.
For example, if the Pascal function heading is

function VectorThing
(VAR a,b: ARRAY [i..j: INTEGER) of INTEGER;

VAR c : ARRAY [p..q: INTEGER) of ARRAY Cr..s: INTEGER]
of INTEGER) INTEGER;
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The Ada declaration to call such a Pascal function follows:

with SYSTEM;
procedure PASCAL-CONFORMFUNC is

type VECTOR is array (INTEGER range -492..*500)
of INTEGER range -100..+100;

type VECTOR2 is array (INTEGER range 1..10) of VECTOR;

function VECTORTHING (A, B: VECTOR;
I, J: INTEGER

C: VECTOR2;
P. Q: INTEGER;
R. S: INTEGER;
ELSIZE: INTEGER) return INTEGER;

pragma INTERFACE (PASCAL, VECTORTHING);

-- An appropriate pragma INTERFACENAME is needed here
-- to properly access the Pascal function because the
-- actual function name depends on the Pascal module
-- in which the func:ion appears.

VECTORSIZE : constant INTEGER
:= VECTOR'SIZE / SYSTEM.STORAGE.UNIT;

W, V: VECTOR;
X : VECTOR2;
I : INTEGER;

begin -- PASCALCONFORM.FUNC
I := VECTCRTHiN4G (W, V,

"VzECT OR ' -RST VECTOR',LAS:
X,

VECTCR2'F:RST, VECTCR2'LAST,

VECTCR'FIRST, VECTOR'LAST,
VECTCRSIZE);

end PASCALCONFORM-FUNC;

F 11. Calling External Subprograms From Ada 11-55



F 11.5.4 String Types and HP Pascal Subprograms

See section F 11.1.3 for details.

Passing variable length strings between Ada and HP Pascal is supported
with some restrictions. Strings cannot be passed by value from Ada to HP
Pascal. An Ada string can only be passed to a VAR parameter in an HP Pascal
subprogram.

String types cannot be returned as function results from external HP Pascal
subprograms.

Although there is a difference in the implementation of the type STRING in the
two languages, with suitable declarations you can create compatible types to
allow the passing of both Ada strings and HP Pascal strings. An Ada string
corresponds essentially to a packed array of characters in Pascal. However.
the Ada string type must be one character longer than the corresponding
string type in the HP Pascal procedure or function. HP Pascal adds such an
implicit extra byte to its own packed arrays of characters and expects to be
able to utilize this extra byte during some string operations. The following
example illustrates the declaration of compatible types for passing an Ada
string between an Ada program and an HP Pascal subprogram.

HP Pascal subprogram:

(* passing an Ada STRING type to an HP Pascal routine -)
module p;
export

type string8O = packed array [1..80J of char;
procedure exi ( var s :string8O; len: integer ).

implement
procedure exi;
begin

•.. (* update/use the Ada string as a PAC *)
end;

end.
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Ada program:

-- Ada calling HP Pascal procedure with Ada STRING
procedure AP_1 is

-- Define Ada string corresponding to
-- HP Pascal packed array of char
subtype STRING80 is STRING ( 1..81 ); -- 80+1 for HP Pascal

-- Ada definition of HP Pascal procedure to be called,
-- with an Ada STRING parameter, passed by reference.
procedure EXi (S in out STRING8O;

LEN INTEGER );
pragma IN7ERFACE (PASCAL, EXi);
pragma INTERFACENAME (EXI, "exl");

S : STRING8O;

begin -- AP_1
S(1..26) := "Ada to HP Pascal Interface";
EXI (S, 26); -- Call the HP Pascal subprogram

end AP_1;
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An HP Pascal STRING type corresponds to a record in Ada that contains
two fields: a 32-bit integer field containing the string length and an Ada
STRING field containing the string value. The following example illustrates the
declaration of compatible types for passing an HP Pascal string between an
Ada program and a Pascal subprogram.

Pascal subprogram:

(* passing an HP Pascal STRING type from Ada to *)
(* an HP Pascal routine
module p;
export

type string8O stringE[80;
procedure ex2 ( var s : string80 );

implement

procedure ex2 ;
var

str : string80
begin

-- update/use the HP Pascal string
end;

end.
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Ada program:

-- Ada calling HP Pascal procedure using a HP Pascal string[80o
procedure AP_2 is

-- Define an Ada record that will correspond exactly
-- with the HP Pascal type: string[80]

type PASCAL-STRING80 is
record

LEN : INTEGER;
S STRING ( 1..81 ); -- 80+1 for HP Pascal

end record;

-- Here we use a record representation clause to
-- force the compiler to layout the record in
-- the correct manner for HP Pascal

for PASCALSTRINGSO use
record

LEN at 0 range 0 .. 31;
S at I range 0 .. 81*8; -- 80.1 for HP Pascal

end record;

-- The Ada definition of the HP Pascal procedure to be
-- called, with an HP Pascal STRING parameter, passed
-- by reference.

procedure EX2 (S : in out PASCALSTR.•NG80);
pragma INTERFACE (PASCAL, EX2);

pragma :NTERFACENAME (EX2, "ex2");

PS : PAS:AL.STRINGSO;

beg-in -- AP-2

-- assign value field
PS.S(I .26) "Ada to HP Pascal Interface";
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PS.LEN 26; -- set string length field
EX2 ( PS ); -- call the HP Pascal subprogram

end AP_2;

F 11.5.5 Record Types and HP Pascal Subprograms

See section "F 11.1.4 Record Types" for details.

Records cannot be passed by value from Ada to HP Pascal. An Ada record can
only be passed to a VAR parameter in an HP Pascal subprogram.

Record types cannot be returned as function results from external HP Pascal
subprograms.
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F 11.6 Summary
Table 11-6 shows how various Ada types are passed to subprograms.

Table 11-6.

Modes for Passing Parameters to Interfaced Subprograms

Ada Type Mode Passed By

ACCESS, in value
SCALAR

-INTEGER
- ENUMERATI ON
-BOOLEAN
-CHARACTER
-REAL

ARRAY, in reference
RECORD

all types except TASK in out reference
and FIXED POINT

all types except TASK our reference
and FIXED POINT

TASK N/A not passed
FIXED POINT
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* 1 Table 11-7 summarizes general information presented in section "F 11.1
General Considerations in Passing Ada Types".

Table 11-7.
Types Returned as External Function Subprogram Results

Ada Type Precision HP C HP FORTRAN HP Pascal
Arcituecture

RISC Assembly
Language

INTEGER allowed allowed allowed allowed

ENUMERATION allowed allowed not allowed (1) allowed

CHARACTER allowed allowed not allowed allowed

BOOLE., .; allowed allowed allowed allowed

FLOAT allowed allowed (2) allowed allowed

FIXED POINT not allowed not allowed not allowed not allowed

ACCESS allowed allowed not allowed (1) allowed

ARRAY not allowed not allowed not allowed not allowed

STR:NG not allowed not allowed riot allowed (3) not allowed

RECORD not allowed not allowed not allowed not allowed

TAK not allowed not allowed not allowed not allowed

Notes for Table 11-7:

(1) ss as an integer equivalent.

(2) Some restrictions apply to Ada FLOAT types (in passing to HP C
subprograms

(3) Accessible if function called as a procedure with -extra" pararneters.

Table 11-8 summarizes information presented in sections F 11.2 through F 1 !.5.
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Table 11-8. Parameter Passing in the Ada Implementation

Ada Type Precision HP C HP FORTRAN HP Pascal U
Architecture

RISC Assembly
Language

INTEGER allowed allowed allowed allowed

ENUMERATION allowed allowed not allowed (1) allowed

CHARACTER allowed allowed not allowed (2) allowed

BOOLEAN allowed allowed not allowed (1) allowed

FLOAT allowed allowed allowed allowed

FIXED POINT not allowed not allowed not allowed not allowed

ACCESS allowed allowed not allowed allowed

ARRAY (3) allowed allowed allowed (4) allowed (S'

STRING allowed allowed (5) allowed (6) not allowed (MI

RECORD allowed allowed allowed allowed

TASK not allowed not allowed not allowed not allowed

Notes for Table 11-8:

(1) Can be passed as an equivalent integer value.

(2) Must be passed as a STRING.

(3) [Using only arrays of compatible component tpes.

(4) See warning on layout of elements.

(5) 5 pecial handling of null terminator character required

6) RIequires that the length also be passefd.

(7) Ada strings can be passed to a Pascal PAC (jPcked Arrax ,of _ldac•i-

$ij'CoInfornawL arrays require that 'extra' paraimeters be passed.
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F 11.7 Potential Problems Using Interfaced Subprograms

F 11.7.1. Signals and Interfaced Subprograms
The Ada run-time on the HP 9000 Series 600, 700, and 800 computers

uses signals in a manner that generally does not interfere with interfaced
subprograms. However, some HP-UX routines are interruptible by signals.
These routines, if called from within interfaced external subprograms, may
create problems. You need to be aware of these potential problems when
writing external interfaced subprograms in other languages that will be called
from within an Ada main subprogram. See sigvector(2) in the HP-UX
Reference for a complete explanation of interpretability of operating system
routines.

The following should be taken into consideration:

"a SIGALRM is sent when a delay statement reaches the end of the specified
interval.

"* One of SIGALRM. SIGVTAL.RM (the default), or SIGPROF is sent periodically
when time-slicing is enabled in a tasking program.

"• Interruptible HP-UX routines (see sigvector(2)) may need to be
protected from interruption by the signals used by the Ada run-time
system. The SYSTEMENVIRRONMENT routines SUSPENDADATASKING and
RESUME.-ADA_ -TASKING can be used to implement this protection. As
an alternative, the knowledgeable user can use the sigsetmask(2) or
sigblock(2) mechanism to implement the same protection.

" If a signal is received while it is blocked, one instance of the signal is
guaranteed to remain pending and will be honored when the signal is
unblocked. Any additional instances of the signal will be lost.

"* Anv signals blocked in interfaced code should be unblocked before leaving the
interfaced code.
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The alarm signals sent by delay statements and sent to implement time-slicing
(noted above) are the most likely signals to cause problems with interfaced
subprograms. These signals are asynchronous; that is, they can occur at anyI
time and are not caused by the code that is executing at the time they occur.
In addition, SIGALRM and SIGPROF (but not SIGVTALRM) can interrupt HP-UX

routines that are sensitive to being interrupted by signals.

Problems can arise if an interfaced subprogram initiates a -slow" operating
system function that can be interrupted by a signal (for example. a read(2)
call on a terminal device or a vait(2) call that waits for a child process to

complete). Problems can also arise if an interfaced subprogram can be called
by more than one task and is not reentrant. If an Ada reserved signal occurs
during such an operation or non-reentrant region. the program may function
erroneously.

For example. an Ada program that uses delay statements and taskinQ
constructs causes the generation of SIGALRM and optionally either SIGWVALRM
or SIGPROF. If an intefaced subprogram iteeds to perform a potentially
interruptible system call or if the interfaced subprogram can be called from
more than one task and is not reentrant. you can protect the interfaced
subprogram by blocking the potentially interrupting time signals around the
system call or non-reentrant region. If one of these tinier signals does occur
while blocked. signifying either the end of a delay period or the need to
reschedule due to time-slice expiration. that sigrnal is not lost: it is effectiv.civ

deferred until it is later unblocked.
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Assuming a tasking program, which contains one or more delay statements,
with time-slicing enabled using the default time-slicing signal (SIGVTALRM), the
following example shows a protected read(2) call in the C language:

#include <signal .h>
void interface-rout o);

long mask;

/I Add SIGALRM and SIGVTALRM to the list of currently

blocked signals (see sigblock(2)). 0/

mask = sigblock (sigmask (SIGALRM) I sigmask (SIGVTALRM));

... read (...); /, or non-reentrant region */

/* restore old mask so Ada run-:ime can function ,/
sigsetmask (mask);

}
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If any Ada reserved signal other than SIGALRM or the alarm signal (if any)
being used for time-slicing is to be similarly blocked, SIGALRM and the alarm
signal used for time-slicing must already be blocked or must be blocked at the
same time as the other signal or signals.

Any Ada reserved signal blocked in interfaced code should be unblocked before
leaving that code, or as soon as possible thereafter, to avoid unnecessarily
stalling the Ada run-time executive. Failure to follow these guidelines will
cause improper delay or tasking operation.

An alternative and preferred method of protecting interfaced code from signals
is described in the Ada User's Guide in the section on "Execution-Time
Topics." The two procedures SUSPEND-ADA.TASKING and RESUMEADA_73ASK :NG
from the package SYSTEM.ENVI RONMENT supplied by Hewlett-Packard can be
used within an Ada program to surround a critica! section of Ada code or a call
to external interfaced subprogram code wi'h a critical section.

F 11.7.2 Files Opened by Ada and Interfaced Subprograms

An interfaced subprogram should not attempt to perform I/O operations
on files opened by Ada. Your program should not use HP-UX I/O utilities
intermixed with Ada 1/0 routines oik the same file. If it is necessary to perfxon.'
1/0 operations in interfaced subprograms using the HP-UX utilities. opcn and
close those filehs ,i.h HP-'X utilities.
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12122
F 12. Interrupt Entries 121
This chapter describes interrupt entry processing.

F 12.1 Introduction

The Ada compiler supports a limited form of interrupt entries as defined by
the Ada RM, section 13.5.1. In addition, the compiler provides the following
features:

a Interrupt entries are assr iated with HP-UX signals, but are not directly
invoked by an HP-UX signal. Instead. the interrupt entry is called from
an Ada signal handling procedure. An Ada signal handling procedure can
be associated with one or more HP-UN signals. If an Ada signal handler
wants to call an im;terrupt entry. it can onl; call the interrupt entry that is
associaied with tiie samie lP-UX signal that caused the Ada signal handier
itself to be invoked.

"* Interrupt entries associated with HP-UX signals can have parameters.

"* If the interrupt entry call cannot be processed immediately by the server
task. the interrupt entry parameters are buffered so that the interrupt is rot
lost and the entrY is processed as soon as cordizzions permit.

" All siqna 1ý except the ones reserved by thy, Ada runtime and the HP-UN
systein can he. handled with up to seven different priorities- The interrup'
enTr. ,cliai::rt wiIl not prohirit the ius,ý, f ýsignaik re5er%- .d b'. hie Arda
runilin: or .1-. H '- N'X. but using zuch sigi:;,- for iiTerrup; ,ra r: , x: ca;ý -
un ,r'-d• ta b;,- progýran behavior,
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F 12.2 Immediate Processing
If an Ada handler has been associated with an HP-UX signal, when that
signal occurs, an internal signal handler installed by the runtime system

12 is entered. That internal handler then calls the user-defined Ada handler.
One parameter of type SYSTEM. ADDRESS is passed to the user handler; the
parameter is the "signal number" that caused it to be invoked (a function is
provided to convert the integer representation of a "signal number" into an
object of type SYSTEM.ADDRESS). The Ada handler can make an entry call to
a task entry associated with the particular signal and/or it can update global
state information (for example, variables) that is meaningful to the program.
It should then return, giving control to the internal handler in the runtime
system.

If the Ada handler makes an entry call to an entry previously declared with
a representation clause as an interrupt entry, the rendezvous does not occur
immediately. The kernel saves the parameters passed by the signal handler in a
buffer taken fromn a pool of free buffers and links the buffer to the entry queue
for the interrupt. The actual rendezvous will take place in deferred processing
(see section "F 12.3 Deferred Processing"). The pool of free buffers is allocated
once at the program startup by calling INIY.-NTE-RUPTMANAGER with the
.number of buffers specified (see section "F 12.5 Initializing the Interrupt Entry
Mechanism*').

Note The Ada handler must not call any Ada Runtime System
routines and must be compiled with checks off. See sections

"F 12.6 Associating an Ada Handier with an HP-UX Signal"
and "F 12.6.1 Determining If Your Ada Handler Makes Ada
Runtime Calls" for details.
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F 12.3 Deferred Processing
The deferred processing step is the execution of the accept statement for the
interrupt entry. It is performed with signals enabled and with an Ada task
priority specified by the user (but higher than any software priority as required 12
by the Ada RM, section 13.5.1.2). The accept statement has access to the IN
parameters provided by the Ada handler when the Ada handler made the entry
call. There are no limitations on the code of the accept statement; run-time
calls are allowed.

The connection between the immediate and deferred processing is made by
the Ada runtime. At the end of the immediate processing step, when the
Ada handler returns control to the internal handler in the Ada runtime. Ada
runtime checks to see if any immediate processing steps remain active (that is.
an Ada signal handler has been called in response to a signal but has itot vet
returned). If any immediate processing steps remain active, the Ada runtime
simply returns control to the interrupted context, which will be one of "he
currently active Ada signal handlers.

If no immediate processing steps remain active (that is, the Ada signal handler
that is currently returning control to the Ada runtime is the only currently
active Ada signal handler). the Ada runtime identifies all of the tasks and
entries that immediate processing steps have requested be called. There may
be more than one interrupt entry call pending because multiple different
signals may have been received, causing multiple Ada signal handlers to be
simultaneously active. Only when the last active Ada signal handler returns
control to the Ada runtime will the pending tasks or entries be considered as
callable. The Ada runtime will determine for each pending interrupt entry
call whether the accept statement can be executed immediately. If so. the
current task is preempted unless it is of equal or higher priority than any of the
pending interrupt entry calls (for example. the current task is itself executinge
an accept siatement for a higher priority interrupt!. Pending interrupt entry
calls for which the accept can be executed. but which are of a lo\%er pr.oritv
than the c,'rvmti. runizinm tak. will be made as th',:r priurit' ., :mit .note
that calls to interrupt entries with identica! prioritiss may occur ii an anrbi;rary
,irder i.

If the accept statement cannot be executed irrirediatelv. the reiniezvous will
take place according to normal Ada semantics whern the server ta;k expcutes an
accept or select stateenit for the given eljtrv.
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There are no restrictions on the number of interrupt entries one task can use,
nor on the number of tasks that can use interrupt entries. The only restriction
is that only one entry may be associated with a given HP-UX signal and that
signals reserved by the Ada runtime may not be associated with an interrupt

. 12 entry.

The buffering of the interrupt entry call from the Ada handler to the interrupt
entry attempts to ensure that no signal will be lost. It is important that the
average execution time of the interrupt entry be smaller than the signal rate
for the associated signal, otherwise the pool of buffers to hold interrupt entry
parameters will be quickly exhausted. Each buffer is released immediately
before execution of the accept body for the interrupt entry after the parameters
have been copied to the stack of the acceptor task. It is also important that
the execution time of the Ada signal handlers be minimized as the deferred
processing step is not performed when any Ada signal handler remains active.

F 12.4 Handling an Interrupt Entirely in the Immediate
Processing Step
Calling an interrupt entry in response to a signal is optional. Interrupts can
be handled in a sequential program that has no tasks to call or in a tasking
program without calling an interrupt entry if the Ada handler performs all the
required processing. This can improve performance because the overhead of
task switching is avided. However, because the Ada handler cannot make Ada
rur-time calls and must be compiled with checks off (using the -R option). the
amount of processing that an Ada handler can do is limited. In addition, if
the Ada handler does all the processing, the Ada program must generally poll
global state information to determine that the signal has been received.
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F 12.5 Initializing the Interrupt Entry Mechanism
The compiler provides the package INTERRUPT-_MANAGER to support interrupt
entries. This package is in the predefined library.

To use interrupt entries, you must initialize the interrupt manager by calling 12

this procedure:

procedure INITINTERRUPTMANAGER
(NUMBEROFBUFFERS in BUFFER.NUMBER;
MAXPARAMAREA.SIZE : in BYTE.SIZE;

INTERRUPT.STACK.SIZE in BYTE-SIZE := 2048);

This procedure allocates the given number of buffers to hold parameters of

interrupt entries that cannot be processed immediately and allocates a signal
stack of the given size. The size of each buffer is the maximum parameter area
size specified to the call. plus a fixed overhead of 2S bytes used by the Ada
runtime. If the given signal stack size is zero. all signals are handled on the
current stack: therefore, all stacks must have sufficient buffer space. Using an

interrupt stack allows better usage of available memory.

The MAX_.PARAMAREA.-SIZE parameter must be the size, in storage unit-s. of
the largest parameter block required by an interrupt entry call. A parameter
block is an area of niemory in which the generated code for a task etitr% call

temporarily stores the actual parameters of the task entry call. The address of
the parameter block is passed to thi. Ada run-time routine EN7RY.CATLL xhich
makes the parameters available to the called task entry when the rendezvous
actually' occurs. In the case of an• interrupt entry. the Ada runtime copies the
parameter block into one of the buffers allocated by INIT.LNTERRUTMANAGER

until the deferred processing step is reached.
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The parameter block sizes for the task entries to be called by Ada signal
handling procedures can be obtained by compiling the specifications of the task
for such entries with the -H option. An informational message is produced
indicating the parameter block size for each task entry specification that has

12 an address clause, indicating it is a candidate for calling from an Ada signal
handling procedure.

The procedure INIT.INTERRUPT_-.ANAGER must be called at program startup
before any call is made to an interrupt entry from an Ada signal handler.
Entry calls will be lost if the number of buffers is insufficient. The required
number of buffers depends on the frequency of signals. A zero number of
buffers can be used when the signal handler only buffers information and never
calls an interrupt entry.

This procedure raises STORAGE-ERROR if there is not enough memory to allocate
the required buffers and the interrupt stack.
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F 12.6 Associating an Ada Handler with an HP-UX Signal
You can install a signal handler by calling the following procedure:

procedure INSTALL-HANDLER
(HANDLER-ADDRESS in SYSTEM.ADDRESS; 12

SIG in SYSTEM.ADDRESS;
PRIORITY in INTERRUPT-PRIORITY

:= INTERRUPTPRIORITY 'FIRST;
ORIGINALIANDLER in ACTION := REPLACED);

This procedure installs an Ada routine, specified via HANDLER-_ADDRESS, as the
Ada handler for the specified HP-UX signal (SIG) after saving the address
of the original handler. If the Ada handler calls an interrupt task entry. the
signal number passed to this procedure as SIG must be the same as the one
specified in the interrupt entry address clause (see "F 12.10 Address Clauses
for Entries") for that task entry. The PRIORITY parameter specifies the priority
of the entry call to be made by the handler (all accept statements will run
with this priority unless they are themselves within an accept statement
executed at higher priority.) The ORIGINALHANDLER parameter controls
whether the current signal handler, the one the Ada handler is replacing, is to
be called before (FIRST) or after (LAST) the new Ada handler or not called at
all (REPLACED).

The INSTALL-HANDLER procedure must b( called from a scope that encloses the
declaration of the Ada procedure that is beýing installed as the Ada handler.
A convenient technique is to declare the Ada handler procedure immediately
within a library level package and place the call to INSTALL-HANDLER in
the package body block. INSTALL-HANDLER will not detect any error if this
restriction is violated: however, unexpecte'd program behavior or program
failure may occur when an incorrectly installed Ada handler is invoked.

The Ada handler must be a procecure with one parameter of type
SYSTEM.ADDRESS and without inner units. The procedure can only reference
local or _,iobal objects. excluding object- of an c~coim, frame. a:,d must be
compiled with checks off (using the -R op, 'on). Ifan e ritrv calis 15,L;lp in an

Ad,- handider. The task the entr:v beloj_2, io nlust b6, a ,.obal object.

The Ada handler must not call any Ada Rluntimiie SsteŽm routiie. (eithetr
explicitl.'. or implicitly) other than simple entry calls to interrfipt entries
becausce onie of the Ada run-time routine-, updat- critical run-time data

F 12. Interrupt Entries 12-7



structures and must not be reentered during such updates. Specifically, neither
timed nor conditional entry calls may be made.

The Ada handler must not call HP-UX routines or other non-Ada code, either
via pragma INTERFACE or via a binding.

If the Ada handler calls another Ada procedure or function. that procedure or
function must follow these same constraints.

For certain complex data structures, the compiler produces Type Support
Subprograms (TSS). These subprograms perform actions such as initializing
record fields, comparing records, changing record representation, and so on.
The compiler then adds implicit calls to these routines when needed. Some
calls to TSS routines are not safe in Ada handlers. If the TSS calls Ada
Runtime System routines, that TSS should not be called from an Ada handler.
To remove the call. you have to simplify the code so that the action that needs
the call is no longer present. The -H option, if used when compiling the Ada
handler, causes an informational message to be produced if the generated code
contains a call to one or more TSS routines. Additionally, the massages specify
the type that the TSS supports.

In general, the code in an Ada handler should be kept extremely simple. It is
recommended to only set a global flag or make an entry call to an interrupt
entry co actually do the required processing.

The IIP-UX signal currently being handled is masked for the duration of the
Ada handler.

The address of thc Ada procedure to use as the Ada handler caii be obtained
by the 'ADDRESS attribute, which is only valid after elaboration of the
procedure bodv.

Th*e procedure INSTALLHANDLER raises STORAGE-ERROR if MAX-HANDLERS
handlers have already been defined.
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F 12.6.1 Determining If Your Ada Handler Makes Ada Runtime Calls

If you are not sure your Ada handler makes specific Ada Runtime System
routine calls, you can compile the Ada source file containing the Ada handler
with the -H option. The -H option causes the compiler to produce a warning 12
message each time it generates code to call an Ada Runtime System routine.
If you generate a complete compiler listing with the -B or -L options, the
warnings appear in the compiler listing at the appropriate source lines. If you
do not generate a complete compiler listing (with -B or -L options). only the
source lines that apply to the warning appear in a listing with the warning.
Check the names of the Ada Runtime System routines that appear in the
warning messages: if calls to any of the following Ada Runtime System routines
appear. your Ada handler is "unsafe".

ABORTSTMT ENDACTIVATION FREETEMPGH

ACCEPTSTMT ENUMIPRED 7REEVAR.SSE-LT
ACTIVATE-COLLECTTION ENUMI _SUCC INITCOLL-CT:ON
ALLOC.FIXSSELT ENUMIVALTOPOS INITFIXSSiLT
ALLOC.GO ENUM2_PRED INITHANDLER
ALLOCLO ENUM2_SUCC INITMASTER
ALLOC SMALLFIX_ELT ENUM2_VAL.TO.POS INITSMALL_ FTx.ELT
ALLOCTEMP ENUM4_PRED INIT-VARSSELT
ALLOCTEMPGH ENUM4_SUCC iNTEGER.IMAGE
ALLOC_'ARSSELT ENUM4_VALTOPOS INTEGERVALLT
CALLABLE ENUMPOS !NTEGER.V:DTH
COMPLETEMASTER ENUMWIDTH NULLBODY.ACCE7PTSTK
COMPLETE-TASK ENVTASKMASTER SELECT.WITH.TERMIN;ArTE
CONDCALLZ FXEDFOP.E SIMPLESELECT
COND-SELECT F:XED_ LARGE SIMPLETIMEDSELEC7
COUNT FIXED- MANTISSA TERMINATED
CREATE-TASK FREEFIXSSELT 7ERMINATIONCCMPLE:E
CURREN;T.OBIECT OF-TASKTYPE FREELIST 7IMEDCAL'
DELAYSTMT FREE-SMALLFIXELT TIMEDSELECT
DESTROY-COLLECTION FREETEMP
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A call to ENTRY.CALL is safe as long as it is calling the task entry declared as
an interrupt entry for the HP-UX signal that caused the Ada signal handler to
be invoked.

To help you understand what Ada language construct might cause such a call
12 to be made, a description of each of the above Ada run-time routines is listed

in section "F 12.13 Ada Runtime Routine Descriptions".
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F 12.7 Disassociating an Ada Handler from
an HP-UX Signal
The Ada handler for a given HP-UX signal can be removed and the original
HP-UX signal handler (or signal behavior) restored with this procedure 12

procedure REMOVE-HANDLER (SIG : in SYSTEM.ADDRESS);

This procedure only needs to be called when it is no longer necessary to
have a handler for a particular signal. All Ada handlers are automatically
disassociated from their HP-ULX signals when the main program terminates.

The procedure REMOVE-HANDLER raises PROGRAM.ERROR if no handler has been
installed for the given signal.

F 12.8 Determining How Many Handlers are Installed
Use the following procedure to determine how many handlers have already
been installed:

function HANDLER-COUNT return HANDLER-NUMBER;

F 12.9 When Ada Signal Handlers Will Not Be Called
When the procedure SYSTEMENVIRONMENT.SUSPEND-ADA.TASKING is called.
tihe HP-UX signals for which Ada signal handlers have been installed.
will be masked. That is. the Ada sinail handlers will not be called if
olie of the signals should occur. At most one instance of any given signal
will be remembered while the signals are masked. When the procedure
SYS7EM_ ENVIP0NMEN7..RESUME-ADA.-TASK--NG is called. the si5na..F for •-hich Ada

,'iran !da iiers 'have been installfd will bh unmasked Aw. sina! that occurred
whil, lie mnaskiqi was in effect will then be deliverpd to ,he Ada prOgram a;id

Ill il, %vke the associated Ada signa! handler5 (at most one instance o; ,n'L
suc:h s.igual will have been remembered while the sig;pals were niazked j
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Caution The Ada program, as well as interface code called by the Ada
program, should not unmask any of the HP-UX signals for
which Ada signal handlers are installed while Ada tasking has
been suspended. Doing so will cause unpredictable and possibly

12 erroneous program behavior.

F 12.10 Address Clauses for Entries
According to section 13.5.1 of the Ada RM, an address clause for an interrupt
entry has the following form:

task INTERRUPT-HANDLER is
entry INTERRUPT(...);
for INTERRUPT use at ... ;

end INTERRUPT-HANDLER;

An interrupt entry may have zero or more parameters of mode IN. Parameters
of mode IN OUT or OUT are not permitted: see section 13.5.1(1) in the Ada
R.1 for details. The expression in the address clause must be of type
SYSTEM. ADDRESS and is interpreted as a signal number by the runtime system.
A function SIGNAL is provided by the INTERRUPTMANAGER package to convert
an integer to a SYSTEM.ADDRESS. Note that a with statement for the package
SYSTEM must be specified for the context in which such an address clause
appears.
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F 12.11 Example of Interrupt Entries
The following is a program that uses interrupt entries. The program could
be written using only Ada tasking and not using HP-UX signals or interrupt
entries; however, this version provides a sample of declaring and using the 12
interrupt entry mechanism. A machine readable copy of this program is
provided in $ADAPATH/samples/intent/intentexl.ada (although the text
and line breaks are different).

-- This program simulates an elevator which takes passengers from,
floor to floor.

-- There are three tasks : PASSENGER, ELEVATOR and MANAGER.

The MANAGER task manages the elevator by determining the floor
-- number and the direction to go. The PASSENGER task generates
-- passengers and sends a signal to the ELEVATOR task. The
-- ELEVATOR loads and unloads passengers and sends a signal back
-- to the PASSENGER task after loading new arrivals or placing
-- them in a queue (the elevator has a maximum capacity, the
-- queue holds any passengers vho have to wait).
- - - - - - - - - - - - -. -- -- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - --. .

with SYSTEM, INTERRUPTMANAGER, TEXT7_O;
procedure MAIN is

-- user signals
SIGUSRi: constant SYSTEM.ADDRESS:= INTERRUPTMANAGER.SIGNAL(16j;
51GUSR2: constant SYSTEM.ADDRESS:= INTERRUPTMANAGER.SIGNAL(17>

subtype FROCESSID is INTEGER;

-- H?-UX calls
procedlure KILL (PID PROCESS. D; 510 SYSSEICADDEE)
pragma INT7ER-FACE (C, ILL)

function GETPID return PROCESS_!D;
pragma INTERFACE (C, GETPID);
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function RAND return INTEGER;
pragma INTERFACE (C. RAND);

MY.PID : PROCESS.ID := GETPID;

-- elevator capacity, directions, floor numbers.
-- arriving passengers

MAX.CAPACITY : constant := 16;

type DIRECrION is (NONE, UP. DOWN);
subtype MOTION is DIRECTION range UP .. DOWN;
ARRDIR, CURDIR : MOTION;

subtype FLOOR is INTEGER range 1 .. 5;
ARRFLR, CURFLR : FLOOR;

ARRPASS : INTEGER;

-- random floor and direction selectors

function RANDFLR return FLOOR is
begin

return (RAND rem (FLOOR'LAST - FLOOR'FIRST * 1)) ÷ 1;
end RAND.FLR;

function RAND-MOTION return MOTION is
MCTIONS : constant INTEGER := MOTION'PCS (MC`ION'LAST)

-MOTION'POS (MOTION'FIRST);
begin

return MOT:OU'VAL (MOTICN'PUS(MOTION'F:RST)
+ (RAND re'n MOTIONS));

end RAND-M07ICN;

-- show passenger/floor information
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procedure SHOW.PASS (WHERE: in FLOOR; PASS: in INTEGER;
DOING: in STRING; WHICH: in DIRECTION := NONE) is

FNUM constant STRING FLOOR'IMAGE (WHERE);

PNUM : constant STRING : INTEGER'IMAGE (PASS); 12

begin
TEXT.IO.PUT ("On floor " & FNUM ((FNUM'FIRST00).,FNUM'LAST)

ft " ther-e ");
case PASS isk"thr")I

when 0 => TEXTIO.PUT ("are no passengers");

when I => TEXTIO.PUT ("is 1 pazsenger");
when others => TEXTIO.PUT

("are " & PNUM ((PNUM'FIRST-1)..PN`UM'LAS7)
& " passengers");

end case;
TEXTIO.PUT (DONG);

if WHICH A= NONE then
TEXTIMO.PUT (DIRECTION'IMAGE(WHICH) & ".");

end if;
TEXTIO.NEWLINE;

end SHOW-PASS;

task OUTPUT is
entry LOCK; -- This task implements a lock/unlock

-- mechanism for

entry UNLOCK; -- output, so that messages do not
-- get intermixed.

end OUTPUT;

task PASSENGER is

This task generates passengers at various floor levels
-- and sends SIGUSRI to the ELEVATOR task. The elevator

-- task sends Si5USR2 back to acknowledge that passengers

-- have been served.
entry START;
entry CONTINUE;

for CONTINUE use at SIGUSR2;
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end PASSENGER;

task ELEVATOR is
-- This task loads and unloads passengers.

12 entry START;
entry LOADARRIVING.PASS;
entry UNLOAD;
entry LOADWAITING_PASS;
for LOADARRIVINGPASS use at SIGUSRX;

end ELEVATOR;

task MANAGER is
-- This task determines the floor number and direction of
-- the elevator. It calls ELEVATOR task to load and unload
-- passengers on each floor.
entry START;

end MANAGER;

task body OUTPUT is
begin

loop
accept LOCK;
accept UNLOCK;

end loop;
end OUTPUT;

task body PASSENGER is
begin

accept START;
loop

ARRFLR := RAND.FLR; -- Determine the floor number.
if ARRFLR = FLOOR'FIRST then

ARR.DIR := UP; -- The bottom floor only goes up.
elsif ARRFLR = FLOOR'LAST then

ARR.DIF =OWN; -- The top floor only goes down.
else

ARRDIR RAND ".'TION;

-- Any other floor can go either way.
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end if;
ARRKPASS RAND rem MAX-CAPACITY;

if ARRKPASS > 0 then
OUTPUT.LOCK; 12

SHOW-PASS (ARRFLR, ARKPASS,
" arriving to go ", ARRDIR);

OUTPUT.UNLOCK;

end if;

KILL (MYPID, SIGUSRi);
-- Send SIGUSRi to the ELEVATOR task.

accept CONTINUE;
-- Passengers loaded or wai:ing in the queue.

end loop;
end PASSENGER;

task body ELEVATOR is
-- This task loads and unloads passengers.
-- It loads the arriving passengers when the elevator
-- arrives on the right floor when going in the right
-- direction. Each passenger decides which floor to exit
-- when he or she enters the elevator. If the number of
-- passengers exceeds the maximum capacity. the excess
-- passengers have to wait for the next elevator visit.

LOADED-PASS INTEGER := 0;
DESTINAT:ON array (FLOOR) of INTEGER := (others => 0);
WAIT : array (FLOOR. MOTION)

of INTEGER := (others => (0, 0));

procedure CHOOSE DEST (FROMFLOOR FLOOR; OCING : MCTION;
PASS INTEGER) is

-- Each passenger picks a destination floor.
DESTFLOOR FLOOR;

begin
for I in 1 .. PASS loop
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loop
DEST-FLOOR := RANDFLR;
-- The destination floor should be different

-- from the starting floor and in the
12-- cesired direction.

if GOING = UP then
exit when DEST-FLOOR > FROM-FLOOR;

else

exit when DEST-FLOOR < FROM.FLOOR;
end if;

end loop;
DESTINATION(DEST.FLOOR):= DESTINATION(DEST.FLOOR) + 1;

end loop;
end CHOOSE.DEST;

procedure LOAD-PASS (ARRFLR : FLOOR; ARRDIR :MOTION;
ARR.PASS : INTEGER) is

-- Load the new arrivals and any people
-- waiting in the queue.
REQUEST.PASS INTEGER :=

WAIT (ARRFLR, ARRDIR) * ARR.PASS;
TAKE INTEGER;

begin
if REQUEST-PASS + LOADED-PASS > MAX-CAPACITY then

TAKE MAX.CAPACITY - LOADED-PASS;
else

TAKE REQUESTPASS;
e-.d if;

CHOOSE-DEST (ARRFLR, ARRDIR, TAKE);
WAIT (ARRFLR, ARR.DIR) := REQUEST-PASS - TAKE;

LOADED-PASS := LOADED.PASS * TAKE;

OUTPUT.LOCK;
if TAKE > 0 then

SHOW-PASS (AR?_FLR, TAKE,
" being loaded to go ARR.DIR);

end if;
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SHOW-PASS (ARRFLR, LOADED-PASS, " on the elevator.");
if WAIT (ARRFLR, ARRDIR) > 0 then

SHOW-PASS (ARRFLR, WAIT (ARR.FLR, ARRDIR),
" waiting for the next elevator to go ", ARR.DIR);

end if; 12
OUTPUT.UNLOCK;

end LOAD-PASS;

begin -- ELEVATOR
accept START do

PASSENGER.START; -- Start the passengers.
end START;

loop
select

when CURFLR = ARR.FLR and then CURDIR = ARRDIR =>
accept LOADARRIVING.PASS do

-- Load new arrivals if possible.
if ARRPASS > 0 then

LOAD-PASS (ARRFLR, ARR.DIR, ARR.PASS);
end if;
-- Send SIGUSR2 to the PASSENGER task to inform
-- that passengers are either loaded or put in
-- the queue.

KlLL (MYP:D, SIGUSR2);

end LOADARRIVINGPASS;
or

accept UNLOAD do
-- Unload passengers whose destinations are the
-- current floor.
if DESTINATION (CURFLR) > 0 then

OUTPUT.LOCK;

SHOW.PASS (CURFLR, DESTINAT:ON (CURFLR),
" being unloaded before going ", CUR.DIR>,

OUTPUT.UNLOCK;
LOADED-PASS := LOADED-PASS -

DESTINATION (CURFLR);
DESTINATION (CURFLR) := 0;
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end if;
end UNLOAD;

or
accept LOADWAITINGPASS do

12 -- Load any passengers waiting in the queue.
if WAIT (CURFLR, CURDIR) > 0 then

LOAD-PASS (CUR.FLR, CURDIR, 0);
end if;

end LOADWAITINGPASS;

end select;
end loop;

end ELEVATOR;

task body MANAGER is
-- This task determines the floor number and direction of
-- the elevator. It calls ELEVATOR task to load and unload
-- passengers on each floor.

begin
accept START do

-- Initialize the direction, and floor number.
CURDIR UP;
CURFLR FLOOR'FIRST;
ELEVATOR.START; -- Start the elevator.

end START;

loop
-- Unload passengers whose destinations are the
-- current floor.
ELEVATOR.UNLOAD;
-- Load passengers waiting in the queue.
ELEVATOR.LOADWAITINGPASS;

if CURDIR = UP then
CUR-.FLR CUR.FLR + 1;
if CUR-FLR FLOOR'LAST then

CUR.DIR DOWN; -- Reached the top flcor,
-- change the airection.

end if;
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else
CUR-.FLR := CURTFLR - 1;
if CUR.FLR = FLOOR'FIRST then

CURDIR UP; -- Reached the bottom floor,
-- change the direction. 17

end if;
end if;

end loop;
end MANAGER;

procedure HANDLE-PASSENGER (SIG : SYSTEM.ADDRESS) is
-- This is the handler for SIGUSR1. It calls the ELEVATOR
-- task to load the new arrivals.

begin
ELEVATOR.LOAD.ARRIVING.PASS;

end HANDLE-PASSENGER;

procedure ACKNOWLEDGE (SIG : SYSTEM.ADDRESS) is
-- This is the handler for SIGUSR2. It calls the PASSENGER
-- task to continue generating passengers.

begin
PASSENGER.CONTINUE;

end ACKNOWLEDGE;

begin -- MAIN

-- :nitialize tne interrupt entry manager.
INTERRUPT.MANAGER.INITINTERRUPT.MANAGER

(NUMBER.OFBUFFERS => 4,
MAXPARAMAREASIZE => 1024,
INTERRUPTSTACKSIZE =) 8024);

-- Instal! handlers.
INTERRUPTMANAGER. INSTALL.HANDLER

(HANDLERADDRESS => HANDLE_:YASSENGER'ADDRESS,
SIG => SIGUSRI,
PRIORITY => INTERRUPT.MANAGER.INTERRUPTPRIORITY'LAST);
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INTERRUPT.MANAGER.INSTALLHANDLER
(HANDLER-ADDRESS => ACKNOWLEDGE'ADDRESS.
SIG SIGUSR2,
PRIORITY => INTERRUPTMANAGER.INTERRUPT.PRIORITY'FIRST);

12 MANAGER.START;
end MAIN;
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F 12.12 Specification of the package
INTERRUPT-MANAGER

package INTERRUPT-MANAGER is 12

-- This package provides support for signal handlers.

-- It must NOT be recompiled as it is already compiled in the

-- predefined library.

INTERRUPT-LEVELS : constant := 7;

-- Number of priority levels for interrupt entries.
------------------------------------------------------

type INTERRUPT-PRIORITY is range
SYSTEM.PRIORITY'LAST + 1 .. SYSTEM.PRIORITY'LAST

+ INTERRUPT.LEVELS;

for INTERRUPTPRIORITY'SIZE use 32;

-- This type defines the range of allowed priorities for calls

-- to interrupt entries.

type ACTION is (FIRST, LAST, REPLACED);
for ACTION use (FIRST => 0, LAST => 1. REPLACED => 2);

-- This type defines the actions to be taken with regard to The

-- previous handler for the signal (if any):
-- * FIRST: previous handler is to be called before
-- the Ada handler.
-- * LAST: previous handler is to be called after

-- the Ada handler.
-- * REPLACED: previous handler is nct to be called.
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type BUFFER.NUMBER is range 0..2**1S-1;

-- Number of buffers to hold parameters of interrupt entry
-- calls that cannot be processed immediately.

type BYTE-SIZE is range 0..2**15-1;

-- Used to specify sizes in bytes.

MAX-HANDLERS : constant := 32;

-- Maximum number of installable handlers.

type HANDLER-NUMBER is range O..MAX.HANDLERS;

-- Number of installed handlers.

NOFREEBUFFERS : BOOLEAN := FALSE;

-- Set to TRUE if a signal could not be handled because no
-- buffer was available to hold the parameters. (In such cases
-- it is not possible to raise TASKING-ERROR because the entry
-- call was not made by a normal task.) If NOFREE.BUFFERS
-- becomes tWue it is recommended that the number of buffers
-- specified when calling INITINTERRUPT.MANAGER (see below)
-- be increased, or if possible increase the priority of the
-- called task. The user can reset this variable to FALSE a:
-- any time.

pragma SHARED (NOFREEBUFFERS);

TASKNOT.CALLABLE : BOOLEAN := FALSE;

-- Set to TRUE if a signal could not be handled because the
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-- called task was not callable (it was completed or
-- terminated). The user can reset this variable to FALSE
-- at any time.

pragma SHARED (TASKNOTCALLABLE);

-- Signal definition:

type SIGNAL-NUMBER is range 0..32;
function SIGNAL is

new UNCHECKED-CONVERSION (SIGNAL-NUMBER, SYSTEM.ADDRESS);

procedure INITINTERRUPTMANAGER
(NUMBEROFBUFFERS in BUFFER-NUMBER;
MAXPARAMAREASIZE in BYTE-SIZE;
!NTERRUPTSTACKSIZE : in BYTE-SIZE := 2048);

-- This procedure allocates the specified number of buffers to
-- hold the parameters of interrupt entry calls that cannot be
-- processed immediately, and allocates a signal stack of the
-- given size. The size of each buffer is the maximum
-- parameter area size plus a fixed overhead of 28 bytes used
-- by the Ada runtime. If the given signal stack size is zero,
-- all signals are handled on the current stack, and all stacks
-- must then have sufficient buffer space.

-- This procedure must be called before any Ada signal handler
-- can be installed and hence before any interrupt entry call
-- can be made from an Ada signal handler. Signals can be
-- lost if the number of buffers is insufficient. The number
-- of buffers required depends on the frequency of signals.
-- The number of buffers can be specified as zero if all Ada
-- signal handlers completely handle their signal and never
-- call an interrupt entry.

-- This procedure raises the exception STORAGE-ERROR if there
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-- is not enough memory to allocate the required buffers and/or
-- the signal stack.

12 procedure INSTALL-HANDLER
(HANDLER-ADDRESS in SYSTEM-ADDRESS;
SIG in SYSTEM.ADDRESS;
PRIORITY in INTERRUPT-PRIORITY

:= INTERRUPTPRIORITY'FIRST;
ORIGINAL-HANDLER in ACTION := REPLACED);

--- ---------------------------------------------------------------

-- This procedure installs the Ada routine at the specified
-- address, as the Ada signal handler for the specified signal,
-- after saving the address of the current signal handler (if
-- any). The specified priority determines the priority of all
-- entry calls made by the handler (all accept statements will
-- run with this priority).

-- The address of the Ada signal handler can be obtained with
-- the attribute 'ADDRESS (which is only valid after

-- elaboration of the procedure body). The Ada signal handler
-- receives control with the signal it is handling blocked, but
-- other non-reserved signals are only blocked if they have an
-- Ada signal handler routine and it is currently active (has
-- been called in response to the signal but has not yet
-- returned). The Ada signal handler must not make implicit
-- or explicit calls to the Ada runtime, other than a simple
-- entry call to the interrupt entry with the address clause
-- corresponding to the signal being handled. Neither timed
-- nor conditional entry calls may be made from an Ada signal
-- handler.

-- The Ada signal handler must be a procedure with one
-- parameter of type ADDRESS, and without inner units. The
-- procedure can only reference local or global objects
-- (excluding objects of enclosing frames). The Ada signal
-- handler procedure must be compiled with checks off
-- (using the -R option).
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-- This procedure raises the exception STORAGE.ERROR if
-- MAX-HANDLERS handlers have already been defined.

12
procedure REMOVE-HANDLER (SIG : in SYSTEM.ADDRESS);

-- This routine removes the handler for the given signal and
-- restores the original handler. This procedure may be useful
-- if for some reason the task that normally handles this
-- signal is temporarily (or permanently) no longer able
-- to do so.

-- This procedure raises Qhe exception PROGRAM-ERROR if no
-- handler has been installed for the given signal number.

function HANDLER-COUNT return HANDLER-NUMBER;

-- This function returns the number of installed Ada signal
-- handlers.

end INTERRUPTMANAGER;
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F 12.13 Ada Runtime Routine Descriptions
Tables 12-1 through 12-7 lists Ada Runtime System routines and their
function. If calls to any of these routines appear in your Ada handler, the

12 handler is "unsafe", as desci.bed in section "F 12.6 Associating an Ada
Handler with an HP-UX Signal-.

Table 12-1. Heap Management Routines

Routine Description

ALLOCGO Allocates a global object.

ALLOCLO Allocates a local object.

ALLOCTEMP Allocates a temporary object.

ALLOCTEMP_GH Allocates a global temporary object.

FREE-LIST Cleans up head objects at the end of a block-

FREETEMP Frees a temporary object.

FREETEMPGH Frees a clobal temporary object,

Table 12.2.
Collection Management (no STORAGES:ZE representation clause)

Routine Description

ALLCC_SMALLFIXELT JAllocates a space for a new object in the collection.

FREE.SMALLFIXELT Frees the space allocated to the object of the
corresponding collection

INIT-SMALLFIXELT Intialihzs the d.scriptor for a collection with small
and fiv, d Izt el-lment.
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Table 12-3.
Collection Management (collections with a STORAGE-SIZE

representation clause)

Routine Description
Fized element size

ALLOCFIX-SSELT Allocates a space for a new object in the collection.

FREE_FIXSSELT Frees the space allocated to the object of the

corresponding collection.

INITFIX-SSELT Initializes the descriptor for a collection with fixed

size elements.

Vartale element se

ALLOC-VARSS-ELT Allocates a space for a new object an the collection.

FREEVARSSELT Frees tlae space allocated to the object of the

corresponding collection.

INITVARSS-ELT Initializes the descriptor for a collection with

variable size elements
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Table 12-4. Tasking Routines

Routine Description

ABORT-STMT Aborts the tasks in the argument lists and abort all
12 their dependents.

ACCEPTSTMT Implementation of a simple accept statement.

ACTIVATE-COLLECTION Called after the elaboration of a declarative region
that contains task objects and at the end of the
execution of an allocator of an object with one or

more task components. This routine activates a
collection of tasks in parallel.

COMPLETE-MASTER Called when exiting a block or subprogram master
unit to complete a master unit and deallocate its
resource.

COMPLETE-TASK Called when a task body completion point is
reached and is about to execute the cleanup
sequence of its task body to terminate the task and
its dependents.

COND_CALL Implementation of a conditional entry call.

CONDSELECT Implementation of a select statement with an else
part

CREATE_TASK Called when a single task specification or task
object declaration is elaborated and when an
allocator is executed that has task components
This routine creates a new task object.

CURRENTOB.ECT_ Called when a task is referenced from the task body
OFTASKTYPE of a task type. This routine maps a task unit name

to the referenced task when the uniz nani is used
to refer to a task object worhin its bod.•

DELAYSTMT Imnplernentation of a delay staterment

Contznucd oti th! nczt paqc.
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Table 12-4. Tasking Routines (Continued)

Routine Description

DESTROYCOLLECTION Called when an exception is raised during the
execution of an allocator for an object with one or 12
more task components. This routine terminates any
unactivated tasks in the collection.

ENDACTIVATION Called at the end of a successful task activation to
make the activated task eligible to run.

ENTRY-CALL Implementation of a simple entry call. This call is
safe as 1on9 as it calls a task entry declared as an
interrupt entry for the HP- U.X signal that caused
the Ada signal handler to be invoked.

ENVTASKMASTER Called when either the main program has not been
invoked and a library package is being elaborated,
or the main program has been invoked and an
allocator is to be executed for an access type in a
library package. This routine initializes an
activation collection for tasks directly dependent on
a library package.

"WITCOLLECTION Called at the beginning of a unit that declares
static task objects, and as the first action of the
execution of an allocator for an object containing
any tasks. This routine initializes an empty
collection of tasks to be activated in parallel

INITHANDLER Called at the occurrence of an address clause for a
task entry This routin- declares that an entry is
associated with an interrupt in the callini task

Cor'tinntd on tOlt nfzt p(1176.
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Table 12-4. Tasking Routines (Continued)

Routine Description

INIT-HASTER Called at the beginning of a master unit to initialize
12 an internal data structure MASTER-INFO.

NULLBODYACCEPTSTNT Implementation of an accept statement that has a
null statement list in its body.

SELECTWITH_TERMINATE Implementation of a select statement with a
terminate alternative.

SIMPLE-SELECT Implementation of a select statement with only
accept alternatives.

SIMPLETIMEDSELECT Implementation of a select statement with one
delay alternative without a guard or with a static
open guard.

TERMINATE-COMPLETE Called when task body is complete and cleanups
have been performed. The routine propagates the
termination information up the hierarchy and
deallocates the work space; the run-time schedules
another task.

TIMED-CALL Implementation of a timed entry call.

TIMED-SELECT Implementation of a select statement with se, eral
delay alternatives or with one guarded delay
alternative.
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Table 12-5. Attributes Routines

Routine Description

ENUM.POS Implementation of T'POS, where T is an
enumeration type. 12

ENUMWIDTH Implementation of T WIDTH, where T is anenumeration type.

FIXED_FORE Implementation ofT'FORE. where T is a fixed point
subtype.

FIXED-LARGE Implementation of T'LARGE, where T is a fixed point
subtype.

FIXED-MANTISSA Implementation of T'MANTISSA, where T is a fixed
point subtype.

INTEGER-IMAGE Implementation of T IMAGE. where T is an integer
type.

INTEGER_VALUE ImplementaLion of T'VALUE, where T is an integer
type.

INTEGER-WIDTH Implementation of TIWIDTH, where T is an integer
I type.

Table 12-6. Attributes for Tasks Routines

Routhie Descriptiona

CALLABLE Implementation of T'CALZABLE. where T is a task

COUNT Implementation of E'COUINT. where E is an entry of a
ta-sk

TERMINATED Implementation of T'TEPM:NATED. where T is a task
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Table 12-7.
Support for Enumeration Representation Clauses Routines

Routine Description
12 ENUM1_PRED Implementation of T'PRED attribute for types whose

VAL is implemented on one byte; that is, types with
no more than 128 values.

ENUX2_PRED Implementation of T'PRED attribute for types whose
VAL is implemented on two bytes; that is, types with
more than 128 values but less than 32768 values.

ENUM4_PRED Implementation of T'PRED attribute for types whose
VAL is implemented on four bytes; that is. types
with more than 327e7 values,

ENUMISUCC Implementation of TISUCC attribute for types whose
VAL is implemented on one byte; that is, types with
no more than 128 values.

E£U2_$succ Implementation of T'SUCC attribute for types whose
VAL is implemented on two bytes; that is, types with
more than 128 values, but less than 32768 values.

ENUM4_SUCC Implementation of 'Succ attribute for types whose
VAL is implemented on rour bytes; that is, types
with more than 32767 values.

ENUMI_VAL-TOPOS Convert T'VAL to T'POS for types whose VAL is
implemented on one byte: that is, types with no
more than 128 values

ENUM2.VALTOPOS Convert TIVAL to T' POS for types w'hose VAL is
implemented on two bytes, that is, types with more
than 12S values, but less than 32766 values

EIUM4_VAL-TO-POS Convert T'VAL to T'POS for types whose VAL is
iird-lemenfe,?d r four hytes that is. types with niorp

I'han 3'767 values
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pointer1 l-31 11-49. 11-52 gaps betmo.en components. 4-28
scalar paranmter. ; 1-33 general considerations. 11-13
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layout, 1-23, 4-28 

component 
clause, 4-35

minimum size, 4-28 blocked signal, 11-65, 11-67
Pascal, 11-53 BOOLEAN'POS(FALSE), 11-51
passing to external subprograms, BOOLEAN'POS(TRUE), 11-51

11-13, 11-39, 11-53 Boolean types
pragma PACK, 4-28 as function results, 11-8
size of dynamic arrays, 4-31 bit representation, 11-8
string types, 11-13 C language, 11-24

ASCII, 3-21, 8-10 converting to integer types, 11-24
assembly language general considerations, 11-S

access types, 11-20 Pascal, 11-51
array types, 11-20 passing to external subprograms, 11-8
Boolean types, 11-19 predefined, 3-10
calling conventions, 11-18 returned as function results, 11-24
character types, 11-19 buffering. 8-8, 8-11, 8-23
enumeration types, 11-19 BUFFER-SIZE, 8-23
floating point types, 11-19
integer types. 11-19 C
record types, 11-20 calling conventions, 1-3, 11-1
scalar types, 11-19 catenation operators. 3-21
subprograms. 11-18 change in representation, 4-37

asynchronous signals, 9-15 char, 11-26. 11-51
attributes CHARACTER, 11-23, 11-24. 11-39.

'ADDRESS. 2-2 11-51
"*ARRAYDESCRIPTOR. 2-1 CHARACTER type, 3-19
for tasks routines. 12-33 character types
implementation-dependent, 2-1 as function results, 11-9
"OFFSET. 2-1 bit representation, 11-9, 11-51
"RECORD-DESCRIPTOR. 2-1 calling FORTRAN, 11-32
'RECORD-SIZE, 2-1 calling Pascal. 11-51
routines. 12-33 correspondence with HP C types.
SYSTEM .ADDRESS. 11-24

ADDRESS'IMPORT, 2-3 geieral considerations. 11-9
*VARI-\.NTINDEX, 2-1 checks. 11-4, 11-13

C language
B access types as function results, 1 1-22

binary files. 8-37 array types, 11-26
binder bit r',preselitauon of paranieter. passed

and pragma INTERFACE, 1-6 to. 11-'21
bind-time issues. 1-19 Boolean types. 11-24
bit ordering calling. 11-21
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character types, 11-24 direct access, 8-38

enumeration types, 11-23 direct files
integer correspondence, 11-23 elements, 8-8

integer types as function results, index. 8-8

11-23 DIRECT-1O files, 8-8, 8-37

real types, 11-21 DOUBLE COMPLEX, 11-45

record types, 11-31 DOUBLE PRECISION, 11-37

scalar types, 11-21, 11-22 double precision reals, 11-25

scalar types as function results, 11-22 DURATION type, 3-19

types returned as function results, dynamic components, 4-40, 11-17

11-22 dynamic memory management, 4-54

collection management, 12-28. 12-29
collections of objects. 4-54 E

compiler ELABORATE pragma. 1-1, 1-24

limitations. 10-1 ELEMENTARYAF'UNCTIONSEXCEPTIONS.
compiler-generated objects. 4-52 .5-1
COMPLEX, 11-45 elements. S-€,
components of a record, organization END.OFFILE. 8-10

of, 11-5 ENDOFPAGE, 8-10
composite types, 11-2 enumeration
consistency checks, 11-4 alignment. 4-5
constants, 6-2 enumeration types
CONSTRAINTERROR exception, as function results, 11-8. 11-51

3-21, 9-7 bit representation. 11-7. 11-50

CONTROLLED. 1-29 default size. 4-5
COUNT'LAST, S-3 FORTRAN. 11-34
CREATE procedure. 8-1. 8-3. 8-7, 8-8. general considerations, 11-7

-IS vInternal rtpresentation. 4-2. 4-4, 4-5
minimmt size. 4-4, 4-5

D Pascal. 11-50

data allocation. 4-50 pa.sItig to external subprograms.

data objects. G-3 11-7. 11-34. 11-50

dfault access protection. S-11 syntax. 4-2

deferred processing. 12-3 unsigii'd repre--entation, 4-5

dlay statement 9-11, 11-65 error,
,jev1ce 1.SE-ERIOC)R ex'ception. ,-25

disks. &-12 exc,-aoI• !-17

ternmiial. S-,U. ,-24 CONSTHAINTERHOR 3-21. 9-7
dimensions !handlii, 9-6, D-7

declared in reverse order. 11-39 N'I_.MERICERROR. 3-21. 9-7
illustration of reversed order. 11-41 predef ied. 3-21
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PROGRAMERROR, 

3-21, 9-7 
passing record types to, 11-60

STORAGE-ERROR, 3-21, 9-7 passing string types to, 11-13, 11-26,
TASKINGERROR, 3-21 11-41

execution passing task types to, 11-17
of delay statements, 11-65 potential problems using, 11-64

EXPORT pragma, 1-1, 1-2, 1-8, 1-18 pragma INTERFACE, 1-4
extension, 11-7, 11-23 protecting code with a critical section,
external files 11-67

access rights, 8-7 signals, 9-11
appending to, 6-27 types not passed as parameters to,
associating Ada file objects with, 8- 1, 11-2

8-11 external subroutines names, 1-6
correspondence with HP-UX files, 8-3
definition. S-1 F

errors. 8-25 FIELD'LAST, 8-3
existing file rpecified to CREATE. FIFO

8-4 control, 8-31
names, 8-3 FIFOEOF, 8-31
protection of, 8-11 files
shared, 8-11. 8-12 Ada definition, 8-1
standard implementation of, 8-7 appending, 8-27

EXTERNAL-NAME pragma, 1-1, 1-2. associate NAME with file object, 8-1
1-12. 1-1 associating external with file object.

external subprograms 8-1
calling conventions, 11-1 binary. S-37
delay statemenits. 9-11 blocking. S-2S
exceptions to calling conventions, buffering, 8-23, 8-26

11-1 characteristics, 8-1
general aspects of calling, 11-1 correspondence of Ada with external-
I/O on files opened by Ada, 11-67 8-1
parameter values. 11-4 direct. 8-S, 8-11
passing access types to. I 1-1 1 DIRECTIO. 8-37
passing array types to, 11-13. 11-39. disk, 8-23

11-53 external. 8-3, 11-4
passing Booleaii types to. 11-6 HP-1-X pathname. 8-1
pAssing enumeration types to. 11-34. 1/0. ;,.1

11-50 leneth of elements. S-8
passing floating point types to, 11-10. name of external. 6-3

11-25 object. l-G-, 6-I

passing integer types to. 11-7. 11-33. protecting. 8-21
11-49 protection flags. 8-21
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sequential, 8-7, 8-1], 8-12, 8-27 customizing characteristics, 8-7 I
SEQUENTIAL_1O, 8-37 FIFO control, 8-31
shared, 8-11, 8-12, 8-26 file buffering, 8-23
tasking. 8-11 files protection flags, 8-21
terminal input, 8-18 file structuring, 8-35
terminator, 8-10 format, 8-18
text, 8-10, 8-11, 8-27, 8-35 shared files, 8-25

fixed point terminal input, 8-33
predefined, 4-16 FORTRAN
types, 4-16 access types, 11-38

fixed point types array types, 11-39
alignment, 4-21 calling subprogram, 11-32
as function results. 11-10. 11-25, 11-52 enumeration types, 11-34
default size, 4-20 equivalence of types, 11-45
external subprograms. 11-2 fixed point types, 11-37
general considerations, 11-10 floating point type correspondence,
internal representation, 4-17 11-37
minimum size. 4-18, 4-21 floating point types, 11-37
parameters. 11-2.5 integer correspondence, 11-33
unsigned representation, 4-18, 4-21 integer types, 11-33
value of 'SMALL, 4-17 other types, 11-45

FLOAT, 3-17, 11-25. 11-37. 11-39, 11-52 record types, 11-45
floating point types scalar types, 11-33

aliznment. 4-15 string types. 11-41
as function results. 11-10 function results
bi- representation, 11-10. 11-25 access tpes as, 11-38
calling FORTRAN. 13-32 array types as, 11-39, 11-53
default size 4-15 Boolean types as, 11-24
FORTRAN, 11-37 enumeration types as, 11-51
general considerations. 11-10 fixed point types as, 11-52
internal represntation. 4-12 floating point types as. 11-25
minimum size 4-1-5 integer types as. 11-33
PaLscal, 11-5'2 record ixpes as, 11-31. 11-45, 11-60
pa-simg to external subprograms. types returned as. 11-22

11-10 topes rpturno-d from HP C. 11-23
Lii.st tC, liP (7I 11- 2 Pxp.s r-,uri,•d fr,:,-ni t1 FORTRA N

prtdefiied 4-12 77 1 i-31-1
FORM l,,ara ir. S-I NpeIs r-'turned frim lIP Pascal. 1 -4"

appending to a filc, -27
attributes. 8-1.
blocking. k-2&

Index-5



Index

G INTEGER, 11-7, 11-23, 11-39

gap ss 4-29 integer types

generating code, 1-24 alignment, 4-11

GENERICELEMENTARYFUNCTIONS, as function results, 11-7, 11-33

5-1 bit representation, 11-49

global dynamic objects, 4-55 calling FORTRAN, 11-32

GROUP (user access categories), 8-21 compatibility with HP Pascal types,
11-48

H correspondence between Ada and HP

handler, 12-11 C, 11-23

HANDLERCOUNT, 12-11 correspondence with FORTRAN

heap management routines, 12-28 integers, 11-33

heap storage, 4-57 default size, 4-9

HP-U-X general considerations, 11-7

library function, 1-6 internal representation, 4-6

pragma INTERFACE, 1-6 minimum size, 4-7. 4-10

signals, 9-1. 9-2, 9-15 Pascal, 11-49

system calls. 1-6 passing to external subprograms,

utilities and routines. 11-67 11-7, 11-33. 11-49
performance, 4-11
predefined. 4-6

immediate processing, 12-2 size, 4-9implementation-dependent unsigned representation, 4-7, 4-10
attributes. 2-1 interactive devices, 8-12, 11-65attriutes 2-1INTERFACE
characteristics of external files, 8-7 in aCE

implicit components. 4-37 pragma, 11-21. 11-32 , 11-46
ARRAY-DESCRIPTOR, 4-46 INTERFACE1NAME pragma, 1-1, 1-2.
-OFFSET, 4-43 INTERFACE pragma, 1-1, 1-2, 1-3
'RECORD..DESCRIPTOR, 4-46 internal codes of enumeration literals.

'RECORD-SIZE, 4-44
"VA RIANTINDEX, 4-44 i p 4

implicit parameters. 11-32, 11-41 interrupt. 11-64. 11-65
'IMPORT 2-3 interrupt entries

'IMPOT 2-3address clauses, 12-12
IMPROVE pragma, 1-1, 1-23 amdresc 12-13
INDENT pragma, 1-1. 1-21 examples. 12-13index HP-VX signals. 9-14

direcr files. 8-6 imm.tdiate processing step. 12-4

set when file opened. 8-27 initializing. 12-5

indircci components. 4-39 INTERRUPTHANDLER. 12-12

INLINE pragma. 1-1. 1-25 INTERRUPT-MANAGER pragma.

INSTALL HANDLER. 12.7 12-5
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INTERRUPTIMANAGER specification, path and component sizes, 10-6 1
12-23 user-written applications. 10-6

I/O line terminator, 8-10
access types, 8-13 link editor, 1-6
calls to interactive devices, 11-65 LIST pragma, 1-1, 1-22
considered as external files, 8-3 Local Area Networks (LAN), 8-13
implementation-generated local objects, 4-56

characteristics, 8-1 LONG-FLOAT, 3-18, 11-25, 11-39,
intermixing HP-UX utilities and Ada 11-52

routines, 11-67 LONGREAL, 11-52
Local Area Networks, 8-13
multiple operations. 8-11 M

operation, 8-12 MASK, 8-11
packages, 8-1, 8-2 MATHLIB, 5-1
performed on objects, 8-1 MATH-LIB-LIBM. 5-1
readable, 8-10 MEMORYSIZE. 1-29
system dependencies, 8-16

N
K NAME parameter. 8-1

keyboards, 8-12 names
for predefined library units, 5-1

L networks. 8-13
LAN (Local Area Networks), 8-13 NFS. 8-13, 8-14
length clauses non-blocking. 8-30

collection size specification. 4-22, 4-23 NON-BLOCKING attribute. 8-30
size specification, 4-1. 4-5, 4-9. 4-10. NOT-SHARED mode. 8-25

4-1.5, 4-20. 4-21. 4-28, 4-29. 4-31, NUMERICERROR exception. 3-21.
4-32. 4-33. 4-48 9-7

'SMALL of a fixed point type. 4-17
storage. 4-25 0
task activation size specification, 4-25 object deallocation 4-52

libraries object files. 1-G
HP C, 11-22 object library. 1-6

library units, 5-1 objects
limitations collections. 4-54

Ada developrmr'nt '-nvironment. 10-5 compiler-generated. 4-52
compiler. 10-1 global dyiiamnic. 4-55
on pragnia PACK 4-31 local dynamic. 4-56
on record representation clauses, 4-37 programmer-generated. 4-51
on the %alue of 'SMALL. 4-17 temporary, 4-56
opening or creatinm files. 10-6 'OFFSET, 2-1
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I Index offset, 11-16 string types, 11-56

'OFFSET implicit component, 4-43 subprograms, 11-46

OPEN, 8-27 passing conventions, 1-2

OPEN procedure, 8-1, 8-3, 8-7, 8-8, pathname, 8-1, 8-3

8-18 performance

operating zystern, 8-1, i1-64, 11-65 integer types, 4-11

OPTIMT ZE, 1-29 pointer, 11-7, 11-8, 11-11

order POSITIVECOUNT, 8-8, 8-10

reversed, 11-39 pragmas

row major, 11-40 CONTROLLED, 1-29

other types, 11-45 ELABORATE, 1-1, 1-24

OWNER (user access categories), 8-21 EXPORT, 1-1, 1-2, 1-8. 1-18
EXTERNALNAME, 1-1, 1-2, 1-12,

p 1-18

packages, 6-2 implementation-specific, 1-1

ASCII. 3-21 IMPROVE. 1-I. 1-23, 4-I, 4-38, 4-47

I/O, S-2, 8-3 INDENT, 1-1, 1-21

STANDARD, 3-10, 3-11. 3-13. 3-1.5, INLINE, 1-1. 1-2-5

3-17, 3-19, 3-21, 3-24 INTERFACE. 1-1. 1-2, 1-3, 11-21,

SYSTEM, 3-1 11-32. 11-46

PACK pragma, 1-1, 1-23 INTERFACE-NAME, 1-1, 1-2. 1-4

PAGE pragma. 1-1, 1-22 INTERRUPTMANAGER, 12-5

paze terminator. 8-10 LIST, 1-1, 1-22

parameters MEMORY-SIZE. 1-29

modification of values. 11-4 OPTIMIZE. 1-29

passing conventions. 11-21, 11-32, PACK, 1-1. 1-23.4-1, 4-5, 4-10.4-21,

11-33, 11-41, 11-4G. 11-49 4-28, 4-29. 4-31. 4-32, 4-33

passing modes. 11-1, 11-4, 11-32. PAGE, 1-1, 1-22

11-33 predefined. 1-I

values and bit representations. 11-5 PRIORITY, 1-1. 1-27

Pascal SHARED, 1-1, 1-28

access types 11-52 STORAGEUNIT. 1-29

array types. 11-53 SUPPRESS, 1-1 1-26

Boolean types 11-51 SYSTEM.NAME 1-29

charae:!er types 11-51 tasking programs. 1-27

enumeration types, 1 i-;J- uni.onplem'eiied. i-25

fixed point types, 1 1-5- ýr,-d, fined

floattin point types. 1, -.-,2 n,-ge: tyies 4-6;

integer types. 11-46. 11-45 hbrary units. .5-1

record types. 11-60 predefined exceptioni

scalar types 11-4S CONSTRAINT-ERROR 3-21
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NUMERIC.ERROR, 3-21 'RECORD-SIZE, 2-1
PROGRAM-ERROR, 3-21 RECORD-SIZE, FORM attribute. 8-37
STORAGE-ERROR, 3-21 'RECORD-SIZE implicit component.
TASKING-ERROR, 3-21 4-44

predefined types record types
CHARACTER, 3-19 alignment clause, 10-7
DURATION, 3-19 as function results, 11-17, 11-31.
STRING, 3-20 11-45. 11-60

PRIORITY pragma, 1-1, 1-27 assignment to a discriminant, 11-17
procedures bit representation, 11-15

CREATE, 8-1, 8-3, 8-7, 8-8, 8-18 C language. 11-31
INSTALL HANDLER, 12-7 compiler adds implicit components,
OPEN, 8-1, 8-3. 8-7, 8-8, 8-18 11-17

PROGRAMERROR exception, 3-21, components. default size. 4-33. 4-36
9-7 components, minimum size. 4-33

programmer-generated objects. 4-53 ccmponents reordered by compiler.
program termination, 4-53, 9-12 11-15
protection composite components. 11-17

external files, 8-11 direct components, 4-39
of interfaced code from signals, 9-15, dynamic components, 11-17

11-67 FORTRAN. 11-45
parameter, 11-4 general considerations. 11-15

PUT. 8-10 implicit component
ARRAYDESCRIPTOR. 4-41

R mnhlicit cempcn•.at OFFSET. 4-4.3
random access devices. 6-12 implicit component
ranges. 11-26. 11-48 RECORD-DESCRIPTOR,
REAL. 11-65 4-46
real types im;plicit component 'RECORD-SIZE.

hit representation. 11-10 4-44

fixed point types, 11-10, 11-25, 11-371, iip licit components. 4-37
11-52 inphic:t component

floatirg point types, 11-10, 11-25, VARIANTINDEX. 4-44
11-37. 11-52 mih:rect components. 4-39

1,nera! roiisik, rations 11-10 la, - t 1-23, 432 4--36. 11- 15
IPf.CORDDES'RIPTOR. 2-1 ,f,--' 1'.-iG
RECORDDESCRIPTOR implicit parinei'r pasSing mod-s. '11-4

component 4-46 P t--:al. t'-60
r-cords paýnmg t-, external subprograms.

r-r'rebentation clauses 11-16 1>1-I 11-60
,- 11-17 r, rd representation clauses 11-11'
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size of record, 11-17 SHARED mode, 8-25

syntax, 4-33 SHARED pragma, 1-1, 1-28

unconstrained, 7-1 SHORT-INTEGER, 3-15, 4-10, 11-7,

RECORD-UNIT, FORM attribute, 11-23, 11-39, 11-49

8-37 SHORTSHORTINTEGER, 3-14,

reformatter, 1-21 11-7, 11-23, 11-26, 11-49

REMOVEHANDLER, 12-11 SIGALRM signal, 9-2, 9-10, 9-11, 9-15,

representation clauses 11-65, 11-67

data objects, 4-1 SIGBUS signal, 9-2, 9-8

enumeration, 4-1, 4-2 SIGFPE signal, 9-2, 9-7

enumeration types, 11-7 SIGHUP signal, 9-12

pragma PACK, 1-23 SIGILL signal, 9-2, 9-8

record, 4-1.4-5, 4-10, 4-21, 4-33 4-35. SIGINT signal, 9-12

4-36, 4-43, 4-44, 4-46, 4-47. 4-49 signals

reserved signal, 11-67 asynchronous, 9-15

restrictions. 7-1, 8-3, 10-1. 11-25 blocked, 11-67

RESUMEADA-TASKING, 11-67 handlers, 1-20

reverse order, 11-39 HP-UX, 9-1, 9-2, 9-15

row major order, 11-40 interrupt entries, 9-14

run-time, 11-64, 11-67 interruption, 11-65

checks, 11-4 SIGALRM, 9-2, 9-10, 9-11. 9-15,

system, 1-6 11-65, 11-67

runtime SIGBUS, 9-2, 9-8

descriptions, 12-28 SIGFPE. 9-2. 9-7
SIGHUP: 9-12

S SIGILL. 9-2. 9-8

scalar types SIGINT, 9-12

Boolean types, 11-8, 11-51 SIGPIPE. 9-12

calling FORTRAN, 11-32 SIGPROF, 9-2. 9-10, 9-11. 9-15

calling Pascal, 11-51 SIGQUIT, 9-12

character types. 11-9 SIGSEGV, 9-2. 9-8

enumeration types, 11-7. 11-50 SIGTERM. 9-12

FORTRAN. 11-33 SIGVTALRM, 9-2, 9-10. 9-11, 9-15.

general considerations. 11-6 11-65, 11-G7

integer tyvp's. 11-7. 11-33. 1 1-.-b subprograms. 11-64

Pascal. 11-4', SIGPIPE signal, 9-12

real types. 11-10 11-27. 11-52 SIGPROF signal. 9-2, 9-10"l.-1i. 9-15

string; yp&!. 11-41. 1I-4:; SIGQUIT signal 9-12

scheduling, 11-65 SIGSEGV signal. 9-2, 94

sequential access )ý-38 SIGTERM signal, 9-12

SEQUENTIAL-IO files, 6-7. S-37 sig'ector(2), 11-64, 11-65
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SIGVTALRM signal, 9-2, 9-10, 9-11, SYSTEM-EN VIRONMENT.i
9-15, 11-65, 11-67 SUSPENDADATASKING, 12-11

single precision reals, 11-25 SYSTEMNAME, 1-29
size of record, 11-17
slow HP-UX routines, 11-65
stack, 11-21 tapes, 8-12

STANDARD, 3-21 TASKINGERROR exception, 3-21
STANDARD-INPUT, 8-12 tasking routines, 12-30
STANDARD-OUTPUT, 8-12 tasks. 6-2
STANDARD package, 3-10, 3-11, 3-13, entries, 6-3

3-15, 3-17, 3-19, 3-24 management, 9-1, 9-10
stderr. 8-12 minimum size of stack, 4-26
stdin. 8-12 rescheduling, 11-65
stdout. 8-12 scheduling, 11-65
STORAGE-ERROR exception. 3-21, time-slice amount, 11-65

9-7 task types
storage for a task activation. 4-25 ahivisnent, 4-27
STORAGE-UNIT as function results, 11-17

pragma. 1-29 external subprograms, 11-2
record representation clause. 4-36 general considerations, 11-17

STRING type, 3-20 internal representation, 4-25
string types minimum size. 4-27

Pascal. 11-56 passing to external subprograms.
passing to external subprograms. II-17

11-13, 11-41 temporary objects. 4-5G
scalar types, 11-43 terminal
special case of arrays. 11-26 device. 8-10. 8-24

subprograms. 1-14. 6-2 input .- 33
predefined, 8-10 termainating programs 9-1?

support for enumeration representation. terminator
12-34 character 11-26

SUPPRESS pragma. 1-1. 1-26 file. 8-10
SUSPENDADATASKING. 11-67, line. ý-10

12-11 page. ,-]0
symbolic Jhks, b-17 r,-lresentation, 1-35

depeide.di:ies. 8-16 fies •'-35
SYSTEM. .;-1. 1 1-33 r,•-:ing toois. 1-21
SYSTEM ADDRESSIM.PORT, -2-3 TEXTIO files. 8-10
SYSTEMENVIRON.X ENT. 5-1 tini-shling. 1-6.3

TSS rourT ies, 12-6
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type conversions,unchecked, 7-1 universal types, 3-11
type representation. 4-1 USEERROR, 8-3, 8-8, 8-19, 8-25
type support subprograms, 12-8 user access categories

GROUP, 8-21
U OWNER, 8-21

UNCHECKED-CONVERSION WORLD, 8-21

access types, 4-22 user-written applications, 10-6
enumeration types, 4-3
interfacing with external data V

structures, 4-22 VAR, 11-53, 11-60
limitations, 7-1 'VARIANTINDEX, 2-1

UNCHECKED- DEALLOCATION, variant index, 11-17
8-13 'VARIANTINDEX implicit component,

unchecked type conversions, 7-1 4-44
unconstrained record types, 7-1
unconstrained strings, 11-26 W
universal-fixed. 3-13 WORLD (user access categories), 8-21
universal-integer, 3-11
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