Technical Report 1123
July 1986

Broadband Sonar Classification Cues
An Investigation

D. W. Martin
W. W. L. Au

Approved for public release; distribution is unlimited.
**Title:** Broadband Sonar Classification Cues, An Investigation

**Authors:** D. W. Martin and W. W. L. Au

**Abstract:**

The human auditory system has excellent pattern recognition capabilities and can be used to identify acoustic cues in broadband sonar classification tasks. Sonar echo-discrimination experiments were conducted with human subjects to (1) measure human auditory discrimination performance using broadband sonar echoes from geometric targets, (2) determine the acoustic cues used by subjects in discriminating between targets, (3) develop software algorithms to extract echo features similar to those used by humans, and (4) determine whether the features can be used for automatic target classification.

Human subjects discriminated between a variety of target echoes, with scores exceeding 90-percent correct on most tasks, using mostly time-domain cues including time-separation pitch, rise time, and duration differences. Time-domain feature extraction software was developed, with echo features statistically representing the time-separation and amplitude of echo highlights. An automatic pattern recognition algorithm using these features obtained 90-percent correct performance on a seven-alternative material composition discrimination task with chance performance being 14-percent correct.

**Keywords:** Echo Discrimination

**Source:** Office of Naval Research (ONR-251)

**Funding Number:**

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>62759N</td>
<td>FS9558</td>
<td>MM33</td>
<td>DN 488838</td>
</tr>
</tbody>
</table>

**IN 15:**

**UNCLASSIFIED**

**IN 21:**

**UNCLASSIFIED**
ILLUSTRATIONS

1. Simulated dolphin echolocation signal used as the incident signal ........................................... 5

2. Experimental configuration for listening test ........................................................................... 6

3. Typical echo waveforms and frequency spectra for the 7.62-cm-diameter hollow and solid aluminum cylinders ................................................................. 8

4. Typical echo waveforms and frequency spectra for solid aluminum sphere and cylinder for the shape discrimination test ...................................................... 13

5. Typical echo waveforms and frequency spectra for foam sphere and cylinder used in the shape discrimination test ................................................................. 14

6. Typical echo waveforms and frequency spectra for water-filled stainless steel sphere and cylinder used in the shape discrimination test ................................ 15

7. Performance for discrimination between hollow aluminum and solid rock cylinders at novel aspects of 15, 30, 60, and 75 degrees as a function of session number ................................................................................ 18

8. Typical echo waveforms for the hollow and solid aluminum cylinders at the baseline aspects of 0, 45, and 90 degrees ........................................................................ 20

9. Sphere detection in noise performance for different stretch factors (SF) ....................................... 22

10. Material composition discrimination performance results in noise between the hollow aluminum and glass cylinders ............................................................... 24

11. Material composition discrimination performance results in noise between the hollow aluminum and bronze cylinders .................................................................. 24

12. Examples of a real echo and a synthetic echo for a solid aluminum cylinder ..................................... 27

13. Examples of a synthetic and an edited synthetic echo for a solid aluminum cylinder.................. 28
# TABLES

1. Foam targets and presentation schedules .......................................................... 11
2. Dimensions of the metallic (diameter) spheres and cylinders (diameters times length) used in the shape discrimination test ............................................... 11
3. Sphere versus cylinder discrimination performance results with the foam targets .............................................................................................................. 12
4. Sphere versus cylinder discrimination performance results with the metallic targets ................................................................................................. 12
5. Aspect-independent cylinder discrimination 15, 30, 60, and 75 degrees ...... 17
6. Overall material and internal structure discrimination performance results for the cylindrical targets at the different aspect angles .............................. 17
7. Difference in the S/N ratio between the 75-percent detection and discrimination thresholds for four tasks ................................................................. 23
8. Confusion matrix for cylinder material composition discrimination using ILS pattern recognition software ................................................................. 31
9. Confusion matrix for internal structure discrimination using the ILS pattern recognition software ........................................................................ 32
INTRODUCTION

Broadband sonar echoes convey target information not available in echoes from narrowband sonars. Traditional signal processing methods provide poor target recognition information for low Doppler targets. Mathematical descriptions of echoes based on scattering theory (references 1 and 2) are often specific to individual targets and cannot account for slight changes in target parameters. Target recognition methods such as acoustic imaging and T-matrix formulations require processing of unwieldy amounts of information. A slight change in target characteristics can require yet more information for reprocessing. Much of the information is redundant or would only be important in a context-independent recognition task. A smaller set of discrimination cues is needed, with the system retaining only that information necessary to discriminate among a limited set of targets within a particular context. We do not have to form complete images of targets, but only to have cues that uniquely characterize targets likely to occur. For example, detecting an edge is sufficient to discriminate between a sphere and a cube; no other information is required if this is the only discrimination of interest. If a priori knowledge exists about the context of a sonar task, a subset of back-scattered information should be sufficient for target identification problems. A set of cues is needed that could identify target shape, independent of material, size, or aspect, or target material independent of other parameters.

The human auditory system has excellent pattern recognition capabilities and can identify acoustic cues useful in broadband sonar classification tasks. Humans do not have perfect memories for signals, but they can be trained to adaptively attend to a small set of relevant cues. Computer algorithms, on the other hand, cannot even approximate human performance in speech recognition, including voice-independent word recognition and word-independent voice recognition. Human performance with nonspeech signals is also excellent (references 3, 4, and 5).

This study's objectives and a background discussion on human auditory pattern recognition are in the next two sections. The background discussion is presented to familiarize the reader with concepts of auditory pattern recognition relating to sonar discrimination. These concepts, which provide the foundation for our experiments, have not been systematically presented previously. The experimental methods used to measure echo-discrimination performance and a description of the parameters of some target echoes that are potentially relevant to the recognition problem are discussed in subsequent sections. Results from four echo discrimination experiments are presented and discussed next. The section on feature extraction and pattern recognition describes a method of extracting from target echoes acoustic features (similar to features used by humans) that were used in a pattern recognition algorithm to classify targets. Classification performance with these features is compared to that of an earlier feature extraction/pattern recognition algorithm developed by Chestnut et al. (reference 6). Finally, other possibilities for using concepts from human pattern recognition to guide signal processing efforts are outlined.

OBJECTIVES

2. Identify the acoustic cues used by subjects to discriminate target shape, material composition, and internal structure, as well as identify useful cues for aspect-independent target discrimination.

3. Develop software algorithms to extract echo features similar to those used by humans.

4. Determine whether echo features can be used for classification using automatic pattern recognition algorithms.

BACKGROUND

The methods by which humans acquire information, extract features, and determine which features are important in a pattern-recognition decision are not well understood. We assume that subjects somehow encode a perceived stimulus as a set of features and structural relations among features (reference 7). This set of features is then compared to stored patterns or templates in memory, and a matching pattern is chosen from the subset of memorized patterns based on perceived stimulus similarity (reference 7). The subject may have only partial information about the perceived stimulus, or the memory image may be incomplete. Many recognition models assume that features in memory are forgotten independently and that the perceived relevance of a feature can affect the decay rate (reference 7). Eventually, only the most important features remain to describe a pattern. Perceived structural relations among features and a subject's previous listening experience can affect the detectability of each component of a feature list (references 8 and 9). However, to discriminate between two patterns, a subject must have an opportunity to detect at least one feature describing the difference between patterns (reference 10).

Investigators have used similarity judgments or confusion matrices to identify features for auditory discrimination of complex sounds (references 4, 5, and 11). Similarity judgments and confusion matrices for the same stimuli identify the same stimulus dimensions as important. If the number of dimensions along which two stimuli differ is increased, they will be judged less similar and will be confused less often. Subjects differ in their judgments of which cues are most important on a given discrimination task. Howard (reference 12) found that the degree to which a given feature contributed to a similarity judgment was strongly influenced by the categories into which the experimenter partitioned the stimulus set. The subjects' ability to group a set of dissimilar stimuli into a particular class requires the emphasis of some features and the de-emphasis of others. Training in this area is critical in sonar discrimination tasks if target echoes are to be grouped into generic target classes. In many sonar tasks, naive subjects should be able to discriminate between targets, but generalizing this discrimination to "target recognition" will require extensive training. Identifying a simple set of cues should enhance this process.

IN-AIR SONAR

Many different animals, including humans (reference 13), bats (reference 14), and some species of birds (reference 15) use in-air sonar. Blind people use self-generated signals to detect and avoid obstacles (reference 13). Both broadband clicks and hisses are superior to narrowband tonal signals for obstacle avoidance (references 13 and 16). Learning is sudden and insightful, implying that subjects need to recognize the existence of a previously unused perception (reference 17). The obstacle perception
seems to depend on a rise in perceived echo pitch as obstacles are approached (references 16 and 18). Loudness changes are insufficient for obstacle detection, although they may be involved in size or material-composition discriminations based on target strength (references 18 and 19). Some subjects can make simple material or shape discriminations, e.g., wood versus metal or square versus circle, and can discriminate different sized objects (references 13 and 19). However, the performance of the human sonar system is inferior to those of many animals and electronic devices.

Continuous-transmission frequency modulation (FM) sonars with auditory displays for in-air target detection and discrimination by the blind have been designed by Kay (reference 20). Echoes from a stationary flat surface are displayed as pure tones whose frequency decreases with decreasing target range. If the target has shape or texture features that are large compared to a wavelength, a complex tonal structure is heard (references 20 and 21). The complex stimuli received from various classes of objects can be remembered and are often generalized to include new objects of a class.

UNDERWATER-SONAR

The information that can be extracted from target echoes in water is different from that in air. In water, the acoustic signals can penetrate into targets so that aural discriminations of material composition and internal object structure become possible (reference 3). Sonar discrimination experiments have been performed with dolphins, humans, and electronic systems. In this section, only dolphin and human studies will be discussed.

In experiments concerning target size, dolphins discriminated, with 100-percent correct performance, between solid steel spheres 5.4 and 6.35 cm in diameter (reference 22) and between hollow aluminum cylinders with diameters of 7.6 and 6.35-cm (reference 23). Differences in time-separation pitch related to highlight spacing in echoes from the cylinders were probably the most salient cue. Differences in echo intensity may also have contributed to size discriminations.

In an experiment concerning target shape, a dolphin discriminated between cylinders and cubes independent of target aspect, except when the flat top of the cylinder was facing the animal (reference 24). These discriminations may be based on angular variations in target strength and on the dolphin’s perception of multiple echoes from target edges. A dolphin discriminated between foam spheres and cylinders with performance exceeding 90-percent correct (reference 25).

Material composition discrimination between dimensionally identical cylinders was performed by a dolphin in the following cases: aluminum versus rock, aluminum versus steel, and aluminum versus bronze (reference 23). The dolphin’s discrimination of aluminum and glass cylinders was 80-percent correct for 3.8-cm-diameter targets and chance for the 7.6-cm-diameter targets (reference 26). Glass and aluminum have nearly identical acoustic impedances and sound velocities. Hammer and Au (reference 23) also found that dolphins could discriminate between dimensionally identical aluminum cylinders differing in internal structure. The dolphin also discriminated between hollow and solid aluminum cylinders, and between water-filled cylinders differing only in wall thickness (reference 23).
The dolphin's 50-percent detection threshold for a 7.6-cm-diameter water-filled sphere occurred in ambient noise at a range of 113 meters (reference 27). Au and Turl (reference 28) obtained good detection performance with water-filled aluminum cylinders in front of a clutter screen.

Results from human listening experiments indicate that the human auditory system is an excellent pattern recognizer and that broadband sonar echoes can supply information sufficient for discrimination of many types of targets. Fish et al. (reference 3) trained divers to discriminate between various plates 1 meter in front of them, using a head-coupled sonar that emitted broadband ultrasonic pulses and digitally stretched the echoes. Subjects discriminated between plates varying in shape (squares, circles, and triangles), material (copper, brass, and aluminum), and thickness. The divers' performance was between 80-percent and 100-percent correct. Diercks et al. (reference 29) used broadband FM echoes at five bandwidths to measure human discrimination performance between solid and hollow metal spheres and cylinders. Subjects reported that the rate of amplitude fluctuation during the echoes was a useful cue for discriminating target wall thickness, but only for signals having the widest bandwidth. Sphere-cylinder discriminations were based on a slower rise time for the sphere echoes and an amplitude notch shortly after sphere echo onset.

EXPERIMENTAL METHODS

This section describes procedures used to measure human discrimination of target echoes and to identify salient discrimination cues. Tasks included material composition discrimination, sphere-cylinder discrimination, aspect-independent cylinder discrimination, and target detection and discrimination in noise.

PROCEDURE

Echoes were obtained using broadband ultrasonic pulses similar to dolphin echolocation pulses. The incident signal shown in figure 1 had a 120-kHz center frequency and a 3-dB bandwidth of approximately 39 kHz. Targets were suspended in a saltwater pool 2.4 meters from the transducer. Echoes were digitized at a 1-MHz sample rate and recorded on magnetic tape. The taped data were later transferred to a PDP-11/40 computer. The echoes were played to human subjects through headphones in a sound booth. Four pulses were played per second at one fiftieth of the original sample rate. Thus, the stimuli that the subjects heard had peak frequencies of about 2.4 kHz and durations 50 times greater than the original echoes. The PDP-11 computer controlled the selection and playback of echoes, recorded subjects' responses, generated correct-response feedback after each trial, and displayed a summary output after each session. The experimental test conditions are shown in figure 2.

On each trial of a 64-trial session, subjects indicated whether the echoes they heard resulted from target class A or B by pressing one of two buttons on a response box, marked A and B, respectively. After each response, a light indicating the correct answer was illuminated for 2 seconds. Before each session, subjects practiced the echo discriminations by pressing the buttons to generate sample echoes from each of the target classes.
Figure 1. Simulated dolphin echolocation signal used as the incident signal. The top trace is the time-domain representation of the incident signal. The bottom traces are the frequency domain representations of the signal in linear and logarithmic scales, respectively.
Figure 2. Experimental configuration for listening test: (top) PDP-11/40 computer system, and (bottom) subject in sound isolation booth.
A target class could include one or more targets. For example, in a sphere-cylinder discrimination, class A could contain several different spheres. Subjects were instructed to discriminate between target classes, even when a class contained multiple targets. Each target was represented by 10 echoes; there were often small variations between echoes for a given target. On each trial, a single echo was repeated until the subject responded A or B. Different echoes from the same target could occur on later trials. A single echo was repeated on each trial to prevent subjects from making A-B classifications based on the echo-echo variability for a given target. For each trial, individual echoes from the 10 were chosen at random. Target presentation was also randomized with the constraint that echoes from the same target could not occur on more than three consecutive trials, and all targets occurred an equal number of times within a session.

After each session, subjects described the cues used to make discrimination decisions. In the modeling phase of this study, these cue descriptions were used to guide the modification of echoes, producing signals with either enhanced or degraded cues. Cue descriptions were used rather than similarity judgments or confusion matrices, because the dimensions that described the differences between target echoes were not known in advance. In general, cues useful for target recognition could not be found by inspection or by known processing methods.

In all the discrimination tasks, variations in target strength between echoes were removed as cues. This was done because discriminations based on target strength differences could result from differences in target range instead of differences in target properties. Target strength cues were eliminated by normalizing the peak amplitudes of the echoes. Martin and Au (reference 30) found this procedure to be superior to normalizing total echo energy, because the subjects did not integrate over the entire duration of the signals. If they did, small temporal variations within an echo would be lost.

The methods described were common to all discriminations. Procedures relevant to particular tasks are described in the appropriate following sections.

DESCRIPTION OF ECHOES

Sample echo waveforms for solid and hollow aluminum cylinders are shown in figure 3. The waveforms contain highlights from multiple internal reflections, with the differences in highlight arrival times caused by different acoustic path lengths in the cylinders. Differences in the speed of sound in two materials or differences in target size will affect the arrival times of multiple-reflected components (reference 31). Multiple reflections along a given acoustic path through the target will be periodic with successively decreasing amplitudes. When targets are of similar size and composition, simple inspection of waveforms or spectra does not lead to accurate discrimination.

Human auditory discrimination of the echoes shown in figure 3 is based on differences in echo duration and in perceived time-separation pitch (reference 30). When two highly-correlated broadband pulses are separated by time (T), a time separation pitch (TSP) can be perceived with a frequency 1/T, whether or not the signal contains significant spectral energy at this frequency (references 32, 33, and 34).
Figure 3. Typical echo waveforms and frequency spectra for the 7.62-cm-diameter hollow and solid aluminum cylinders. The solid line spectrum is for the hollow aluminum, and the dotted spectrum is for the solid aluminum.
TSP is believed to be a salient cue in the discrimination experiments involving differences in size or material composition. The time-separation pitch associated with target echoes cannot be easily verified using tone-matching experiments. Three or more echo components with variable separations and amplitudes produce a complex TSP, not necessarily defined as 1/T for any two components. The complex pitches associated with triple-pulse stimuli are discussed in a study by Ceruti et al. (reference 35), and the complexities introduced by differences in pulse amplitudes are discussed by Gillespie (reference 36).

In previous experiments with broadband sonar echoes (reference 30), subjects perceived echoes as clicks. Some echoes also included a leading or trailing hiss. Some clicks, such as solid aluminum echoes, had a metallic ringing sound, probably the result of periodicity within the echoes. The hissing sounds result from low-amplitude and uncorrelated echo components. Subjects also perceived spectral and rise time differences in the echoes.

Discrimination cues can often be predicted from geometrical acoustics. For example, a duration cue might be used to discriminate between water-filled and air-filled aluminum cylinders. Echoes from the water-filled cylinder contain highlights from multiple internal reflections, whereas the metal-air interface appears as an infinite-impedance barrier, resulting in only a single dominant highlight for this echo. Cue descriptions will be included with performance results for each experiment.

**EXPERIMENT I: MATERIAL COMPOSITION DISCRIMINATION**

The material composition discrimination results and relevant discrimination cues were reported in detail by Martin and Au (reference 30) and are summarized here for completeness. Subjects discriminated between water-filled and solid 7.6-cm-diameter aluminum cylinders, with 98-percent correct responses, using both TSP and echo duration as cues. Performance on material composition discriminations using water-filled cylinders of aluminum, bronze, and steel of 3.8- and 7.6-cm-diameters exceeded 95-percent correct, with time-separation pitch differences as the primary cue. Discrimination between aluminum and glass cylinders of the same dimension showed large differences between subjects. Scores varied between 75-percent and 95-percent correct. Subjects with the best scores reported a longer duration for the aluminum echoes. Echoes seemed to damp out more quickly in the glass cylinders than in the aluminum.

A modified material discrimination experiment was performed in this study using the same targets as the previous study (reference 30). In the present study, two subjects discriminated between echoes from the same targets as above, after the echoes were passed through a replica correlator filter. For these subjects, all discriminations except the 7.6-cm-aluminum-glass cylinders resulted in the same performance levels as with unfiltered echoes. The aluminum-glass discrimination for these subjects averaged 92-percent correct for unfiltered echoes and 80-percent correct for filtered echoes. Subjects reported that when TSP contributed to the discrimination, the same cues were present in the unfiltered and filtered signals. Thus, correlator processing may have applications in high-noise environments to improve discrimination performance by removing uncorrelated noise from echoes. Hammer and Au (reference 23) examined the graphical outputs of this type of filtering process to identify possible cues used by dolphins. They found that the filter
responses for targets that were easily discriminable by the dolphin could also be easily discriminated from graphic displays. However, for targets that were difficult for the dolphin to discriminate, the filter responses were very similar.

The subjects' responses in the material discrimination tasks indicated that learning was sudden and insightful rather than gradual. For example, performance might remain at 65-percent correct for three sessions with the subject reporting confusion, and then improve to 90-percent correct for session four, remaining high in later sessions.

**EXPERIMENT II: SPHERE-CYLINDER DISCRIMINATION**

Discrimination was measured between spheres and cylinders of several different sizes made of foam, solid aluminum, and water-filled steel. All cylinder echoes were collected at broadside aspect. Tests were conducted using both two-target (one sphere and one cylinder) and four-target (two of each) conditions. Discrimination experiments were also conducted with foam target echoes modified by applying a time window to the signals. This time window eliminated an air-water interface reflected component from the echoes.

Foam targets and presentation schedules are in table 1. The same targets and combinations were used in similar experiments with dolphins (reference 25). Target sizes were chosen such that the target strengths of the two classes overlapped, eliminating target strength as a useful discrimination cue. The metal targets are described in table 2.

Discrimination results pooled across subjects for the foam targets are in table 3. The average of correct discrimination varied between 84- and 96-percent depending on the targets used. With one exception, variations in individual's scores were within 3 percent of their mean scores. For the comparison S1 and S2 versus C4 and C5, initial scores varied between 76- and 91-percent correct.

Subjects reported using two cues for these discriminations: a higher pitch for cylinder echoes and low-frequency reverberation in the sphere echoes. The pitch difference probably occurs because the target strength of a cylinder increases with frequency and is constant for a sphere. Because the foam targets do not have internal reflections, the observed pitch differences could not have resulted from TSP. The low-frequency reverberation in the sphere echoes probably resulted from reflection at the air-water interface. Au et al. (reference 25) attributed a dolphin's discrimination performance to the surface-reflected component. For tests with echoes that had no surface-reflected component, the subjects' discrimination performance dropped an average of 8 percent (table 3, windowed total). However, performance exceeded 80-percent correct on all tasks. The reverberation present in sphere echoes was helpful, but not necessary, for discrimination.

The results for two subjects discriminating metal spheres and cylinders are in table 4. Performance for all comparisons exceeded 94-percent correct. This experiment was conducted after the tests with foam targets. Subjects reported that the metal target echoes did not sound like the foam target echoes: internal reflections caused longer echo durations for the metal targets. However, subjects reported using the same discrimination cues: a higher pitch for cylinders and more reverberation for spheres.
Table 1. Foam targets and presentation schedules. The dimensions of the foam spheres (diameter) and cylinders (diameter times length) are as used in the shape discrimination test.

<table>
<thead>
<tr>
<th>Foam Targets</th>
<th>Spheres</th>
<th>Cylinders</th>
</tr>
</thead>
<tbody>
<tr>
<td>S1</td>
<td>10.2 cm</td>
<td>C1 1.9 x 4.9 cm</td>
</tr>
<tr>
<td>S2</td>
<td>12.7 cm</td>
<td>C2 2.5 x 3.8 cm</td>
</tr>
<tr>
<td>S3</td>
<td>15.2 cm</td>
<td>C3 2.5 x 5.1 cm</td>
</tr>
<tr>
<td></td>
<td></td>
<td>C4 3.8 x 5.4 cm</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Presentation Schedule</th>
</tr>
</thead>
<tbody>
<tr>
<td>S2</td>
</tr>
<tr>
<td>2 &amp; S3</td>
</tr>
<tr>
<td>S1 &amp; S3</td>
</tr>
<tr>
<td>S1 &amp; S2</td>
</tr>
<tr>
<td>S1 &amp; S2</td>
</tr>
</tbody>
</table>

Table 2. Dimensions of the metallic (diameter) spheres and cylinders (diameter times length) used in the shape discrimination test.

<table>
<thead>
<tr>
<th>Solid Aluminum Targets</th>
<th>Spheres</th>
<th>Cylinders</th>
</tr>
</thead>
<tbody>
<tr>
<td>SS3</td>
<td>7.6 cm</td>
<td>CS3 7.6 x 7.6 cm</td>
</tr>
<tr>
<td>SS5</td>
<td>12.5 cm</td>
<td>CS5 12.5 x 12.5 cm</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Stainless Steel Water-filled Targets</th>
<th>Spheres</th>
<th>Cylinders</th>
</tr>
</thead>
<tbody>
<tr>
<td>SW3</td>
<td>7.6 cm</td>
<td>CW3 7.6 x 7.6 cm</td>
</tr>
<tr>
<td>SW5</td>
<td>12.5 cm</td>
<td>CW5 12.5 x 12.5 cm</td>
</tr>
</tbody>
</table>
Table 3. Sphere versus cylinder discrimination performance results with the foam targets. The windowed results refer to the sphere echoes for which the air-water surface reflected components in the echoes were eliminated.

<table>
<thead>
<tr>
<th>256 Trials/Subject</th>
<th>Four-Subject Average (percent)</th>
<th>Windowed Average (percent)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Task</td>
<td></td>
<td></td>
</tr>
<tr>
<td>S2</td>
<td>C4</td>
<td>96</td>
</tr>
<tr>
<td>S2/S3</td>
<td>C3/C4</td>
<td>93</td>
</tr>
<tr>
<td>S1/S3</td>
<td>C1/C5</td>
<td>88</td>
</tr>
<tr>
<td>S1/S2</td>
<td>C4/C5</td>
<td>84</td>
</tr>
<tr>
<td>S1/S2</td>
<td>C2/C4</td>
<td>91</td>
</tr>
</tbody>
</table>

Table 4. Sphere versus cylinder discrimination performance results with the metallic targets.

Percent Correct

**Solid Aluminum Targets**

<table>
<thead>
<tr>
<th>256 Trials/Subject</th>
<th>Two-Subject Total (percent)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Task</td>
<td></td>
</tr>
<tr>
<td>SS3</td>
<td>CS3</td>
</tr>
<tr>
<td>SS5</td>
<td>CS5</td>
</tr>
<tr>
<td>SS3 &amp; SS5</td>
<td>CS3 &amp; CS5</td>
</tr>
</tbody>
</table>

**Stainless Steel Water-Filled Targets**

<table>
<thead>
<tr>
<th>Task</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>SW3</td>
<td>CW3</td>
</tr>
<tr>
<td>SW5</td>
<td>CW5</td>
</tr>
<tr>
<td>SW3 &amp; SW5</td>
<td>CW3 &amp; CW5</td>
</tr>
</tbody>
</table>
Figures 4 through 6 show echoes from foam, solid aluminum, and hollow steel spheres and cylinders. The cylinder echoes contain slightly more energy at high frequencies. The shape discriminations were the only tasks in which spectral rather than temporal cues were dominant. The subjects used a pitch cue to make sphere-cylinder discriminations even when echoes resulted from different types of targets.

10.2 CM SPHERE

2.5 x 5.1 CM CYLINDER

Figure 4. Typical echo waveforms and frequency spectra for solid aluminum sphere and cylinder for the shape discrimination test. The solid spectrum is for the sphere and the dotted spectrum is for the cylinder. The dimensions are the diameter for the sphere and diameter times length for the cylinder.
Figure 5. Typical echo waveforms and frequency spectra for foam sphere and cylinder used in the shape discrimination test. The solid spectrum is for the sphere and the dotted spectrum is for the cylinder. The dimensions are the diameter for the sphere and the diameter times length for the cylinder.
Figure 6. Typical echo waveforms and frequency spectra for water-filled stainless steel sphere and cylinder used in the shape discrimination test. The solid spectrum is for the sphere and the dotted spectrum is for the cylinder. The dimensions are the diameter for the sphere and the diameter times length for the cylinder.
EXPERIMENT III: ASPECT-INDEPENDENT TARGET DISCRIMINATION

This experiment tested whether subjects could learn to discriminate between pairs of targets, differing in material composition or internal structure, independent of target aspect. Previous research (reference 37) showed that echo waveforms for cylinders changed dramatically with aspect changes as small as 2 degrees. Our experiments determined whether subjects could generalize target discrimination cues to unlearned aspects after training at 0, 45, and 90 degrees. Five targets were used. Each target was 17.6 cm in diameter and 17.1 cm long. Targets included solid coral rock, solid aluminum, air-filled aluminum, water-filled aluminum, and water-filled steel cylinders. Broadside aspect was defined as 0 degrees and end-on aspect as 90 degrees.

In the experiments, the subjects were first trained to discriminate between pairs of targets presented at single aspect, 0, 45, or 90 degrees. Performance exceeded 95-percent correct on each of the three tasks. Subjects were then given two-alternative forced choice discrimination tasks in which the targets could occur at any of the three previously learned aspects. Performance on these tasks was initially well below 100-percent but improved to near 100-percent correct after three to five sessions. The purpose of these intermediate tasks was to obtain baseline performance with familiar stimuli and with the subjects required to group multiple echo types into a single target class. That is, echoes from 0, 45, and 90 degrees were all mapped into the same response.

Next, discrimination was tested with echoes from targets at any of seven aspects: 0, 15, 30, 45, 60, 75, or 90 degrees. Subjects were again required to categorize each echo as targets A or B. Initial classification performance on echoes from the four new aspects measured how well training at 0, 45, and 90 degrees could be generalized to the unlearned echoes.

RESULTS AND DISCUSSION

Results of aspect-independent cylinder discrimination tests are in figure 7 and tables 5 and 6. Figure 7 shows performance for target aspects of 15, 30, 60, and 75 degrees, over time, for the discrimination between rock and water-filled aluminum targets. Performance during the initial session indicated the subject's ability to generalize previously learned cues to the new aspects. Performance was mediated by correct-response feedback after each trial. Except for the aluminum-steel discriminations, performance on all tasks was similar to that shown in figure 7. With aluminum-steel discriminations, subjects could not generalize cues to the new aspects, and the improvement in performance over time was small.

Table 5 shows average performance for the four new aspects with data pooled across subjects for each discrimination task. The table shows performance for the first and for the last three sessions. Initial transfer of learning resulted in 72- to 80-percent correct discriminations for echoes at the four new aspects, with performance improving to 90-percent correct after 14 sessions. Initial performance for aluminum versus steel cylinders was chance level, but improved to 76-percent correct after 14 sessions.
Table 5. Aspect-independent cylinder discrimination. 15, 30, 60, and 75 degrees. Data are pooled across subjects.

<table>
<thead>
<tr>
<th>Task</th>
<th>Session 1</th>
<th>Sessions 12-14</th>
</tr>
</thead>
<tbody>
<tr>
<td>Water-filled aluminum vs steel</td>
<td>55.8</td>
<td>76.0</td>
</tr>
<tr>
<td>Water-filled vs air-filled aluminum</td>
<td>72.0</td>
<td>91.5</td>
</tr>
<tr>
<td>Water-filled aluminum vs solid rock</td>
<td>79.9</td>
<td>95.1</td>
</tr>
<tr>
<td>Water-filled vs solid aluminum</td>
<td>73.0</td>
<td>83.5</td>
</tr>
<tr>
<td>Solid aluminum vs rock</td>
<td>79.6</td>
<td>89.5</td>
</tr>
</tbody>
</table>

Table 6. Overall material and internal structure discrimination performance results for the cylindrical targets at the different aspect angles. The aspect angle is the angle between the direction of the incident signal and a normal to the longitudinal axis of the cylinder.

<table>
<thead>
<tr>
<th>Degrees</th>
<th>Hollow Alum</th>
<th>Coral Rock</th>
<th>Hollow Alum</th>
<th>Solid Alum</th>
<th>Solid Alum</th>
<th>Coral Rock</th>
<th>Hollow Alum</th>
<th>Hollow Steel</th>
<th>Alum Water</th>
<th>Alum Air</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>89</td>
<td>92</td>
<td>56</td>
<td>93</td>
<td>93</td>
<td>94</td>
<td>93</td>
<td>97</td>
<td>90</td>
<td>100</td>
</tr>
<tr>
<td>15</td>
<td>98</td>
<td>93</td>
<td>99</td>
<td>76</td>
<td>88</td>
<td>91</td>
<td>97</td>
<td>57</td>
<td>100</td>
<td>80</td>
</tr>
<tr>
<td>30</td>
<td>89</td>
<td>93</td>
<td>77</td>
<td>73</td>
<td>94</td>
<td>92</td>
<td>53</td>
<td>91</td>
<td>69</td>
<td>91</td>
</tr>
<tr>
<td>45</td>
<td>88</td>
<td>98</td>
<td>83</td>
<td>93</td>
<td>81</td>
<td>93</td>
<td>84</td>
<td>87</td>
<td>95</td>
<td>91</td>
</tr>
<tr>
<td>60</td>
<td>81</td>
<td>85</td>
<td>81</td>
<td>90</td>
<td>80</td>
<td>87</td>
<td>53</td>
<td>69</td>
<td>71</td>
<td>92</td>
</tr>
<tr>
<td>75</td>
<td>98</td>
<td>80</td>
<td>91</td>
<td>58</td>
<td>95</td>
<td>70</td>
<td>68</td>
<td>71</td>
<td>83</td>
<td>98</td>
</tr>
<tr>
<td>90</td>
<td>97</td>
<td>96</td>
<td>97</td>
<td>98</td>
<td>97</td>
<td>92</td>
<td>100</td>
<td>95</td>
<td>99</td>
<td>98</td>
</tr>
</tbody>
</table>
Figure 7. Performance for discrimination between hollow aluminum and solid rock cylinders at novel aspects of 15, 30, 60, and 75 degrees as a function of session number.
Table 6 shows response accuracy as a function of target aspect for each discrimination. Data are pooled across subjects. Although performance at 0, 45 and 90 degrees was initially high, several entries in Table 6 represent poor performance for these echoes. Subjects were asked to group echoes from seven different aspects into a single category for each target. Such instructions required subjects to remember general cues, at the expense of specific cues of a particular echo. Thus, errors on some targets of the training set were not surprising.

Subjects reported that echoes from targets at different aspects sounded very different. They used many different cues for the discriminations and reported that training with the 45-degree echoes provided the most useful cues. Figure 8 shows echo waveforms for hollow and solid aluminum cylinders at 0, 45, and 90 degrees. The differences are obvious. For cylinder echoes other than at 0 and 90 degrees aspect, the first echo component, representing a front surface reflection, is generally not the largest. This fact suggests the possibility of salient rise time cues for discrimination, although such cues were not specifically reported by subjects. We cannot identify cues that subjects might use to discriminate between the echoes in figure 8, independent of aspect. However, the data show that subjects receiving training at a few widely separated aspects can generalize discrimination cues to previously unlearned aspects.

EXPERIMENT IV: DETECTION AND DISCRIMINATION IN NOISE

Broadband sonar echo detection and discrimination experiments with human subjects were conducted in white noise. The measurement of human performance in noise can answer fundamental questions. For example, what is the difference in signal-to-noise (S/N) ratios between the point where echoes are just detectable and the point where they can be discriminated? This information is a direct measure of task difficulty and can give insights into the importance of particular discrimination cues. If part of a signal that is 20 dB below the peak is required to discriminate it from a similar signal, the discrimination threshold must be at least 20 dB higher than the detection threshold.

Performance data for subjects' detection and discrimination are presented as psychometric functions, which show the probability of a correct response as a function of S/N ratio. (S/N is defined here as the ratio of total integrated signal energy to noise power in a 1-Hz band.)

METHODS-DETECTION OF SPHERE ECHOES

Psychometric functions were obtained for two subjects detecting echoes from a 3-inch water-filled stainless-steel sphere in white noise. In two experiments, detectability was measured as a function of time-expansion factor and echo-repetition rate using a modified method of constants. The time-expansion factor is the ratio of input to output sample rate for the echoes and has a value of 50 for the experiments reported so far. Echoes were time-expanded so their center frequencies were in the human audio range. If the time-expansion factor is changed, both the center frequency and the duration of an echo also change.
Figure 8. Typical echo waveforms for the hollow and solid aluminum cylinders at the baseline aspects of 0, 45, and 90 degrees.
The detectability of sphere echoes was measured in 100 trial sessions. Subjects reported whether a given trial contained an echo plus noise, or noise alone. The S/N ratio was constant for each block of 10 trials. Five S/N ratios were tested per session in 10 blocks randomly presented. Two S/N ratios at each level made a session, and the first block of trials was always run at the highest S/N ratio. Au and Penner (reference 33) used the same procedure to measure sphere detection by dolphins.

In the first experiment, the repetition rate was 32 echoes per second, the same repetition rate used by the dolphin (reference 38). The time-expansion factor, with values of 25, 50, or 75, was varied randomly between sessions. Center frequencies and durations for the three time expansions are as follows:

<table>
<thead>
<tr>
<th>Time Expansion</th>
<th>Center Frequency</th>
<th>Signal Duration</th>
</tr>
</thead>
<tbody>
<tr>
<td>25</td>
<td>4.8 kHz</td>
<td>10 ms</td>
</tr>
<tr>
<td>50</td>
<td>2.4 kHz</td>
<td>20 ms</td>
</tr>
<tr>
<td>75</td>
<td>1.6 kHz</td>
<td>30 ms</td>
</tr>
</tbody>
</table>

Because the echoes result from digital-to-analog conversion, doubling signal duration is equivalent to doubling the signal energy. This is taken into account in the definition of S/N ratio given above.

In experiment ..., the time-expansion factor was 50, and the echo-repetition rate was varied between 16, 24, and 32 pulses per second randomly for different sessions. This experiment tested how echo detectability might change as a function of duty cycle, given a constant echo center frequency. (Duty cycle here refers to the percentage of "on time" for the echoes.)

RESULTS AND DISCUSSION

Figure 9 shows results from one subject at the three time-expansion factors of experiment 1. At each S/N ratio, 140 trials per subject were collected. The 75-percent correct response thresholds for subject DM were 5.5, 8.0, and 11.5 dB for time expansions of 75, 50, and 25, respectively (figure 9). Thresholds for subject RB were 6.0, 6.3, and 9.1 dB for the same time-expansion factors. Thus, echoes were hardest to detect at 4.8 kHz center frequency, with a time-expansion factor of 25. Several factors could explain this result. In the frequency region from 2.4 to 4.8 kHz, the critical masking bandwidth of the ear is more than doubled for a doubling of signal bandwidth resulting from different time expansions. Thus, more noise contributes to masking for a time-expansion factor of 25 than for a time-expansion factor of 50. Also, the detectability of the echoes may be affected because the signal duration and, therefore, its duty cycle is a function of the time-expansion factor.
The second experiment tested whether differences in detectability, noted in Experiment I, are related to changes in echo center frequency or echo duty cycle. For repetition rates of 16, 24, and 32, the duty cycles were 1/3, 1/2, and 2/3, respectively. The 75-percent detection threshold at a repetition rate of 16 echoes/sec was 1 dB higher than the threshold at 32 echoes/sec. The threshold value for a repetition rate of 24 was between those of 16 and 32. Three subjects produced the same results. Absolute thresholds differed between subjects, yet the performance difference between the highest and lowest repetition rates was always about 1 dB and was never statistically significant. Thus, the effect of changing the duty cycle or the fraction of the on time from 2/3 to 1/2, to 1/3 is small, and it does not account for the performance in experiment I. The detectability differences observed in experiment I probably resulted from masking factors related to the critical bandwidth (reference 39). The results of experiment II show that changes in repetition rate did not significantly affect detection performance over the range tested. This result cannot be generalized to echo detection at slow repetition rates, e.g., the cylinder detection experiment conducted at 4 pulses per second, which is discussed next.

METHODS-DISCRIMINATION OF CYLINDER ECHOES

In the following experiments, the echo time-expansion factor was 50, and the repetition rate was 4 pulses per second. The psychometric functions were obtained with a modified method of constants with 10-trial blocks.
Prior to measurements for material composition discrimination, baseline detection thresholds were determined for three subjects using echoes from 3.8- and 7.6-cm-diameter, water-filled aluminum cylinders. These cylinders were used in the previous material composition experiments. Pooled across subjects, the 75-percent thresholds were 10.5 dB for the large cylinder echoes and 10.7 dB for the small cylinder echoes. In later target discrimination experiments, S/N ratios were given with respect to these detection thresholds. Detection thresholds were similar for the small and large aluminum cylinders (the peak amplitudes were normalized), so we assumed that the echoes from different cylinders were equally detectable.

The minimum requirement for discrimination between stimuli is the detection of a feature that is different between the stimuli. If two stimuli are completely dissimilar, (i.e., having no common features), the discrimination problem reduces to a detection problem, and the discrimination and detection thresholds will be equal (reference 40). As the similarity between stimuli increases, the difference in S/N ratios between the discrimination and detection thresholds also increases.

The results for material composition discrimination tasks are shown in figures 10, 11. The slopes of these functions are much less steep than the slopes of the detection functions of figure 9. These gradual slopes imply the use of multiple discrimination cues, since noise masking of a single feature does not completely degrade discrimination performance. Subjects probably increased their reliance on secondary and less effective cues as the S/N ratio was decreased.

Differences between the discrimination and detection thresholds for four target pairs are listed in table 7. Simple tasks such as discrimination between aluminum-bronze cylinders or between solid-hollow cylinders require S/N ratios 7 to 10 dB above the detection threshold to obtain 75-percent discrimination. The most difficult material discrimination, 7.6-cm-diameter aluminum versus glass cylinders, requires a S/N ratio 25 to 30 dB above the detection threshold for 75-percent discrimination. In this task, subjects used cues that were at least 25 dB below the peak amplitudes of the signals.

Table 7. Difference in S/N ratio between the 75-percent detection and discrimination thresholds for four tasks. An average detection threshold of 10.5 dB was used for all cylinders.

<table>
<thead>
<tr>
<th>Task</th>
<th>DM</th>
<th>PT</th>
<th>RB</th>
</tr>
</thead>
<tbody>
<tr>
<td>Solid vs water-filled aluminum, 7.62 cm</td>
<td>13.7</td>
<td>13.8</td>
<td>----</td>
</tr>
<tr>
<td>Water-filled aluminum vs glass 7.62 cm OD</td>
<td>23.9</td>
<td>29.5</td>
<td>20.9</td>
</tr>
<tr>
<td>Water-filled aluminum vs glass 3.81 cm OD</td>
<td>10.5</td>
<td>----</td>
<td>----</td>
</tr>
<tr>
<td>Water-filled aluminum vs bronze 3.81 cm OD</td>
<td>7.0</td>
<td>----</td>
<td>11.2</td>
</tr>
</tbody>
</table>
Figure 10. Material composition discrimination performance results in noise between the hollow aluminum and glass cylinders.

Figure 11. Material composition discrimination performance results in noise between the hollow aluminum and bronze cylinders.
FEATURE EXTRACTION AND PATTERN RECOGNITION

Software was developed to extract acoustic features from target echoes, similar to the features identified by subjects in our discrimination tests. Because highlight separation and highlight amplitude ratios are necessary determinants of both time-separation pitch and echo duration, the software extracted these time-domain features from the signal envelopes. Echoes were synthesized from the extracted feature sets, and usually the synthetic echoes contained the same discrimination cues as the real echoes. A notable exception involved sphere-cylinder discrimination. Here, the synthetic echoes could not be accurately discriminated because the feature extraction/synthesis process did not preserve the necessary spectral cues. Feature subsets were also used to synthesize signals for discrimination tests to determine the relative importance of the features. Two types of automatic pattern recognition algorithms were tested. The first used the time-domain features described by subjects in the discrimination tests of the previous section. The second, a filter bank model developed by Chestnut and Floyd (reference 37), used spectral features. Results of the feature extraction, echo synthesis, and automatic pattern recognition experiments are presented in this section.

The software that extracted time-domain features was a highlight detector. The software measured probability of occurrence, time separation from the largest highlight, and amplitude ratio relative to the largest highlight for each highlight in a group of echoes. The first stage of the processor was a peak detector that stored information about every point in a signal where the slope changed from positive to negative. A series of criteria selected the extrema, which were defined as highlights. Small-amplitude extrema in the immediate neighborhood of a larger maximum were rejected. After obtaining a list of highlights for a given signal, the absolute maximum was assigned a time separation of 0 and an amplitude ratio of 1. The other highlights were assigned negative or positive time separations according to position before or after the absolute maximum. Amplitude ratios for each highlight were calculated with respect to the maximum. If the reflection with the largest amplitude occurred first, all highlights had positive time separations.

In the second stage, the software aligned the features across signals. Absolute maxima were aligned so that every group of signals had a highlight occurring with probability 1.0, amplitude ratio 1.0, and time separation 0. Other highlights were aligned, and amplitude ratios and time separations became statistical quantities represented as means and standard deviations for the group of signals. The probability of occurrence for each highlight was calculated; i.e., those that occurred in only one signal had probability $1/n$, where $n$ was the number of signals in the input. Means and standard deviations for both time separation and amplitude ratio were also calculated. The software also calculated statistics for highlight rise times for some types of input signals. Input signals could be unprocessed echoes, echo envelopes, envelopes of matched filter responses, etc. Measures of rise time were not defined for raw echoes, which contain many zero crossings. Feature lists statistically defined each highlight in a group of signals.

The next stage of software processing determined whether the extracted features defined separable target classes. The features were the input to an automatic pattern recognition algorithm (discussed later) and were also used to create synthetic target echoes for human discrimination.
The synthetic echoes served two purposes. First, discrimination tests with these echoes determined whether the features described separable target classes. Human listeners indicated whether the synthetic echoes sounded similar to real echoes, so we could determine whether the feature extraction process preserved the appropriate discrimination cues. Second, subsets of the feature list were used to create synthetic signals for discrimination, so we could determine the relative importance of individual features. For example, if echoes from two targets are synthesized using only two highlights from each feature list, the saliency of time-separation pitch can be measured for this discrimination.

SYNTHETIC ECHOES

Echo envelopes were used as input for the feature extraction process, which produced the feature lists used to make synthetic echoes. Echo envelopes provided more reliable feature lists than unprocessed echoes. Highlights in the synthetic echoes were created using portions of the incident signal. The position and amplitude of each highlight was a Gaussian random variable, with means and standard deviations taken from the feature list. The probability of occurrence for each highlight was also determined from the feature list. Because synthetic highlights were replicas of the incident signal, rise times and spectral properties were identical for all highlights. Thus, the synthetic echoes did not contain information about frequency-dependent reflection characteristics of the targets. Only time-domain information involving highlight separation and amplitude was preserved. Figure 12 shows real and synthetic echoes for a solid aluminum cylinder, and figure 13 shows a synthetic echo and an edited synthetic echo composed of the two highest amplitude highlights. While minor differences existed in the fine structure of the echoes, the overall echo similarity is obvious.

In all tests, human subjects easily discriminated synthetic echoes from their real counterparts using differences in rise time and spectral characteristics. However, except for sphere-cylinder discriminations where spectral information is critical, subjects reported using the same cues in synthetic echo discriminations as in the original discriminations. Thus, synthetic echoes from solid aluminum cylinders produced metallic ringing aluminum-glass discriminations were still based on a duration cue, and TSP cues still described differences between many synthetic target echoes. Direct transfer of learning from real to synthetic echoes was not measured.

While the complete synthetic echoes described distinct target classes, discrimination tests conducted with edited synthetic echoes were inconclusive. The quality of such sounds differed markedly from that of the complete echoes, so we could not determine what cues remained relevant. However, we found that echo subsets composed of only two highlights could be discriminated using time-separation pitch for those cases where original performance had been attributed to TSP. The perceived pitches for the subsets were different from the pitches of the original echoes.
Figure 12. Examples of a real echo and a synthetic echo for a solid aluminum cylinder.
Figure 13. Examples of a synthetic and an edited synthetic echo for a solid aluminum cylinder.
The accuracy of the extracted feature sets was tested using automatic pattern recognition algorithms. The pattern recognition algorithms were part of the Interactive Laboratory System (ILS) software package developed by Signal Technology Inc. (reference 41). The algorithms classified target echoes by calculating the Euclidian distances between sets of test and reference feature vectors. Reference and test data were represented by vectors of 25 features; each feature represented the time-separation and relative amplitude of an echo highlight. Reference data were means from 10 echoes. Feature vectors represented highlight amplitude as a function of time, with both variables calculated relative to parameters of the largest highlight. The time axis was partitioned into bins of 20 points each, and each bin was assigned an amplitude value determined by highlights in that portion of the echo. A time resolution of 20 points in each partition is equivalent to 20 microseconds of time separation in the original echoes. Because each feature vector contained 25 elements, time separations as large as 500 microseconds (25 x 20) were represented. When any of the 25 time windows contained an echo highlight, that element was assigned the value of the highlight amplitude ratio relative to the maximum. If the partition did not contain a highlight, a value of 0 was assigned. When more than one highlight was present in a partition, the largest amplitude was used. Within the constraint of a 20-point time resolution, the Euclidian distance between two vectors constructed in this way is a measure of stimulus similarity in terms of the extracted feature sets.

Performance of the feature extraction and pattern recognition algorithms for material composition discrimination are shown in tables 8 and 9 as confusion matrices. Rows of the matrices represent test echoes; columns represent reference echoes (mean vectors). The algorithm calculated the distances from each test echo to each reference vector and identified each with the minimum distance reference class. Elements on the matrix diagonal represent correct responses; off-diagonal elements represent confusions. The algorithm's performance was 90-percent correct for material composition (table 8) and 100-percent correct for internal structure (table 9). Chance performance was 14.3-percent correct (1 in 7) for material composition and 25-percent correct (1 in 4) for internal structure. When echoes from two different glass cylinders were added to the data of table 8, to make a 9- by 9-confusion matrix, performance dropped to 62-percent correct; chance dropped to 11-percent correct (1 in 9). Many glass test echoes were incorrectly identified, and some echoes from other cylinders were wrongly identified as glass. Identification of echoes from the glass cylinders was also poor for both humans and dolphins.

The test echoes were originally collected in several recording sessions for different purposes. For example, the 38 echoes from the 7.62-cm-diameter aluminum cylinder were represented to the pattern recognition software as follows: 10 reference echoes originally used for material discrimination experiments, 9 test echoes originally used for the 0-degree signals in the aspect-independence discrimination study, and 19 test echoes collected about 1 year later, the transducer having been removed and replaced in the water. Subjects reported that echoes from each target sounded similar, regardless of the echo's collection set.
The time-domain algorithm's performance was not degraded by using stimuli collected at different times. This was, however, not the case for a spectral feature extraction algorithm (reference 6) to be discussed next. That algorithm failed completely when test and reference echoes were from different recording sessions.

A spectral feature extraction algorithm used by Chestnut et al. (references 6 and 37) tested target recognition performance. The model consists of a bank of parallel and constant-Q filters, and the extracted features are samples of the target's frequency response. As above, the algorithm calculates the Euclidian distance between test and reference feature vectors and identifies test echoes with the minimum-distance reference class. Prior to feature extraction, the echo spectra are normalized by the spectrum of the incident signal. The resulting signals represent the targets' frequency-dependent reflection characteristics.

This filter bank model was tested with material composition and sphere-cylinder discriminations. Thirty constant-Q filters over the frequency range of 50 to 200 kHz were used. This frequency range corresponds to a range of 1 to 4 kHz for the time-expanded echoes to which human subjects listened.

When test and reference echoes were measured on the same day, performance of the filter bank model was 90- to 100-percent correct for material composition discriminations using the same targets as above. Discrimination between metal spheres and cylinders was 90-percent correct. The targets were the same used in the human studies, and echoes were collected at the same time.

The algorithm was then tested with the echoes from the time-domain material composition test (table 8). The spectral feature algorithm incorrectly classified all the echoes when comparisons involved echoes recorded in different sessions. Thus, the algorithm performed at 0-percent correct for the aluminum cylinder given in the earlier example, and the time-domain model, derived from studies of human discrimination, was superior to the spectral processing model.
Table 8. Confusion matrix for cylinder material composition discrimination using ILS pattern recognition software.

<table>
<thead>
<tr>
<th>Test Reference Target</th>
<th>Echoes</th>
<th>Alum Cycl-1</th>
<th>Steel Cycl-1</th>
<th>Bronze Cycl-1</th>
<th>Alum Cycl-2</th>
<th>Steel Cycl-2</th>
<th>Bronze Cycl-2</th>
<th>Solid Alum Cycl-1</th>
</tr>
</thead>
<tbody>
<tr>
<td>Alum Cycl-1</td>
<td>97</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>3</td>
</tr>
<tr>
<td>Steel Cycl-1</td>
<td>100</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Bronze Cycl-1</td>
<td>100</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Alum Cycl-2</td>
<td></td>
<td>93</td>
<td></td>
<td></td>
<td>7</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Steel Cycl-2</td>
<td></td>
<td>37</td>
<td>63</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Bronze Cycl-2</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>100</td>
</tr>
<tr>
<td>Solid Alum Cycl-1</td>
<td></td>
<td>11</td>
<td></td>
<td></td>
<td>89</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Table 9. Confusion matrix for internal structure discrimination using the ILS pattern recognition software.

<table>
<thead>
<tr>
<th>Test Reference Target</th>
<th>Echoes</th>
<th>Alum Cycl-2 Airfilled</th>
<th>Coral Cycl-2 Solid</th>
<th>Alum Cycl-2 Waterfilled</th>
<th>Alum Cycl-2 Solid</th>
</tr>
</thead>
<tbody>
<tr>
<td>Alum Cycl-2 Airfilled</td>
<td></td>
<td>100</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Coral Cycl-2 Solid</td>
<td></td>
<td></td>
<td>100</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Alum Cycl-2 Waterfilled</td>
<td></td>
<td></td>
<td></td>
<td>100</td>
<td></td>
</tr>
<tr>
<td>Alum Cycl-2 Solid</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>100</td>
</tr>
</tbody>
</table>
SUMMARY AND CONCLUSIONS

The human auditory system has excellent pattern recognition capabilities, which can be used to identify acoustic cues in broadband sonar classification tasks. Echoes from targets were collected in a test pool using a broadband ultrasonic pulse with a 120-kHz center frequency and 39-kHz bandwidth. The pulse was similar to dolphin echolocation pulses. Human subjects listened to the echoes played at one fiftieth of the original sample rate during two alternative forced choice target discrimination tests. Echo waveforms contained highlights from multiple internal reflections, with differences in highlight arrival times determined by acoustic path length differences in the targets.

Subjects' discrimination of material composition exceeded 95-percent correct for water-filled target cylinders of aluminum, bronze, and steel. Differences in time-separation pitch associated with correlated echo highlights were the primary cues used by the subjects. Discrimination between aluminum and glass cylinders was more difficult, with differences in echo duration as cues.

Sphere-cylinder discriminations using foam, solid aluminum, and water-filled steel targets were all above 85-percent correct. The same discrimination cues were used for all target types, the most salient being a higher spectral pitch for cylinder echoes and low-frequency reverberation in the sphere echoes. The sphere-cylinder discrimination was the only task in which subjects used spectral and not temporal cues.

Subjects were trained to discriminate between cylinders differing in material and internal structure at 0, 45, and 90 degrees. Transfer of learning was measured with new random-aspect echoes in 15-degree increments. Generally, subjects attained over 75-percent correct performance with the new echoes. They reported that training at 45 degrees provided the most cues.

Discrimination tests in noise showed that simple tasks using solid and hollow aluminum cylinders required S/N ratios about 10 dB above the detection threshold for 75-percent correct discrimination. Difficult tasks such as aluminum versus glass cylinder discrimination required a 30-dB difference between the 75-percent detection and discrimination thresholds. Psychometric functions were not steep, implying that subjects used secondary discrimination cues when noise masked the primary cues. In all the discrimination tasks tested, subjects' learning was sudden and insightful rather than gradual.

Discrimination cues identified from the tests with human subjects were used to design software to extract acoustic features. Because highlight separation and highlight amplitude ratios are necessary determinants of both time-separation pitch and echo duration, these time domain features were extracted from the signal envelopes. Echoes were synthesized from the feature sets, and generally, the synthetic echoes contained the same cues as the real echoes.

Discrimination value of the feature sets was tested in an automatic pattern recognition algorithm. The algorithm calculated Euclidian distance between mean reference vectors and feature vectors for test echoes. The algorithm achieved 90-percent accuracy on a material discrimination test with seven targets, where chance performance would have been one of seven or 14-percent correct. The results indicate
that the human auditory system can provide information useful for developing signal processing algorithms for sonar target recognition. Application of similar methods to characterize features of other targets should enhance the development of automatic recognition algorithms. Further investigation is needed to determine performance of the present algorithms in noisy and reverberant environments. In addition, since aspect-independent target discrimination was demonstrated with humans, the feature extraction software should be expanded to include this capability.

Computer-assisted classification could reduce both operator training time and operator stress associated with classification decisions. Algorithms that identify the probability of successful target classification should also reduce the time required to make a classification decision by reducing an operator's false-alarm rate. The benefits of algorithms using recognition features similar to those used by the human auditory system have been demonstrated in this study.
REFERENCES


34


