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1 EXECUTIVE SUMMARY 
Modern data analysis operations are continuously flooded with enormous streams of heterogeneous data 
and heterogeneous tasks. The data are notoriously noisy, incomplete, and sometimes intentionally 
misleading. Traditional analysis methods can not scale to handle the flood or the probabilistic data 
properties or both. We developed a battery of new, efficient, parallel, statistical machine learning 
algorithms to push the boundaries of machine learning capabilities under these circumstances. We have 
made much of our mature algorithms available as open source tools and published in peer-reviewed 
academic journals and conferences. The algorithms cover a wide range of learning applications, but all 
rest on strong statistical foundations and in that sense that they all speak the same language. We have 
provided theoretical guarantees and proofs were possible and demonstrated the value of our algorithms 
on many interesting problems. The methods described here have the ability to: 

• Classify groups of data as indicating a particular phenomenon or class. 

• Recognize change points, boundaries, and emerging trends. 

• Perform fast learning and inference in a variety of graphical, Bayesian, and sparse models. 

• Process streaming data and operate on time series. 

• Make intelligent decisions about additional data to collect and analyses to perform. 

2 INTRODUCTION AND KEY ACCOMPLISHMENTS 
Modern data analysis operations are continuously flooded with enormous streams of heterogeneous data 
and heterogeneous tasks. We propose to develop and deliver machine learning algorithms and software 
to support such an operation. Here we list the primary issues caused by this heterogeneous flood and our 
approach to them: 

Noisy Incomplete Data. Real data sets suffer from both missing and incorrect data. Incorrect data is a 
problem both due to noise in collection, intentional misinformation by adversaries, and the time-changing 
nature of data collection targets. We developed transfer learning methodologies to exploit data rich areas 
that are related to data starved problems. We have provided theoretical bounds on the associated 
approaches and explored a novel concept of active-transfer learning pairing two machine learning 
paradigms.  

Large Data. Traditional algorithms and single processor “all-in-memory” executions are insufficient for 
large data sets. We created parallel and distributed frameworks for significantly speeding up common 
machine learning models and allowing the development of very large models and use of very large data 
sets. Our tools accelerate learning, make efficient use of limited communication channels, and do so on 
modest computational clusters.  

Complex Data objects. We developed methods that can operate on groups of data as opposed to the 
traditional single-observation paradigm. In our paradigm the objects of learning are statistical 
distributions which are never observed directly, only sampled. Yet, we are able to characterize and 
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compare their attributes using nonparametric methods. Additionally, we have combined this concept with 
deep learning creating a deep distribution embedding model. These concepts push the boundaries of 
typical machine learning opening up the possibilities for how machine learning problems are constructed 
and defined.  

3 METHODS 
The majority of the algorithms below rely on non-parametric methods, using kernels to quantify the 
similarity between observations or abstract objects. In many cases they work directly in the kernel feature 
space using mean map embeddings and related techniques.  

Internal evaluations were done during algorithm and software development using the wide variety of data 
sets accumulated and available in our labs at Carnegie Mellon and provided through the XDATA 
program. The local benchmark data sets include Wikipedia data, twitter data crawled from the web, 
numerous image data sets, telescope data from the Sloane Digital Sky Survey, and medical clinical data. 
These data sets have from millions up to a billion records and tested both computational scalability and 
modeling and prediction accuracy of the novel methods we developed. 

4 ASSUMPTIONS AND PROCEDURES 
By virtue of using non-parametric kernel based methods, much of our work does not make any 
assumptions on the underlying data generating distributions one wishes to learn. However, these methods 
typically require a bit more data than parametric algorithms to learn stable models. Additionally, our 
kernel and similarity based methods are best suited for numeric data. Categorical data present a difficulty 
in that one must come up with a suitable kernel and/or feature map transformation, and even though that 
is not unsurmountable, it was not our focus in this project. 

5 RESULTS AND DISCUSSION 
Below we describe a selection of project activities, results, and findings. In general, we developed many 
new algorithms and methods for addressing challenges in real-world machine learning problems and 
extending the utility of existing approaches. Section 7 enumerates publications funded or partially funded 
by this project. 

5.1 Learning on Distributions 

We developed methods to do machine learning on bags of samples as the fundamental unit of 
observation. The approach is to estimate the underlying probability distributions, computing a distance 
function and/or kernel on such pairs. Upon estimating the kernel values, common machine learning 
methods such as SVM or Gaussian Processes can be used to produce models for classification, regression, 
clustering, etc. The primary challenge in kernel based machine learning methods for distributions is to 
develop efficient estimates of kernel functions from samples. 

We have explored estimators for linear and Radial Basis Function kernels and symmetric Kullback-
Leibler divergence (SKL), Jensen-Shannon (JS), Squared Hellinger (H2), and Total Variation (TV) 
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information-theoretic distances. We’ve also explored estimators for Maximum mean discrepancy 
(MMD) and Earth mover’s distance (EMD). Some of these efforts were published in [21]. 

We demonstrated the effectiveness of these approaches on several machine learning tasks. [19] 
demonstrated distribution regression on estimating the number of mixture components in data generated 
from Gaussian mixtures and distribution classification on scene classification. [21] evaluated these 
approaches on dark matter halo mass prediction. In all of these applications raw data are complex and 
potentially irregular; however they can be treated as bags of samples admitting our approaches. 
Performance on all tasks is competitive with other cutting edge approaches.  

In the course of this work, we proved several useful properties of kernel methods and mean maps [20]. 
We improved the uniform error bound of random Fourier Features, and developed a novel understandings 
of the embedding’s variance, approximation error, and use in some machine learning methods. We also 
point out that surprisingly, of the two main variants of those features, the more widely used is strictly 
higher variance for the Gaussian kernel and has worse bounds [20].  

5.1.1 Deep Mean Map Embeddings. The use of distributions and high-level features from deep 
architecture has become commonplace in modern computer vision. Both of these methodologies 
have separately achieved a great deal of success in many computer vision tasks. However, there 
has been little work attempting to leverage the power of these to methodologies jointly. To this 
end, we developed the idea of the Deep Mean Maps (DMMs) framework, a novel family of 
methods to non-parametrically represent distributions of features in convolutional neural network 
models. DMMs are able to both classify images using the distribution of top-level features, and 
to tune the top-level features for performing this task. In [21] we showed how to implement 
DMMs using a special mean map layer composed of typical CNN operations, making both 
forward and backward propagation simple. We illustrated the efficacy of DMMs at analyzing 
distributional patterns in image data in a synthetic data experiment. We also showed that we 
extending existing deep architectures with DMMs improve the performance of existing CNNs on 
several challenging real-world datasets. 

Suppose that the top convolution layer of a CNN (after any sub-sampling) produces a tensor 𝐶𝐶𝑖𝑖 ∈
𝑅𝑅𝑚𝑚×ℎ×𝑤𝑤 for the ith input image fed forward through the network, where here m is the number of 
convolutional filters, and h, w are spatial dimensions of super pixels (see Figure 1). Then the layer’s 
output can be viewed as a bag of vectors, with a different bag for each input. We defined a mean map 

Figure 1: Sketch of deep mean map embedding architecture. 
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layer (MME layer) as a layer in the deep architecture that computes the mean map of these bags. This 
mean map layer can be represented in terms of standard CNN mechanisms, performing scaled 1x1 
convolutions using random offsets combined with a cosine layer and global average pooling, depicted 
graphically in Figure 1. The scale parameter of the associated kernel becomes a free parameter in the 
network and can be learned using the usual back-propagation algorithm. After being fed through the 
MME layer (with the global-average pooling of random features), the ith image in a batch will have the 
mean map embedding of its top-level convolution features computed. These vectors can then be fed 
through the network in a fully connected fashion to perform learning with respect to some loss. 

We tested the approach on three image classification datasets. The deep mean map architecture nearly 
always outperformed baseline deep methods. This work demonstrates that the use of mean embeddings 
with random features allow the mean map layer to non-parametrically represent distributions of top-level 
features whilst still scaling to large image datasets. Also, inner products on the mean embeddings through 
the network are interpretable as RKHS inner products on the distributional embeddings, allowing one to 
build a strong theoretical foundation. Furthermore, we showed that the mean map layer may be 
implemented using typical CNN operations, making both forward and backward propagation simple to 
do with DMMs. Moreover, we illustrated the aptitude of the mean map layer at learning distributions of 
visual features for discrimination in a synthetic data experiment. We saw that even with very few 
instances the mean map layer allowed a network to quickly learn to distinguish visual distributional 
patterns in a sample efficient manner. Lastly, we showed that DMMs may be used to extend several 
existing state-of-the-art deep-architectures and improve their performance on various challenging real-
world datasets. Indeed, the mean map layer prove flexible and capable of extending networks in a variety 
of ways; due to a propensity to generalize well, it is simple to choose an extension method with a straight-
forward validation set approach. Thus, it is clear that the DMM framework can successfully build on the 
myriad of state-of-the-art deep architectures available. 

5.2 Transfer Learning 

Here we present work published in [24]. Transfer learning algorithms are used when one has sufficient 
training data for one supervised learning task (the source task) but only very limited training data for a 
second task (the target task) that is similar but not identical to the first. These algorithms use varying 
assumptions about the similarity between the tasks to carry information from the source to the target task. 
Common assumptions are that only certain specific marginal or conditional distributions have changed 
while all else remains the same. Alternatively, if one has only the target task, but also has the ability to 
choose a limited amount of additional training data to collect, then active learning algorithms are used to 
make choices which will most improve performance on the target task. These algorithms may be 
combined into active transfer learning, but previous efforts have had to apply the two methods in 
sequence or use restrictive transfer assumptions. We developed [24] two transfer learning algorithms that 
allow changes in all marginal and conditional distributions but assume the changes are smooth in order 
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to achieve transfer between the tasks. We also developed an active learning algorithm for the second 
method that yields a combined active transfer learning algorithm [24].  

 

Our two approaches are to (i) match source and target domain kernel embedding of the conditional 
distributions (probability of label given feature vector) and (ii) learn an offset function that maps the 
source domain to the target, modeling the offset as a Gaussian process to exploit assumed smoothness. 
These approaches are depicted graphically in Figure 2. In [23], we demonstrated the algorithms on 
synthetic functions and a real-world task on estimating the yield of vineyards from images of the grapes, 
transferring models from one grape variety to another. Figure 3 depicts the results of the evaluation. Both 
of the proposed methods perform significantly better than baseline methods. 

Previous work on covariate shift focuses on matching the marginal distributions on observations X across 
domains while assuming the conditional distribution P(Y|X) stays the same. Relevant theory focusing on 

covariate shift has also been developed. Recent work on transfer learning under model shift deals with 
different conditional distributions P(Y|X) across domains with a few target labels, while assuming the 

Figure 2: Depiction of two approaches to transfer learning: matching conditional distributions (left) 
and learning an offset function (right). 

Figure 3: Example transfer learning problem: predict grape yield from images (left). The source 
domain is images of a different grape variety. The graph on the right shows regression performance for 
several approaches. 
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changes are smooth. However, no analysis has been provided to say when these algorithms work. In [27], 
we analyzed transfer learning algorithms under the model shift assumption. Our analysis shows that when 
the conditional distribution changes, we are able to obtain a generalization error bound of that is 
𝑂𝑂(1/𝜆𝜆√𝑛𝑛) with respect to the labeled target sample size n, modified by the smoothness of the change (λ) 
across domains. Our analysis also sheds light on conditions when transfer learning works better than no-
transfer learning (learning by labeled target data only). Furthermore, we extended the transfer learning 
algorithm from a single source to multiple sources. 

5.3 Active Search 

Active search is an important learning problem in which one uses a limited budget of label queries to 
discover as many members of a certain class as possible. Numerous real-world applications may be 
approached in this manner, including fraud detection, product recommendation, and drug discovery. 
Active search has model learning and exploration/exploitation features similar to those encountered in 
active learning and bandit problems, but algorithms for those problems do not fit active search. Previous 
work on the active search problem [3] showed that the optimal algorithm requires a look-ahead evaluation 
of expected utility that is exponential in the number of selections to be made and proposed a truncated 
look-ahead heuristic. Inspired by the success of myopic methods for active learning and bandit problems, 
we developed [25] a myopic method for active search on graphs. Our algorithm selects points by 
maximizing a score considering the potential impact of selecting a node, meant to emulate look-ahead 
while avoiding exponential search. The algorithm empirically outperforms popular approaches for active 
learning and bandit problems as well as truncated look-ahead of a few steps on real-world graphs. 

The basic algorithm performs harmonic energy minimization (HEM) on a weighted undirected graph, 
however we augment the observed graph structure with pseudo-nodes (one for each graph node) to which 
observed labels or prior values are assigned. This augmentation guarantees a solution exists to the 
associated HEM problem. Look ahead is achieved by fast rank 1 matrix updates and a final score is 
computed as the product of the HEM node activation and the sum of unlabeled node activation upon one 
step look-ahead.  

HEM is a common classifier for unlabeled nodes on undirected graphs (commonly referred to as label 
propagation), and is equivalent to the harmonic predictor on Gaussian random fields (GRFs). For active 
learning on GRFs, the commonly used V-optimality criterion queries nodes that reduce the L2 (regression) 
loss. V-optimality satisfies a submodularity property showing that greedy reduction produces a (1-1/e) 
globally optimal solution. However, L2 loss may not characterize the true nature of 0/1 loss in 
classification problems and thus may not be the best choice for active learning. We developed [12] a new 
criterion we call Σ-optimality, which queries the node that minimizes the sum of the elements in the 
predictive covariance. Σ-optimality directly optimizes the risk of the surveying problem, which is to 
determine the proportion of nodes belonging to one class. We extended submodularity guarantees from 
V-optimality to Σ-optimality using properties specific to GRFs. We further showed that GRFs satisfy the 
suppressor-free condition in addition to the conditional independence inherited from Markov random 
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fields. We tested Σ-optimality on coauthorship and citation graph problems. Our experiments showed 
that it outperforms V-optimality and other related methods on classification. 

While the method for active search on graphs published in [25] performs well and can be quite flexible, 
initialization costs O(n3) operations and update costs O(n2) operations at each iteration. As a result the 
algorithm does not scale to large graphs. We developed two methods to scale the algorithm further. The 
first approach, published in [22], is to alter the similarity function to be a dot-product between feature 
vectors of data points, equivalent to having a linear kernel for the adjacency matrix. With this, we are 
able to scale tremendously: requiring only O(nr + r2) operations per iteration given r-dimensional 
features. We also show that a similarity function with low between class similarity is sufficient for active 
search on graphs to perform well [22]. The second approach is to use an approximate numerical solution 
for which the complexity is dependent only on edge density and damping parameter (walk termination 
probability), not on the number of observations. The approach is an adaptive implementation of the full 
algebraic multigrid solution for elliptical equations. We start at a trivially coarse grid approximation of 
the full adjacency graph, i.e. all unlabeled nodes are lumped together. When passing to the next level of 
refinement, we perform a heuristically constrained search of the nodes to find the one that will minimize 
the L2 norm of the solution's residual. This node is then pulled from the aggregate group and promoted 
to singleton status. Because the solution decays along the graph according to the random walk 
termination probability, the number of nodes needed to achieve good approximation is dependent on that 
parameter and the edge density. In addition, this solution approach allows early termination when the 
solution vector has stabilized for the top few unlabeled nodes. 

5.3.1 Generalized Queries. We developed light weight knowledge extraction capabilities using HEM 
over graphs, based on our work with active search. The approach computes the similarity of 
documents/observations as the weighted combination of the similarity of their constituent 
elements. We apply information extractors to obtain the constituent elements of a document 

corpus. These include mentions of people, places, concepts, etc. We then create an incidence 
graph wherein the links indicate the presence of an element in a document. This is a bipartite 
graph. Additionally, we can add some external knowledge into the graph. One way to do that is 
to add a few layers of hypernyms from WordNet to the mentions extracted from the documents. 
Finally, we apply values to selected nodes which encode a query. Figure 3 shows a diagram of 
this process. 

Figure 4: Flow diagram for augmenting document-mention graphs with additional information. 
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Anecdotal examples demonstrate successful knowledge extraction from a corpus. Building a graph using 
20 news groups articles we were successfully able to answer questions such as: Which operating system 
are open source? Which operating system is most used by gamers? Which nations are the most 
democratic? Which hockey team is from New York? Such questions are answered by applying positive 
or negative values to node to encode the query. E.g. to identify baseball teams from New York one would 
place a positive value on the nodes for “Baseball” and “New York.” Figure 4 shows node activation 
levels for sports teams with “New York” activated (left) and both “New York” and “Baseball” activated 
(right). 

5.3.2 Region Sensing. The selection of data collection locations is a problem that has received 
significant research attention from classical design of experiments to various recent active 
learning algorithms. Typical objectives are to map an unknown function, optimize it, or find level 
sets in it. Each of these objectives focuses on an assessment of individual points. The introduction 
of set kernels has led to algorithms that instead consider labels assigned to sets of data points. In 
[9] we combined these two concepts and studied the problem of choosing data collection locations 
when the goal is to identify regions whose set of collected data would be labeled positively by a 
set classifier. We developed an algorithm for the case where the positive class is defined in terms 
of a region’s average function value being above some threshold with high probability, a problem 
we call active area search. To this end, we model the latent function using a Gaussian process and 
use Bayesian quadrature to estimate its integral on predefined regions. Our method is the first 
which directly solves the active area search problem. In experiments it outperforms previous 
algorithms that were developed for other active search goals. Single-region search is also closely 
related to Σ-optimality described above.  

We extended the ideas of active area search. In [10] we introduced the problem of active pointillistic 
pattern search (APPS) which generalizes active area search and seeks to discover regions of a domain 
exhibiting desired behavior with limited observations. Unusually, the patterns we consider are defined 
by large-scale properties of an underlying function that we can only observe at a limited number of points. 
Given a description of the desired patterns (in the form of a classifier taking functional inputs), we 
sequentially decide where to query function values to identify as many regions matching the pattern as 
possible, with high confidence. The expected reward of each unobserved point for a broad class of models 
in which the classifier salience can be written as a cumulative Gaussian of a linear function can be 

Figure 5: Node activations for sports team nodes under two query activations: “New York” (left) and 
“New York” + “Baseball” (right). 
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computed analytically. We evaluated two instantiations of this class of algorithms on three difficult 
search problems: locating polluted regions in a lake via mobile sensors, forecasting winning electoral 
districts with minimal polling, and identifying vortices in a fluid flow simulation. Our algorithms 
compared very favorably against baseline methods. 

5.3.3 Fast AS via Conjugate Sampling.  In many applied methods of statistical inference, one wishes 
to sample from a multivariate normal Bayesian posterior distribution. We developed [11] a 
method for adapting conjugate gradient descent to efficiently sample from a high dimensional 
posterior. When the covariance matrix is sparse or structured this method dramatically reduces 
computational costs as compared to alternatives such as Thompson sampling.  

5.4 User Specific Query Adaptation  

We developed a first approach for modifying search algorithm behavior to suit user specific needs. In 
many cases search infrastructure is fixed, e.g. hash tables are precomputed and expensive to update. In 
these cases, one may still alter the behavior and performance of a search engine by modifying the query. 
We considered a region of interest (ROI) scenario in which a user is interested in searching for contents 
similar to a seed document, but only for a subset of seed. In this case, it is most reasonable to view the 
query not as a single seed document but rather a distribution over seed documents. I.e. we take the query 
to be the distribution of all documents that contain the region of interest. While this distribution may not 
known explicitly, in many cases it is possible to sample from it. In the case of images we sampled images, 
pasted the ROI on them, pushed these 'Frankenstein' images through the search engine's featurization and 
averaged the results. This average vector was the query vector. For many common choices of similarity 
function (e.g. inner product, cosine similarity, squared Mahalanobis distance, etc.) finding the document 
that maximizes expected similarity (over the implied query distribution) is equivalent to maximizing 
similarity with the average query vector. In these scenarios, one can submit the mean query vector to the 
search engine to provide user specific search capabilities. Components of this approach were developed 
for XDATA hackathons and made available at https://github.com/benbo/IQA_rest_api and 
https://github.com/benbo/IQA_ui. 

5.5 Hyper(inter)active Learning 

Machine learning requires substantial amounts of annotated data to train successful models. Yet, it is 
common place that annotated data is in short supply or completely unavailable. In some cases, human 
experts are capable of guiding, correcting, and/or adjudicating the understanding of intelligent problem 
solving agents. We aimed to reduce the perceived effort for training ML models by generalizing feedback 
or annotations beyond the traditional sample-label paradigm. The philosophy behind this concept is to 
increase the amount of useful information communicated to a computer in a form that is most palatable 
to human experts, while keeping the human effort manageable. Toward that end, we developed a nested 
PAC framework for classifiers of classifiers. This analysis suggested that it is possible to make significant 
gains in learning rates via reducing the size of the model hypothesis space in this fashion. We attempted 
to realize the idea, constructing a system that accepted feedback on clusters and clusters of clusters of 

https://github.com/benbo/IQA_rest_api
https://github.com/benbo/IQA_ui
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observations. Initial behavior was encouraging but the approach failed to mature. We shifted our 
approach and developed an algorithm that can accept label feedback as well as pair-wise comparisons 
[37]. This work suggested that adding the ability for a learning algorithm to consume comparisons can 
improve learning, but the improvement is only significant if direct labels are quite noisy. It has been 
shown to be effective in a range of benchmark cases and the work was submitted for publication at NIPS. 

5.6 Explainable Analytics 

We developed simple and fast analytics for explaining class distributions in data. Specifically, we 
developed an algorithm that searches for 2D axis-aligned boxes with high class purity. The resulting 
models are completely transparent and easy to understand. The low dimensional structures provide 
intuitive descriptors for new data sets, and domain experts can quite easily adjudicate any interesting 
findings. We also demonstrated that most observations in most data sets (between 20% and 80%, and 
~60% on average, as measured over a large sample of real-world benchmark data sets) can be 
discriminated well with small sets of simple box models, while complex non-linear models are only 
needed for difficult and near-boundary cases. These methods were very effective in identifying gaps in 
training data for a gamma-ray source classification task [4], demonstrating as a side-effect the tendency 
of human data engineers to induce inadvertent biases that manifest in only a few dimensions of data at 
one time. This demonstrated the potential of our box-finding algorithm as a tool for quality management 
in data engineering. 

5.7 Petuum – Framework for Large Scale Distributed Machine Learning 

We developed Petuum [32], a general-purpose framework that systematically addresses data- and model-
parallel challenges in large-scale ML, by leveraging several fundamental properties underlying ML 
programs that make them different from conventional operation-centric programs: error tolerance, 
dynamic structure, and non-uniform convergence; all stem from the optimization-centric nature shared 
in ML programs’ mathematical definitions, and the iterative convergent behavior of their algorithmic 
solutions. These properties are taken advantage of, and distributed using bounded-latency network 
synchronization and dynamic load-balancing scheduling, which is efficient, programmable, and enjoys 
provable correctness guarantees. We have demonstrated how such a design in light of ML-first principles 
leads to significant performance improvements versus well-known implementations of several ML 
programs, allowing them to run in much less time and at considerably larger model sizes, on modestly-
sized computer clusters. 

Petuum has generated a spin-off company by the same name that “provides the next-generation omni-
lingual (programmable in all languages), omni-mount (deployable on all hardware), and omni-source 
(compatible with all data formats) Operating System optimized for efficient and productive machine 
learning programming and computing. Built for the enterprise, Petuum’s Operating System creates big 
data and artificial intelligence solutions that are high-quality, high-efficiency, high-availability, and low-
maintenance” [www.petuum.com]. 
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5.7.1 LDA and Efficient Sampling.  When building large-scale machine learning (ML) programs, 
such as massive topics models or deep networks with up to trillions of parameters and training 
examples, one usually assumes that such massive tasks can only be attempted with industrial-
sized clusters with thousands of nodes, which are out of reach for most practitioners or academic 
researchers. We considered this challenge in the context of topic modeling on web-scale corpora 
[38], and show that with a modest cluster of as few as 8 machines, we can train a topic model 
with 1 million topics and a 1-million-word vocabulary (for a total of 1 trillion parameters), on a 
document collection with 200 billion tokens— a scale not yet reported even with thousands of 
machines. Our major contributions include: (i) a new, highly efficient O(1) Metropolis-Hastings 
sampling algorithm, whose running cost is (surprisingly) agnostic of model size, and empirically 
converges nearly an order of magnitude more quickly than current state-of-the-art Gibbs 
samplers; (ii) a structure-aware model-parallel scheme, which leverages dependencies within the 
topic model, yielding a sampling strategy that is frugal on machine memory and network 
communication; (iii) a differential data-structure for model storage, which uses separate data 
structures for high- and low-frequency words to allow extremely large models to fit in memory, 
while maintaining high inference speed; and (iv) a bounded asynchronous data-parallel scheme, 
which allows efficient distributed processing of massive data via a parameter server. Our 
distribution strategy is an instance of the model-and-data-parallel programming model underlying 
the Petuum framework for general distributed ML, and was implemented on top of the Petuum 
open-source system. We provide experimental evidence showing how this development puts 
massive models within reach on a small cluster while still enjoying proportional time cost 
reductions with increasing cluster size, in comparison with alternative options. 

5.7.2 Poseidon. Deep learning models, which learn high-level feature representations from raw data, 
have become popular for machine learning and artificial intelligence tasks that involve images, 
audio, and other forms of complex data. A number of software “frameworks” have been 
developed to expedite the process of designing and training deep neural networks, such as Caffe, 
Torch, and Theano. Currently, these frameworks can harness multiple GPUs on the same 
machine, but are unable to use GPUs that are distributed across multiple machines; because even 
average-sized deep networks can take days to train on a single GPU when faced with 100s of GBs 
to TBs of data, distributed GPUs present a prime opportunity for scaling up deep learning. 
However, the limited inter-machine bandwidth available on commodity Ethernet networks 
presents a bottleneck to distributed GPU training, and prevents its trivial realization. To 
investigate how existing software frameworks can be adapted to efficiently support distributed 
GPUs, we developed Poseidon [39], a scalable system architecture for distributed inter-machine 
communication in existing deep learning frameworks. In order to assess Poseidon’s effectiveness, 
we integrated Poseidon into the Caffe framework and evaluate its performance at training 
convolutional neural networks for object recognition in images. Poseidon features three key 
contributions that improve the training speed of deep neural networks on clusters: (i) a three-level 
hybrid architecture that allows Poseidon to support both CPU-only clusters as well as GPU-
equipped clusters, (ii) a distributed wait-free backpropagation (DWBP) algorithm to improve 



Approved for Public Release; Distribution Unlimited. 
12 

GPU utilization and to balance communication, and (iii) a dedicated structure-aware 
communication protocol (SACP) to minimize communication overheads. We empirically show 
that Poseidon converges to the same objective value as a single machine, and achieves state-of-
the-art training speedup across multiple models and well-established datasets, using a commodity 
GPU cluster of 8. On the much larger ImageNet 22K dataset, Poseidon with 8 nodes achieves 
better speedup and competitive accuracy to recent CPU-based distributed deep learning systems 
which use 10s to 1000s of nodes. 

5.7.3 Sufficient Factor Broadcasting. Matrix-parameterized models, including multiclass logistic 
regression and sparse coding, are used in machine learning (ML) applications ranging from 
computer vision to computational biology. When these models are applied to large-scale ML 
problems starting at millions of samples and tens of thousands of classes, their parameter matrix 
can grow at an unexpected rate, resulting in high parameter synchronization costs that greatly 
slow down distributed learning. To address this issue, we developed a Sufficient Factor 
Broadcasting (SFB) computation model [30] for efficient distributed learning of a large family of 
matrix-parameterized models, which share the following property: the parameter update 
computed on each data sample is a rank-1 matrix, i.e. the outer product of two “sufficient factors” 
(SFs). By broadcasting the SFs among worker machines and reconstructing the update matrices 
locally at each worker, SFB improves communication efficiency (communication costs are linear 
in the parameter matrix's dimensions, rather than quadratic) without 
effecting computational correctness. We present a theoretical convergence analysis of SFB, and 
empirically corroborate its efficiency on four different matrix-parameterized ML models. 

Similarly, we developed an approach for adaptive network communication management for large-scale 
ML applications [29].  The system maximizes the network communication efficiency under a given inter-
machine network bandwidth budget to minimize parallel error, while ensuring theoretical convergence 
guarantees for large-scale data-parallel ML applications and prioritizes messages most significant to 
algorithm convergence, further enhancing algorithm convergence. This system, called Bösen, is the first 
distributed implementation of the recently presented adaptive revision algorithm, which provides orders 
of magnitude improvement over a carefully tuned fixed schedule of step size refinements for some SGD 
algorithms. Experiments on two clusters with up to 1024 cores show that our mechanism significantly 
improves upon static communication schedules. 

5.8 Dissemination 

Our work has been distributed in many top machine learning conferences, including NIPS and AAAI, 
and peer-reviewed journals. Section 7 enumerates publications funded or partially funded by this project. 
This project has supported over 18 students and post-docs. Four doctoral dissertations [5][21][23][36] 
have been written under support of this project. 
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6 CONCLUSIONS 
Taken as a whole, the work described above makes substantial progress against some of the common 
barriers to modern data analysis operations. The transfer learning methodologies we developed exploit 
data rich areas that are related to data starved problems. The theoretical bounds give insight as to how 
well transfer learning can be expected to work. In particular, our bounds show that if the offset 
(difference) between the source and target domains is smooth, then one can gain significantly from 
transfer learning. This formalizes the notion of ‘relatedness’ often used a motivation for transfer learning 
methodologies. We further extended these capabilities when target data is in short supply by developing 
active transfer learning. Another common barrier is the ‘size’ of modern data sets. We created parallel 
and distributed frameworks for significantly speeding up common machine learning models and allowing 
the development of very large models and use of very large data sets. Our tools accelerate learning, make 
efficient use of limited communication channels, and do so on modest computational clusters. Finally, 
we pushed the boundaries of what is considered the typical unit of analysis: the observation. Extending 
the observational concept to a bag of measurements drawn from a common distribution enables learning 
on heterogeneous irregular data, something that traditional methods cannot do. This extends standard 
machine learning, which uses as unit of analysis an individual, perhaps multivariate data point, towards 
recognizing and accepting more abstract objects as units of analysis. To that end, we have also initiated 
extensions of machine learning to enable a range of levels of abstraction of user-provided labels. We 
envision a new hyper-paradigm in which the data  as well as its annotations can jointly exist in a spectrum 
of abstractions, and that future algorithms will optimally choose subsets of representational as well as 
used dialogue abstracts, to make the process the most natural and convenient to users, while boosting the 
results of learning.   

Our efforts are exploratory in many ways, chipping away at the common barriers and challenges in 
modern data science. Even though open problems still remain, our work has demonstrated that e.g. kernel 
based methods work well to characterize distributions, but how to create of kernels for arbitrary complex 
objects remains a question of interest. Similarly, our results in transfer learning, active search, and hyper-
active learning warrant further investigation. Questions remain such as: Can transfer learning be 
efficiently applied to large libraries of historical data? How best to pick a few data sets for transfer? How 
can high-level abstract information be used for learning models in a general and flexible manner? 
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8 LIST OF ACRONYMS 
APPS Active pointillistic pattern search 

CNN Convolutional neural network 

CPU Central processing unit 

DMM Deep mean map 

DWBP Distributed wait-free backpropagation 

EMD Earth mover’s distance 

GB Gigabyte 

GPU Graphical processing unit 

GRF Gaussian random field 

H2 Squared Hellinger 

HEM Harmonic energy minimization 

JS Jensen-Shannon 

ML Machine learning 

MMD Maximum mean discrepancy 

MME Mean map layer (of a CNN) 

PAC Probably approximately correct 

RKHS Reproducing kernel Hilbert space 

ROI Region of interest 

SACP Structure-aware communication protocol 

SF Sufficient factors 

SFB Sufficient factor broadcasting 

SGD Stochastic gradient descent 

SKL Symmetric Kullback-Leibler divergence 

SVM Support vector machine 

TB Terabyte 

TV Total variation 

 


